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Abstract

It is generally recognised that an adequate resemblance-based account of depiction must specify some standard of correctness which explains how a picture’s content differs from the content we would attribute to it purely on the basis of resemblance. For example, an adequate standard should explain why stick figure drawings do not depict emaciated beings with gargantuan heads. Most attempts to specify a standard of correctness appeal to the intentions of the picture’s maker. However, I argue that the most detailed such attempt to date is incomplete. I argue that an adequate standard can be given only if one construes a picture’s content as being pictorially implicated, in a way analogous to that in which Grice explains an utterance’s meaning as being conversationally implicated. I propose a theory of pictorial implicature and use it as the basis for an intention-based standard of correctness. I show how this standard is able to explain both the ways in which the content of pictures differs from the content we would attribute to them solely on the basis of resemblance, and how we are able to apply an intention-based standard of correctness even though we lack any independent knowledge of the intentions of pictures’ makers.

I Introduction

What we interpret a picture as depicting depends on how it looks.
 This is true no matter what one thinks depiction consists in. However, on any account that construes depiction as dependent on resemblance, how a picture looks is central to determining what it depicts. Such accounts may construe what a picture depicts as dependent on resemblances between our perceptions of pictures and of their objects. Alternatively, they may construe it as dependent on what we perceive the picture as resembling- whether these resemblances are merely perceived, or whether they obtain independently of our perceiving them.
 On all such accounts, there is some sort of resemblance relation between the way a picture looks and the way its object looks, and depiction is explained in terms of that relation. Such accounts have become increasingly prominent.
 In this paper, I will not be concerned with whether depiction depends on resemblance or with which resemblance account is correct. I will assume that depiction depends on some form of resemblance and will attempt to resolve an ensuing problem.

Resemblance accounts need to explain the fact that how a picture looks is not always sufficient to determine what it depicts. For example, black and white pictures do not necessarily depict black and white objects, and stick figure drawings don’t usually depict emaciated beings with gargantuan heads. Black and white pictures often depict coloured objects and stick-figure drawings often depict normally-proportioned human beings, despite the fact we cannot arrive at this interpretation of their content by appeal to the way they look.
 Certain of the properties we perceive may be irrelevant to determining what a picture depicts.

Moreover, our ability “pictorially” to interpret something on the basis of how it looks is not sufficient to establish that the thing in question is a picture. This is because we can sometimes attribute content to an object on the basis of how it looks, in the same way that we would to a picture, without that object actually being a picture. For example, I can interpret a footprint left by someone who carelessly trod on a piece of paper after walking barefoot through a muddy puddle as if it were a picture of a foot, although I would not be tempted to claim that the footprint is actually a picture.

In order to accommodate the difference between the content we would attribute to pictures on the basis of resemblance (let us call this their visible content) and the content we actually attribute to them (let us call this their depictive content), and in order to distinguish depictions from non-depictions with visible content, it is common to propose a “standard of correctness” for depiction.
 The purpose of this standard of correctness is to introduce factors which serve to determine both whether or not an object with a certain visible content is a picture and, if it is, what depictive content that picture has. Although each of the different resemblance accounts described above will give a different account of precisely what a picture’s visible content consists in, all can be thought of as comprising two parts: an explanation of why things have the visible content they do, and the specification of a standard of correctness.

In what follows, I assume that visible content is a matter of resemblance, although I will leave it open exactly how resemblance serves to determine visible content. I will concentrate on two issues: first, whether the intentions of a picture’s maker can provide the basis for an adequate standard of correctness, and secondly, how we are able to apply such a standard. Given that an object has a certain visible content, therefore, I want to know whether the intentions of that object’s maker are adequate to determine both whether that object is a picture and, if so, what its depictive content is. I also want to know how we are able to tell what the intentions of an object’s maker’s were, without having any independent knowledge of these intentions.

II The Standard of Correctness

The intentions of an object’s maker are usually thought to comprise a key part of the standard of correctness. This enables the difference between a picture and a non-depiction with visible content to be explained by appeal to the fact that the picture was made by someone who intended it to depict something, while the non-depiction was not. According to such an explanation, because you never intended to produce a picture when you stepped on a piece of paper with your muddy foot, the resultant footprint does not qualify as one. Similarly, the coloured paper used as a backdrop for a school nature display may be bleached after months by the classroom window such that, when the display is finally dismantled, the paper is shown to be covered with still-bright silhouettes of leaves and shells. However, because the nature display was never erected with the purpose of producing such silhouettes, the background paper does not depict anything.

However, an intention-based standard of correctness seems unable to accommodate photographs that are taken unwittingly. For example, if I leave a camera on the table and my cat knocks it off, causing it to bump on the floor and take a photograph of the kitchen stove, one cannot say that either the cat or I intended to take a photograph. However, it seems clear that the photograph of the stove is a depiction, irrespective of the fact that neither my cat nor I intended to produce it. 

An adequate standard of correctness needs to provide us with some way of preserving the intuition that the accidental photograph is a depiction while the accidental footprint and sun-bleached paper are not. An intention-based standard of correctness can do this by invoking the distinction between causal processes involving elements which have been intentionally designed to produce certain effects, and causal processes the effects of which are not the product of design. Just as fire alarms are designed to go off when there is smoke in a building, cameras are designed to take photographs when their shutter release button is pressed. However, human design had no part in determining either that coloured paper bleaches in the sun or that muddy feet leave muddy footprints. Of course, I may use my muddy foot intentionally to produce a muddy footprint. For example, I might intentionally leave muddy footprints all over a particularly nasty neighbour’s new carpet. However, the resultant footprints will not qualify as pictures, since my intention is not an intention to produce depictions. Note, however, that a muddy footprint could comprise a picture of a foot if it were produced with the right kind of intention and that, similarly, coloured paper could intentionally be exposed to the sun to produce silhouettes depicting certain objects.
One might say that cameras are designed with the intention that pushing the shutter release button should produce a photograph of whatever is in front of the camera lens (so long as there is film in the camera and the relevant development procedures are followed) and thus that this intention is what is embodied in the mechanism. However, there is more to it than this. The object at which a camera is pointed does not alone determine what a picture depicts or what its visible content is. While one cannot produce a photograph of a horse without pointing one’s camera at a horse, the resultant photograph may either depict a horse whose features are very indeterminate or may fail to depict anything at all if the lens is unfocussed or the film is underexposed. The positioning of the camera in relation to the object, the choice of lens, how that lens is focused and the shutter speed all serve to determine how the resultant photograph will look and whether it will in fact depict what is in front of the camera.
 Such variables are often under the control of the photographer. However, in an instant camera, many of these things are built in to the camera itself. In such a case, the intention embodied in the mechanism is not merely an intention that what is in front of the camera should be depicted in the resultant photograph, but also an intention that it should look a certain way (for example, that both foreground and background should be clearly focussed).

Thus, the fact that the mechanical process involved in the production of photographs was designed with the specific intention of enabling the production of depictions makes it appropriate to construe the depictive content of accidental photographs as determined by the intentions embodied in the photographic mechanism. To see that this explanation is not ad hoc, consider how the depictive content of non-accidental photographs is determined. The depictive content of photographs that are taken intentionally is dependent not only on what the photographer intended to depict, but also on what was in front of the camera when the photograph was taken. There is a famous photograph by Heinrich Hoffman of a demonstration in Munich in 1914, on the day after Germany declared war on Russia. This photograph was later discovered by Hitler to depict not just a crowd scene, as Hoffman had intended, but to depict Hitler amongst the crowd.
 In this case, while a standard of correctness based on Hoffman’s own intentions may serve to establish that the photograph depicts a crowd scene, it will not enable us to establish that it also depicts Hitler. In order to do this, we need to appeal to the intentions embodied in the photographic mechanism, just as we do in the case of accidental photographs. Photographs differ from other forms of depiction in that the causal link between what is in front of the camera and what is depicted in the resultant photograph can be only partially mediated by the maker’s intentions. The standard of correctness for photographs therefore appeals to both the intentions of the photographer and to the intentions embodied in the photographic mechanism. Where there is no photographer, the latter intentions alone will determine what is depicted.

An intention-based standard of correctness requires some consistency between a picture’s visible content and the content its maker intended it to have. Let us call the content that a picture’s maker intended it to have its maker content. A resemblance account of depiction requires consistency between a picture’s visible content and its maker content because, in order for something to count as a picture of a certain object, it is necessary for it not just to have been intended to depict that object, but also for it to look like that object. For example, in order for something to qualify as a picture of an elm tree, it is not enough for me to have made it with the intention of producing a picture of an elm: it must also look like an elm. If I intend to produce a picture of an elm, but produce something that instead looks like an oak, my intention to produce a picture of an elm is insufficient, on its own, to establish that what I have produced is a picture of an elm. Similarly, if I take a photograph of a fast-moving horse with the shutter set at one second, the resultant blur will not depict the horse, despite my intention that it should do so.

However, an intention-based standard of correctness must also allow the picture’s visible content to differ in some respects from its maker content. If the standard is to explain the difference between the visible content of a picture and its depictive content, the intention to which it appeals must enable one to establish what is depicted. Consequently, when the maker of a picture succeeds in realising her depictive intentions, maker content must be equivalent to depictive content. 

An adequate characterisation of an intention-based standard of correctness therefore needs to specify what it is for a picture’s maker content to be consistent with its visible content, where consistency is construed so as to enable maker content to differ from visible content. Where the maker content of a picture differs from its visible content, it does so because it comprises an object that does not share all or only the properties of the object that comprises the picture’s visible content. For example, the maker content of a stick figure drawing need not include the property of being emaciated, and might instead include that of being some indeterminate, normal body shape. It therefore seems that a picture’s maker content needs to include some of the properties of its visible content if it is to be consistent with that content, but that it does not need to include all or only properties of its visible content. 

The question then becomes that of what properties a picture’s maker content needs to share with its visible content if it is to be consistent with that content. Since the standard of correctness needs to enable us to interpret pictures and to distinguish pictures from non-depictions, the answer to this question seems to be something like the following: enough properties to enable us to determine, on the basis of a picture’s visible content, that it has a certain maker content and thereby arrive at an interpretation of its depictive content. However, since maker content may differ from visible content, the visible content of a picture will not, on its own, enable us to work out what its maker content and depictive content are. We require further resources if we are to work out what these contents are. Consequently, in order to provide a complete answer to this question, we need to look at the resources we require in order to apply the standard of correctness to the interpretation of pictures.

III Using the Standard of Correctness

If an intention-based standard of correctness is to succeed, it must be possible to explain our ability, in practice, to apply such a standard when interpreting pictures about whose makers’ intentions we have little, if any, knowledge. This is because, most of the time, we successfully interpret pictures and distinguish them from non-depictions although we have very little knowledge of what their makers’ intentions were. This suggests either that we are able somehow to ascertain the nature of a maker’s intentions by looking at the pictures themselves, or that these intentions are not in fact essential either to determining what a picture depicts or to distinguishing depictions from non-depictions.

 
Defenders of intention-based standards of correctness claim that we are able to gain knowledge of a maker’s intentions by looking at their pictures and claim that we do so by appealing to a variety of other resources, some or all of which are generally available to us when we interpret pictures. For example, Robert Hopkins identifies a number of different resources which he claims are jointly sufficient, together with a picture’s visible content, to enable us to work out what the maker of a picture intended to depict and thus to enable us to apply the standard of correctness.
 

According to Hopkins, in order to work out what the maker of a picture intended to depict, we require widespread and general knowledge of three broad kinds. The first kind of knowledge we require is knowledge of the sorts of things the world contains. This includes, for example, knowledge that things in the world are not usually monochrome. Second, we require knowledge about the sorts of things that are generally depicted. He argues that this amounts to knowledge that the things that are generally depicted have similar features to the things that actually exist. Finally, we require knowledge of the various means by which pictures are produced and, in particular, of the limitations the various methods of depiction impose on the visible content of a picture. For example, this includes knowledge that the various colours in a linocut are generally printed in successive layers and thus that the visible content of a linocut will not usually include the fine details of an object’s colour.

While I believe that the knowledge identified by Hopkins may help us in our interpretation of depictions, it remains to be seen whether these three kinds of knowledge are sufficient, in the absence of any independent knowledge of makers’ intentions, to give us knowledge of these intentions and therefore to enable us to apply an intention-based standard of correctness. 
 Hopkins tries to demonstrate the sufficiency of these resources by describing how they can be used to interpret a pencil study of a nude man, which shows only the man’s torso and head and the outline of the tops of his thighs, and which uses parallel pencil strokes to depict the contours and shadows of his torso, while depicting in less detail the features of his face and the outline of his hair. The visible content of this picture seems to comprise a man who has semi-transparent hair and thighs, legs that do not continue beyond his thighs, a nose and mouth that blur into the rest of his face, and parallel curving lines all over his torso.

To interpret this picture, Hopkins argues, we use our knowledge that the world does not contain partly-transparent men and our knowledge that artists generally depict men who are similar to real men to arrive at the tentative conclusion that the artist did not intend to depict a partly transparent man. Although it is possible that the artist did intend to depict such a man, he argues, we conclude that it is much more plausible that the artist was not eccentric in his choice of subject matter, on the basis that we also know that marking a piece of paper with a limited number of pencil lines does not enable the creation of pictures which include completely opaque objects in their visible content. Given this interpretation of the artist’s intention, we conclude that the picture’s depictive content comprises a man who is not transparent.

While much of this explanation rings true, the specified resources are not sufficient to explain our conclusion that the artist’s choice of subject matter was not eccentric. After all, artists, like philosophers, are notoriously eccentric. The fact that people do, from time to time, produce pictures of things that do not exist and do not have features like those that real things have means that knowledge of the three kinds outlined by Hopkins will not always enable us to work out a picture’s maker content. If an intention-based standard of correctness is to succeed, therefore, we need to know why, in certain cases, we are justified in applying such knowledge to our interpretation of a picture, why, in other cases, we are not justified in doing so, and how we tell the difference between the two kinds of case. 

I believe that an adequate intention-based standard of correctness can indeed be provided, so long as the resources we can use to apply it are expanded to include an assumption about the maker’s intentions. This assumption cannot adequately be characterised simply as the assumption that the makers of pictures do not make eccentric choices of subject matter, for sometimes they patently do make such choices. I suggest that, instead, the assumption is something roughly along the following lines: we assume that the makers of pictures make appropriate choices of subject matter. However, I believe that the precise characterisation of this assumption needs more accurately to reflect the exact nature of the intentions involved in the production of pictures. These intentions are best characterised by Grice in his discussion of non-natural meaning. 

IV Grice’s Account of Non-Natural Meaning

In his paper, “Meaning”, H.P. Grice distinguishes between two different types of meaning: natural meaning and non-natural meaning.
 Natural meaning is the kind of meaning referred to in examples like the following: “those clouds mean rain,” and “that smell means that dinner is burning.” By contrast, non-natural meaning is of the kind referred to by the sentences: “That siren means that we have to evacuate the building”; and “His comment, ‘that’s ace’, means that he likes it.”

Grice distinguishes between natural and non-natural meaning by means of the role of intention in each. Whereas natural meaning is not based in any intention to communicate a particular meaning, non-natural meaning relies on the recognition of intention. That is, unless I recognise that the automatic fire alarm I hear is intended, by whoever designed it, to alert me to the possibility of fire and to get me to leave the building, I will not take it to mean anything at all, and will simply regard it as an unwelcome nuisance. 

Grice describes the role of intention in non-natural meaning as follows: “we may say that ‘A meant something by x’ is roughly equivalent to ‘A uttered x with the intention of inducing a belief by means of the recognition of this intention’.”
 Thus, “Whoever designed the fire alarm meant that we should evacuate the building now” is roughly equivalent to “Whoever designed the fire alarm did so with the intention of making us believe that we should evacuate the building because we recognise that this is what they wanted us to do in the circumstances in which we now find ourselves.” 

We might say that, in the case of depiction, “the maker A, means picture Y to depict an object, Z” is roughly equivalent to “A produced Y with the intention of inducing a belief about Z in the observers of Y in virtue of those observers recognising this intention.”  Thus, when I set out to draw a picture of a pig, I produce a certain configuration of marks on a piece of paper with the intention that viewers of that configuration of marks will recognise that I intend to get them to believe something about pigs and will consequently form some belief about pigs on the basis of my drawing. 

It is a consequence of Grice’s account of non-natural meaning, therefore, that the makers of pictures intend to communicate a certain content and to do so by getting viewers to recognise that they intend to communicate that content. So how does this understanding of what makers’ intentions involve help when it comes to characterising the assumption that we need to make in order to help us work out a maker’s intentions? If a picture’s visible content differs from its maker content, how does the maker expect to get us to recognise the difference between its visible content and the content they intend it to communicate? 

The means by which the makers of pictures get us to recognise the difference between a picture’s visible content and its maker content is best understood by considering the analogous means by which the speakers of sentences get us to recognise the difference between the literal meaning of the sentences they speak, and the meaning they intend to communicate by using them. This is best understood in terms of Grice’s theory of conversational implicature.

V Conversational Implicature

Grice developed his theory of implicature in order to explain instances of communicative language use that could not be explained simply by reference to the literal meanings of the words used in conversation.
 For example, when I communicate my distaste for a stranger’s sense of dress by saying “horizontal stripes certainly flatter the larger figure”, the literal meaning of the words I utter is quite different to the meaning I communicate by saying those words. According to Grice, the difference between the literal meaning of these words and the meaning I communicate by using them (the difference between sentence meaning and utterance meaning) is to be explained by the fact that we conduct our conversations according to a set of assumptions, or guidelines, as to how language should be used in conversation.

These assumptions include: the assumption that people say only what they believe to be true and for which they have adequate evidence; the assumption that people make their contributions to a conversation as informative as the conversation requires, and no more informative; the assumption that people only make relevant contributions to a conversation; and the assumption that people make their contributions orderly, brief and unambiguous, and avoid obscurity.
 Together, these assumptions result in the cooperative principle: “Make your conversational contribution such as is required, at the stage at which it occurs, by the accepted purpose of the talk exchange in which you are engaged.”
 

Now, as most people know, some people flout this principle every day and so it is quite obviously inadequate as a description of how all conversations are conducted. However, Grice’s point is not that all conversations adhere to the cooperative principle, but that, in order to converse in the most efficient, rational and cooperative way, people need to adhere to the cooperative principle. Nevertheless, it is possible to adhere to the cooperative principle and yet say something the literal meaning of which seems to violate the principle. In this case, one communicates some non-literal meaning that does adhere to that principle. When one does this, one does so on the supposition that those with whom one is conversing will be able to work out that this non-literal meaning is in fact what one intended to communicate.
 The non-literal meanings that people communicate in this way are what Grice calls conversational implicatures.

Conversational implicatures can be of two types: they can be supplements to the literal meaning of what is said, required to ensure adherence to the cooperative principle; or they can be radical revisions to the literal meaning of what is said, required to overcome the fact that the speaker has apparently deliberately flouted the cooperative principle. For example, if I ask you what you ate for lunch today, and you reply “I ate salad”, I will infer from this that you only ate salad, that the salad was not, for example, contained in a triple burger and accompanied by a large side order of fries. I will do this in order to make your response adhere to my assumption that your response is as informative and no more informative than my question requires. This is an example of the first kind of conversational implicature. 

My statement, “horizontal stripes certainly flatter the larger figure,” is an example of a conversational implicature of the second kind. If you are familiar with the orthodoxy of women’s magazines and if I make this statement to you in reference to a large woman wearing horizontal stripes, you will most likely conclude that I do not mean what I say, because it seems to contradict what I believe to be true. You will therefore probably infer that I am being ironic and in fact mean that I think her dress is unflattering. You will make this inference because it is required in order to make my statement consistent with the presumption that I am adhering to the cooperative principle. Moreover, I can only be thought to conversationally implicate my dislike for the woman’s style of dress by making the above statement if I do so in the belief that you will be able to work out the non-literal meaning I intend to convey.

One of the most interesting features of conversational implicatures is that the cooperative principle on which they depend is not, according to Grice, a convention we have adopted to facilitate conversational exchange, but instead specifies a rational means for conducting cooperative exchanges.
 Conversational implicatures are, on Grice’s view, a general feature of cooperative exchange between rational beings. Because conversational implicatures are non-conventional, one would expect the cooperative principle to extend, not just to conversation, but to non-linguistic behaviour as well, and to be universal in its application. Indeed, the principle does extend to non-linguistic behaviour. For example, if I were helping you to make a cake and, when you asked me for the flour, I either deliberately passed you the salt instead, or presented you with a choice of half a dozen different varieties of flour, I would be guilty of violating some non-linguistic equivalent of the cooperative principle. The principle is also universal in its application. Although different cultures may have different means of adhering to the principle, one would expect the principle itself to be operative in all cultures. 

VI Pictorial Implicature

Grice’s account of non-natural meaning suggests that depiction should be understood as a communicative activity. Given this, the universality of the cooperative principle suggests that it should, as Flint Schier suggests, 
 apply to depiction as well as to spoken language.  The difference between sentence meaning and utterance meaning can be explained on the assumption that the speaker adhered to the cooperative principle in uttering the sentence. Therefore, so too should the difference between the visible content of a picture and its depictive content be explicable on the assumption that its maker adhered to the cooperative principle in producing it. Let us call the implicatures made by pictures’ makers pictorial implicatures.

How might the assumption that a picture’s maker adhered to the cooperative principle in producing the picture help us to work out its maker content and thus its depictive content? Let us consider how it would help us to interpret the picture one often sees on the door of a women’s toilet. The visible content of the picture in question consists in a woman with perfectly straight limbs wearing a triangular dress, her head floating free from her shoulders. If we assume that whoever made this picture adhered to the cooperative principle in doing so, we assume that he set out to communicate something that he believed to be true; that he intended what he communicated to be adequately, but not overly informative; that he intended it to be relevant; and that he set out to communicate it clearly. 

On the basis of these assumptions, we infer that he did not intend to depict a woman whose head floats free from her shoulders. We assume that he cannot have believed that such women exist, and that, if he had intended to depict such a woman, he would have needed to provide evidence of his reason for intending to do so in order to meet the requirement of being adequately informative. While eccentric choices of subject matter are permissible, appropriate reasons for making them still need to be provided. In the absence of any evidence of such a reason, we decide that we need to ascribe to him the intention to produce a picture with some content other than its visible content in order to bring his intentions back into line with the cooperative principle. On this basis, we decide that he must have intended to depict a woman whose head is connected to her shoulders, whose dress is not perfectly triangular, and whose limbs are not perfectly straight. 

Similarly, on the assumption that pictures’ makers adhere to the cooperative principle in making them, I infer that pictures that show only parts of their objects depict parts of whole objects and that these objects extend beyond the space depicted. I also infer that pictures that depict their objects from one particular perspective depict objects that, if seen from another perspective, would look as we would generally expect objects of that type to look. For example, I would usually infer that a picture that depicts a man front-on depicts a man who, if seen from behind, would look like men generally look when seen from behind (I assume, that is, that he does not have electric cables protruding from between his shoulder blades). I do this on the basis that, if the picture’s maker had wanted to depict a man with protruding cables, she would have needed to have shown these cables in order to meet the requirement of being adequately informative.

Whereas these latter examples are analogous to the first kind of conversational implicature distinguished above, in that they comprise supplements to the pictures’ visible content, the toilet door illustration is analogous to the second kind of conversational implicature. In order correctly to interpret the latter, we must radically revise the picture’s visible content, acting on the assumption that whoever made it was deliberately flouting the cooperative principle. 

There is no doubt that, when interpreting pictures in light of the assumption that they were produced in accordance with the cooperative principle, we simultaneously draw on knowledge of two of the three kinds specified by Hopkins. For example, it is our own knowledge that the world does not contain women with free-floating heads that enables us to infer that whoever made the toilet door illustration cannot have believed the world to contain such women. Our knowledge of pictorial media also assists us in our interpretation, in particular our knowledge that the machinery used for cutting silhouettes from plastic is likely to cut only straight lines and geometric curves. However, appeal to the cooperative principle obviates the need to appeal to our knowledge that people do not generally depict women with free-floating heads. In fact, knowledge of the sorts of things that are generally depicted will be a product of the appeal to the cooperative principle and to our knowledge both of what the world contains and of the various means by which pictures are produced. Moreover, the assumption that the picture was produced in accordance with the cooperative principle does something that, on their own, the three kinds of knowledge described by Hopkins do not enable us to do: it tells us why it is reasonable to apply such knowledge.

Furthermore, it tells us under what circumstances that knowledge will not be useful in interpreting pictures. If a picture’s visible content does include a man with cables protruding from between his shoulder blades, and if I am unable to explain those cables by appeal to my knowledge of what the world contains and of depictive media, the assumption that the picture’s maker intended to provide accurate and adequate information about the depicted object will prevent me from interpreting the picture’s maker as having intended to communicate only what she believed to be true. Consequently, in order to bring the maker’s intentions back into line with the cooperative principle, I infer that the maker intended to communicate something fictional.

As I have argued, we can generally understand a maker A’s intention that a picture Y depict an object Z as “A produced Y with the intention of inducing a belief about Z in the viewers of Y in virtue of those viewers recognising this intention.” However, as Gregory Currie argues, the maker’s intention involved in the production of pictures of fictional objects seems better described as “A produced Y with the intention of inducing a belief about Z in the viewers of Y in virtue of those viewers recognising this intention and for this reason recognising that A intended them to make believe that there is some object Z and, on this basis, make believing that there is some object Z”. 
 In general, Currie argues, what makes a picture fictional is that the maker intended the audience to make believe, rather than to believe, the content of what is depicted.
 That is, the maker intended the audience to pretend that there is some object with the features depicted. By attempting to interpret pictures of fictional objects in light of the assumption that their makers adhered to the cooperative principle in making them, we come to the realisation that their makers’ intentions were what might be called intentions to make-believe. On this basis, we also realise that our knowledge of what the world contains does not govern our interpretation of these pictures in the same way as it governs pictures of existent objects.

The example on which I have relied above is one which has a clear purpose: to indicate the whereabouts of the women’s toilets. One might argue, however, that artworks do not have such an obvious purpose. An artist might produce a picture with the intention to confound her audience or to obscure what her picture depicts. That is, she simply might not adhere to the cooperative principle. In such a case, it would be much more difficult to interpret the picture by appeal to that principle.
 However, there are several points to be made here. Firstly, while accurate and effective communication about the world may not be the primary aim of much modern art, it was a significant aim of much pre-modern art which, in its quest for naturalism, strove to communicate ever more accurately and effectively.  Furthermore, while such art did not aim solely for naturalism, its ability to achieve such further aims as symbolic representation depends crucially on our ability to interpret its depictive content. Such art is therefore amenable to the analysis I have proposed. 

Second, when an artist aims to confound or obscure, she must rely on viewers’ tendency to draw certain sorts of inferences if she is to succeed. That is, she must rely on our tendency to interpret pictures by appeal to the cooperative principle. Moreover, our ability to interpret artworks qua artworks depends on our ability to identify the various purposes for which they are produced. Although their purpose may not be accurate and effective communication about the world, they may instead be produced with the aim of communicating effectively about such things as perception or depiction itself. Knowledge of the legitimate aims of art enables us to identify reasons for which artists might violate the cooperative principle as it applies to communication about the world, and thus to interpret their works in ways that bring them back into line with some other application of the cooperative principle.

VII The Explanatory Power of Pictorial Implicatures

Speakers make conversational implicatures by uttering sentences in contexts that they believe will enable those with whom they are communicating to interpret them. Context is obviously an important factor in determining whether an implicature is interpretable. Because conversational implicatures are made in the presence of all parties involved in the communicative exchange of which they form a part, their context should be quite clear to all concerned. Pictures, however, are generally produced in the absence of those who will later interpret them. So what is the context which determines whether or not a picture’s maker believes that a given pictorial implicature will be interpretable by its viewers? It seems to be comprised of the maker’s knowledge of, and expectations regarding, the viewer’s expectations when they look at a picture, together with those factors internal to a picture’s visible content which are likely to influence viewer’s expectations, such as the protruding cables between a man’s shoulders. 

Because pictures are relatively imperishable and are likely to survive to be interpreted for some time after their production, a picture’s maker is unlikely to have very specific knowledge or to form very specific expectations about the expectations that viewers will have about a picture. The maker is likely to expect only that viewers will interpret the picture on the assumption that it was produced in accordance with the cooperative principle and that they will employ certain general background knowledge in their interpretation. Consequently, the context in which pictorial implicatures are made is likely to vary primarily because of factors internal to the pictures themselves. This suggests that, although Grice characterises conversational implicatures as things that speakers make, rather than as properties of speakers’ statements or utterances, pictorial implicatures can be thought of as things that, once made, become properties of pictures themselves.

Stephen Levinson suggests that “taking an utterance to be a pairing of a sentence and a context, we may derivatively talk of utterances having implicatures.”
 Similarly, I believe that we can talk of pictures as having implicatures. A picture has a certain pictorial implicature only if it was intended by its maker to have that implicature and it is interpretable as having that implicature.
 A picture is interpretable as having an implicature if observers of that picture are able to work out that it has this implicature on the basis only of: its visible content; the assumption that it was produced in accordance with the cooperative principle; and other background knowledge, including knowledge of what the world contains and of various depictive media.
 Thus, on my view, while a picture’s maker content does determine what it pictorially implicates, it does so only if its maker content is interpretable using the above resources. 

This construal of what it is for a picture to be interpretable as having a certain content allows that a picture may have a certain pictorial implicature although there may be many observers who cannot work out that it has this implicature. Their inability to work out that a picture has the implicature is explained as a consequence of their lacking the requisite background knowledge. Thus, it is perfectly possible for an observer to fail to work out what is pictorially implicated by a picture painted by a particularly subtle artist, so long as there are other observers, or possible observers who, possessed of the requisite knowledge, are able to work out what implicature the artist intended the picture to have. 

My account of the resources required to apply an intention-based standard of correctness is therefore broader than Hopkins’s, both in including the assumption that pictures are produced in accordance with the cooperative principle and in allowing a broader range of background knowledge to be brought to the interpretation of a picture than Hopkins allows. However, to make the requirement that a picture be interpretable as having a certain implicature meaningful, there must be some limit to the background knowledge that can be used in interpretation. I suggest that the background knowledge that can legitimately be used in interpreting a picture’s implicature is limited to general knowledge that does not pertain specifically to the picture itself or to the circumstances of its production. It follows from this that an inability to access some of the resources required for interpretation may result in an incomplete or incorrect interpretation of a picture. For example, one may misinterpret the Ancient Greek Ram Jug as depicting a man hanging to one side of a ram, rather than hanging underneath the ram, because one is unfamiliar with the story of Ulysses escaping from the Cyclops in Book IX of the Odyssey and is unfamiliar with the non-naturalistic style of depiction deployed, which does not show non-planar spatial relations.

This explanation of what it is for a picture to have a certain pictorial implicature enables me to fill a lacuna in my characterisation of the standard of correctness. I argued earlier that an adequate intention-based standard of correctness needs to specify what it is for a picture’s maker content to be consistent with its visible content, where consistency is construed so as to enable maker content to differ from visible content. According to my explanation of the nature of maker content and of how we work out what a picture’s maker content is, it is consistent with visible content if we are able to work out what it is on the basis of a picture’s visible content, our background knowledge, and the assumption that the picture was produced in accordance with the cooperative principle.

On my account, we are able to distinguish pictures from non-depictions with visible content because, when we attempt to interpret the non-depictions on the assumption that they were produced in accordance with the cooperative principle we find that, whatever content we ascribe to them, we are unable to bring our interpretation of their putative maker’s intentions back into line with the cooperative principle. We therefore infer that they have no maker content and, consequently, no depictive content. Thus, when I attempt to interpret a muddy footprint by appeal to the cooperative principle, I find the footprint’s visible content neither informative nor relevant. Furthermore, the footprint achieves no stylistic or aesthetic end that explains such an unenlightening choice of subject matter. I consequently infer that the footprint was not intentionally produced and on this basis also infer that it has no maker content, and so has no depictive content.

Earlier, I argued that accidental photographs are distinct from non-depictions with visible content because the photographic mechanism embodies a number of depictive intentions in virtue of having been designed for the purpose of producing photographs that depict what is in front of the camera lens in a certain way. Nevertheless, the intentions embedded in the photographic mechanism are general, in that they do not refer to any particular object that may be in front of the camera lens when a photograph is taken. For this reason, one might doubt that the interpretation of accidental photographs relies on appeal to the cooperative principle. 

When interpreting photographs, our knowledge about the world helps us determine what kind of object might have been in front of the camera when a photograph with a certain visible content was taken. Our knowledge of photography tells us the various ways an object can be made to look in a photograph. For example, it tells us that a slow shutter speed will make moving objects look blurry, and that a smaller lens size will result in a wider angle of view that takes in more of the scene in front of the camera. Appeal to the cooperative principle tells us what approximate combination of lens, shutter speed and F stop settings to expect the photographer to have used to photograph a particular kind of object. For example, we expect a landscape photographer to choose a wide angled lens and a relatively high F stop setting, so that the resultant photograph will show a large sweep of landscape in sharp focus with great depth of field. However, our knowledge of photography may also inform us that choice of a very wide angled lens can result in close objects looking peculiarly bent. This will enable us to pictorially implicate that a landscape photograph the visible content of which includes a very close and peculiarly bent object does not in fact depict a bent object.

As with other forms of depiction, therefore, the photographer must appeal to his knowledge of, and expectations regarding, the viewer’s expectations when they look at a picture if he is to take a photograph that can be interpreted in the way he intends. As Joel Snyder and Neil Walsh Allen argue:

It is our practical knowledge which helps us interpret a fuzzy patch in a photograph as representing motion, rather than something rendered out-of-focus or even something “naturally” fuzzy (such as fog or lint) rendered in sharp focus. If a photographer wishes to capture (or avoid) the “incompleteness of a fraction of a second,” he must do more than use (or eschew) a fast shutter speed. He must also analyze his subject and be aware of the expectations of his audience.

However, the subject of an accidental photograph cannot guide our expectations regarding choice of lens and settings. Neither photographer’s intentions nor the intentions embodied in the photographic mechanism determine what object is photographed. Nonetheless, we can still appeal to the cooperative principle as a means of identifying the relevant intentions. The cooperative principle will enable us to identify roughly what combination of lens, shutter speed and F stop settings to expect, given the purpose for which we think the camera was designed. For example, if we think that a photograph was taken with an instant camera, we will assume that it was designed to enable clearly focussed, detailed photographs to be taken of a wide range of subject matter. Appeal to our knowledge of photography will tell us that the combinations of lens, shutter speed and F stop settings that yield the greatest flexibility in choice of subject will not enable sharply focussed photographs to be taken of fast-moving objects.  On this basis, we infer that a fuzzy patch in the photograph depicts a moving object (my cat fleeing the scene after knocking the camera off the table), rather than something rendered out-of-focus or something naturally fuzzy.

VIII Conclusion

I have argued that an intention-based standard of correctness for a resemblance-based account of depiction can explain the difference between a picture’s visible content and its depictive content, so long as a picture’s maker content is understood as what the maker of the picture intended to pictorially implicate. I have argued that we can understand our ability to interpret the depictive content of pictures about whose maker’s intentions we have no independent knowledge by explaining the communication of depictive content in a similar way to that in which Grice explains the communication of utterance meaning. However, while I have based my account of pictorial implicature on Grice’s theory of conversational implicature, I have argued that pictorial implicatures differ from conversational implicatures in being properties of depictions themselves. This construal is licensed by the fact that pictures are frequently interpreted in the absence of any determinate contextual information other than that furnished by the pictures themselves.
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