


Deontology and the Arbitrary

I

We might begin to classify the widely different sorts of concern that are commonly thought of as moral by noting a broad distinction. On the one hand, there is our concern with living a good life; that is to say: a life appropriate and satisfying to beings such as ourselves. Let us, just for the convenience of a label, call this the morality of virtue. On the other hand, we feel ourselves to be subject to certain requirements external to that concern. These requirements, in turn, themselves fall into (at least) two categories. First, there is the demand that we maximise whatever we think of value.
 But, second, there is the sense that there are certain sorts of things that we ought to do (or not do—for brevity, I shall no longer insert this qualification) just because of the sorts of things that they are, even if doing them prevents us from maximising what is valuable. Let us, again just for a label, call both of these the morality of requirement.


The foregoing is meant, obviously enough, as a gesture towards the doctrine of the virtues, consequentialism and deontology. Many moral philosophers have tried to argue that ethics can be understood adequately in terms of only one of these. My own view is that no adequate account of morality can be given which does not find some place for both the morality of virtue and the morality of requirement. (Though probably these will conflict, in familiar ways, in our moral lives.) But in this paper, I am going to talk only about the morality of requirement, and in particular about deontology.


It is not possible to give a precise definition of deontology that will fit all of the ways in which the term has been used. But enough can be done for present purposes. The theories that I shall be discussing, and which I shall refer to as deontological, have both a characteristic structure and a characteristic motivation.


As for their structure, they all hold something like the following:

(1)

moral requirements are agent-relative

(2)

moral requirements are sometimes non-maximising

(3)

not all of the consequences (logical and causal) of the agent’s action are relevant to its moral assessment.

Thus, to take the most obvious example, in the way that it is normally understood ‘One ought not to murder’ satisfies all three of these requirements.


So far, this is merely structure. (I give a fuller account in an appendix.) But deontological requirements are not simply plucked out of the air. They are not meant to be merely arbitrary stipulations
; if they were that, they would have no hold on us at all. There must be some answer to the question why these restrictions hold rather than some others, or why these restrictions rather than simply none at all. And, to rehearse a familiar point, if it is thought that, say, murder is a bad thing then there must be some reason why the agent is required not to commit one even if the result is that someone else will commit more. So we need to move to the question of motivation.


According to deontology, these restrictions are a rational response to certain truths.
 Kant is, perhaps, the most obvious example. For him, the requirements of morality are a rational response to the rational nature of man itself. Given the nature of rational agency, murdering, failing to keep one’s promises, and so on, will be simply irrational. Other deontologists may see morality as responsive to quite different truths. In Nagel’s later work, for instance, deontological restrictions are closely identified with the Doctrine of the Double Effect; and the motivation of this doctrine, according to Nagel, is as follows: If we aim at evil, either as a means or as an end, our actions are guided by evil, whereas what it is for something to be evil is for it to be the case that we ought to be repelled by it.
 


 My point is not to recommend either of these views as central to deontology. I mention Kant and Nagel merely illustratively. The point is that there had better be some motivation for any deontological requirements that aspire to have any appeal to our moral responses.


In its simplest form, deontology is an absolutist position, recognising restrictions or requirements that must be adhered to come what may. In this paper, however, I shall discuss non-absolutist deontology, which is the form that appeals to most people. This recognises that actions that are normally prohibited may sometimes become permitted or even obligatory; they will do so if the consequences of performing them are sufficiently good (or the consequences of refraining sufficiently bad—again, I shall ignore this qualification from now on). The point of such a theory is clear. That absolutely nothing could justify infringing a deontological rule, even a very stringent one, seems excessively hard to believe. So non-absolutist deontology is intended to capture both the intuition that some actions, in their very natures, ought not to be performed and the intuition that perfectly valid moral rules can be legitimately subverted in sufficiently extreme circumstances.


It will be useful for our purposes to have an example (or, more accurately, a series of examples) of the way in which non-absolutist deontology works. Nothing will be lost by leaving it very schematic. Imagine, then, that some terrorists have kidnapped someone, and threaten to kill him unless I murder someone else. (We might imagine that this is seen as a symbolic blow against bourgeois morality, or some such; but it is a mistake to think that these details need be filled in.
) Most non-absolutist deontologists would think it impermissible  to commit the murder. Imagine, on the other hand, that the terrorists have have hijacked a plane with 400 people on board. They threaten to blow it up unless I murder someone
. The response of the non-absolutist deontologist is now, I shall suppose, that the murder is permissible, perhaps even required.


Let us now introduce some obvious terminology.

Let ‘Act 1’ mean, in the example, murdering one person to save one;

Let ‘Act 2’ mean, in the example, murdering one person to save two; and so on to

‘Act 400’, which  will mean, in the example, murdering one person to save 400.


A non-absolutist deontologist says that it is wrong to murder unless the consequences of refraining would be sufficiently bad. In the example, I am imagining that he would agree that Act 1 would be wrong but that somewhere along the line from Act 1 to Act 400 it would become right to commit the murder.


Now there are three salient areas in such a view, areas of which some account must be given. First, there is the intrinsic wrongness of the action at issue (murder, in the example). Then, there is the value of the consequences of acting or refraining (the deaths of the people involved, with the attendant consequences). Last, there is what I shall call ‘the sufficiency condition’, the condition that allows that an action which is, at least normally, intrinsically wrong will be right given that its consequences would be sufficiently good. Some account must be forthcoming of each of these aspects, and one does not have to seek hard to find accounts of the first two; I know of no serious account of the sufficiency condition, however. Writers sympathetic to deontology often remark that an account will have to be given, but do not go on to give the account.
 But, without such an account, we simply do not have a theory at all.


This paper, then, takes seriously a question that proponents of such a view invariably put off: Act 1 is right and Act 400 is wrong; at what point does the act become right? Or, if there is no point at which it becomes right, how does it become right? And I want to suggest that, within a deontological way of thought, there is no satisfactory account of this matter.

II

The basic problem is this. If we think again of the example, then it may seem that non-absolutist deontology should accept all of the following propositions:

(1)

There is some number n at which the act that was wrong becomes right. (Let us call this ‘the cutoff point’.)

(2)

There is no non-arbitrary way of specifying n.

(3)

n—if there is such a number—is the point at which what was morally right becomes morally wrong.

(4)

The difference between what is morally right and what is morally wrong cannot be arbitrary.

But these propositions are not consistent.


How can non-absolutist deontology respond to this? Assuming (3) to be undeniable, there seem to be the following possibilities:

(a)

Reject (2)

(b)

Reject (4)

(c)

Reject (1)

(d)

Accept that (1)-(4) are severally true and jointly inconsistent, but argue that this is acceptable.

Of these, the most popular is (c). But I shall deal with them in turn. Let us turn, then, to response (a).

III

The claim that specifying a cutoff point must be arbitrary has some immediate appeal. It seems hard to conceive of what sort of justification there could be, from a non-consequentialist point of view, for a claim that whereas it would be wrong to murder someone to save n people it would be all right to do this if n + 1 were to be saved. I shall say a little more about this later; for now we may rest with the immediate appeal of the claim. Response (a), however, says that specifying the cutoff point is not arbitrary.


This response may come in a number of forms.


Imagine that someone were to say that the cutoff point is, for example, 10. He might seek to justify his claim that this is not simply arbitrary by pointing out that he did not, after all, simply pick the number out of a hat. The harm done when ten are killed is far greater than when, say, two are killed, and this consideration entered into his reflections. But this attempted justification would be evidently silly. Of course the harm done when ten are killed is far greater than when two are killed, but this fact does not even begin to suggest that 10 is an appropriate cutoff point. Obviously the specification of the cutoff point is supposed to have something to do with the increasing scale of the harm involved as we go through the series of acts. But what needs to be explained is why a given level of harm generates the cutoff point, and this is not explained by pointing out that this level is greater than some lesser level.


Slightly more sophisticatedly, people sometimes appeal to the idea of judgement, often, in the appeal, invoking Aristotle. There is no formula for deciding such matters, it may be said; on the other hand, they do not have to be decided upon arbitrarily. The virtuous man, or the man of wisdom, will take account of all of the relevant factors and will arrive at an appropriate decision through the exercise of judgement.


This response seems—to speak plainly—to be little more than bluff and rhetoric. There can be judgement only where there is something to be judged about. And that does not simply mean that there must be an issue to be resolved, but that there must be considerations capable of resolving the issue (or—at the very least—bearing intelligibly upon its resolution). And the problem here is to see what considerations could do that. It is not enough simply to assert that we have to weigh the wrongness of the action against the badness of the consequences of refraining from it. That is not the solution, but the problem. What we need an account of is how that weighing can be carried out—an account of what considerations judgement is supposed to be exercised upon, and how that exercise works upon them. Of course—to state what should be obvious—it is not required that anyone exercising such judgement should be able to furnish that account. But there should be such an account. If there is not, talk of the exercise of judgement is simply empty. It does no more than offer a label for a problem as its solution.


It might be useful here to compare one way in which people often try to deal with what I shall call classical moral dilemmas—circumstances in which an agent is, it is alleged, absolutely required to do each of two actions which cannot, in the circumstances, both be done. It is sometimes said here too that the exercise of judgement is called for. But if the agent really is absolutely required to do both of the actions, and if he is not now simply turning his mind from what is required of him to what, say, he might simply prefer to do, then the considerations about which judgement might have been exercised are exhausted and there is nothing to exercise judgement about. 


A different form of the response agrees that we are not in a position to justify one cutoff point as against another, but holds that it does not follow from this that there is not, in fact, a non-arbitrary specification of the cutoff point. Our problem, it may be said, is merely epistemological.


It may not be easy to show that this response embodies any straightforward incoherence,
 but it is hard to believe that one can have much grip on it.


A contrast may help to bring this out. What this form of the response urges is parallel to what many people believe about the morality of abortion. Here, it may be claimed that there is some precise point in the developing life of the foetus at which it becomes a person, and therefore a precise point at which it becomes wrong to kill it. If there is a problem about abortion it is simply that we do not know when this precise point is. (And here, we may note, it may make sense to talk of the exercise of judgement in determining roughly where that point might be.)


I do not think that we should accept this position. I think it can be shown that personhood is not the sort of thing that could be gained at a precise moment, and, what is more, that there is nothing radically new that we could learn that would tell us any more than we already know about the development of the foetus into a person. But, equally, the position is not simply self-evidently absurd. Sensible arguments could be mounted to show, for instance, that personhood is indeed the sort of thing that can be gained at a precise instant, and, say, that God infuses the foetus with personhood at some precise point in time. And that point could seem, from our point of view, entirely arbitrary;
 there may be a reason why this point and no other, but one which wholly transcends our understanding. This seems to me to be, at some level, a sensible, though false, position.


By contrast, the example with which we started seems entirely different. Let us imagine that the cutoff point comes at—say—act 27
. The present suggestion is that there is a reason why the cutoff point is just here but one which we do not know, or cannot understand. But the suggestion seems bizarre. It is hard to believe, after all, that there is anything more that we could learn about the scale of harm which precisely this act involves, and its relation to the harm involved in other acts in the series, which could even be relevant to our moral decision.
 This is what the contrast with the abortion case brings out. There, we have at least the concept of a person; it is at least sensible to hold that there are things that we do not, and could not, understand about what it is to be a person, things which, plainly, have a bearing upon our moral life.

IV

So far, I have said little about why specifying a cutoff point must be arbitrary. But the point is, I think, a simple, and not unfamiliar, one. The problem is that non-absolutist deontology seems committed to the idea that we can weigh against each other two sorts of consideration that seem to be incommensurable. 


According to deontology, the wrongness of murder, say, is intrinsic. That is to say, it does not derive from any consideration of the consequences that murder may have. That is definitive of deontological restrictions. So we have a set of restrictions that are not goal-directed. (Of course, they may each, in a rather degenerate way, be thought to set a goal for the agent.) On the other hand, the concern with consequences that is supposed at some point to generate the rightness of an otherwise wrong action is goal-directed. It is a concern, in at least a vague way, to minimise evil. And it seems plausible to think that these two sorts of consideration will be incommensurable.

 
Now they could be incommensurable in either of two ways, giving us two sorts of deontology.


One position would hold that there are these two sorts of requirement, and there is no question of either being weightier than the other. The idea of  weighing one against the other would be simply incoherent. This would produce a sort of absolutism that would give rise to the familiar form of classical moral dilemma, for there would then be circumstances in which one was required to refrain from actions on the ground that they were intrinsically wrong, but also required to perform them because they promote the good. There would be no resolution of this dilemma.


But they might be thought incommensurable in another way: it might be held that no amount of weight from the consequentialist side could outweigh the demand from the deontological side. This results in the position of most absolutist deontologists, who hold that, however weighty the evil involved in the consequences of a deontologically required action, this can never outweigh the requirement to perform the action.


Now it is important to see that what the non-absolutist wants is something different again, giving us a third sort of deontology. For him, the considerations must be commensurable, for the claim that a normally prohibited act is, in certain circumstances, right is supposed to be justified by a reference to its consequences. It is, however, hard to see how they can be commensurable. And if that is so, then the cutoff point in our series, if there is one, must be arbitrary; nothing can be said to justify putting it at one point rather than another.


It is sometimes admitted that the two sorts of consideration are incommensurable, but claimed that it does not follow from this that specification of a cutoff point need be arbitrary. After all, it may be said, the non-absolutist deontologist can appeal to other considerations in order to specify it.
 But this is simply to admit the point.  It is to admit that—as far as the badness of the consequences and the wrongness of the action are concerned—the matter is indeed arbitrary; we then settle it by reference to some other consideration. But this is now not the sort of theory that we had; it was clear that, according to that theory, the matter was intended to be settled by the badness of the consequences; that is what ‘sufficiently bad’ means when it is said that an action that is normally wrong may be right if the consequences of refraining are sufficiently bad. (The position that is now being proposed goes, in fact, more naturally with the account that says that deontological restrictions and the requirement to promote the good are incommensurable in the first way mentioned above.)


It might be helpful to contrast the case of non-absolutist deontology with another sort of case. The law prohibits driving in motor cars above certain speeds; but if one were to exceed such limits in certain circumstances—as, for instance, driving along deserted roads to get someone with a heart attack to hospital, and so on—then, though we should not expect the matter simply to be overlooked, we should equally not expect the law, in the face of this justification, to be pursued with its full rigour. Now, clearly, there is here a scale of such putative justifications ranging from the obviously inadequate to the obviously adequate, and this raises the question: At what point does such a justification become adequate? Clearly, there will be no precise and generally agreed answer to that question. On the other hand, we shall be able to say something that is a long way from being arbitrary. And that is because speeding restrictions have an aim, the aim, roughly, of minimising risk to life and limb. And if putative justifications for exceeding such limits deal in the same currency then we have some idea how to think about them. It may not be a simple matter of whether adhering to the limit or breaking it is, in a particular case, more likely to pose a risk to life and limb; but, perhaps in a more complex way, the matter will be settled by reference to such considerations.


We should expect people to disagree about the cases in which it is permissible to relax the law, and it might be overly optimistic to expect that such disagreements could actually be resolved. But we know the sorts of consideration that would be relevant to their resolution. In parallel moral cases, such as our initial examples, people also disagree
, but nothing in those cases gives us any way of knowing how to resolve the disagreement.

V

Response (b) holds that the difference between moral right and wrong can be arbitrary. I shall suggest later in the paper a way in which this can be true. But there are moral theories on which it could not be true, and, in particular, it could not be true for the sort of deontology that we are discussing.


If this is not obvious, think back to the distinction between the three different sorts of deontology mentioned in the last section. One of them held that deontological restrictions and the requirement to promote the good are incommensurable, in the sense that nothing could be said about which is the weightier. On that view, it could be accepted that the cutoff point was arbitrary—indeed that would have to be accepted. Any cutoff point would then be decided upon by reference to considerations which, from the point of view of the original requirements, would leave the decision arbitrary. But non-absolutist deontology precisely rejects that idea. It holds that the act that is normally wrong becomes right when the consequences of refraining are sufficiently bad. That is quite different from, and incompatible with, saying that it is an arbitrary matter when the act becomes right.

VI

Response (c) denies that there is any number at which the act becomes right. I shall discuss three versions of this response.


The first two both hold that the nature of non-absolutist deontology is not adequately captured by the claim that, though murder is normally wrong, it is right to murder someone if the stakes are high enough.  In actual fact, according to these views, the murder never becomes right; it is always wrong to commit murder. These two versions then diverge.


The first holds that murder is always, absolutely, wrong; it is just that there may come about circumstances in which you just have to do it.


A number of comments need to be made about this position.


First, however it may look when more fully spelled out, such a position is not non-absolutist deontology as I have defined it, since it holds precisely that it is always wrong to commit murder, whereas the position I defined holds that it is usually but not always wrong to commit murder. It aspires, in fact, to be a complex version of absolutist deontology. On the other hand, it has the same problematic structure as non-absolutist deontology, and it will be revealing to look at it briefly in a moment.


Second, it is clear that some interpretation of ‘you have to do it’ is required. This cannot refer merely to a psychological compulsion; for the response to be relevant it must mean something like that there may be circumstances in which it is morally justified that one commit the murder.
 As is familiar, such a view produces classical moral dilemmas: situations in which one is required absolutely to do each of two things that cannot both be done in the circumstances. Whether a theory that generates such dilemmas can be coherent is not clear. In particular, those who stress the rational source of morality may think that morality could not have a structure like that.


But let us leave these doubts. There is a more telling – and obvious – objection from our point of view. The response simply relocates the problem rather than solving it. Our original problem was about specifying the point at which an act that is normally wrong becomes right. We now have the exactly parallel problem of specifying the point at which an act that was simply wrong becomes a wrong act that you have to do.


The second version, like the first, holds that the murder is always wrong; but it also holds that there may be circumstances in which it is more wrong to refrain from a murder than to commit it. In our example, though murder is always wrong, there will come a point at which it will be more wrong not to save the hostages.


This position does not have the problems which result from the idea of absolute duties which conflict.


It helps itself to the notion of degrees of wrongness, and there may be some doubt about whether that is a coherent notion. I shall return to this.


But the obvious point to make is that it does not solve the problem any more than the last suggestion did. Again, it simply relocates it. Our problem now is simply in specifying the point at which it becomes more wrong to allow the hostages to die than to commit the murder.


The third version of this response differs from the previous two in that it accepts that, in examples such as the one we have been using, the act becomes right, but denies that there is any point at which this occurs. The idea is that act 1 is wrong, but that as we proceed through the series of acts the act gets less wrong until, at some later points, it is right; but there was never any point at which it became right. There is in the series no last case of rightness.


The problem, it may be said, is no different from that  raised by all sorts of concepts that are, as we might express it, Sorites-prone. Take baldness, for example. There is not, and could not be, a precise number of hairs that marks the difference between being bald and being hirsute, nor between being hirsute and any intermediate states that we might recognise, such as, say, ‘thinning on top’. So if we were take a man who did not have a single hair on his head and put hairs on one at a time then he would become less bald with each hair. Eventually he would be hirsute, but there is no number of hairs that marks the point at which he would become hirsute; there is no last case of baldness. But this does not make the concept incoherent or unusable; though there are many numbers of hairs such that we should not be able to say whether they constituted baldness or not, nonetheless there are many numbers for which there is a determinate answer to this question.


Similarly, it may be urged, with the moral case. Many of the acts on the series 1–400 have a quite clear moral status: some are clearly wrong and some are clearly right; but there is no precise cutoff between them. As we move through the series, we gradually move from acts that are clearly wrong into acts about which we are not clear and into acts that are clearly right.


This is probably the most popular response to our problem. I shall raise three questions about it.


First, The response depends upon the idea of degrees of wrongness. Does this idea make sense?


A natural interpretation of wrongness says that for an act to be wrong is for it to be prohibited. And it is natural to think that prohibitions do not come in degrees; something is either prohibited or it is not. (That is why, presumably, in most systems of deontic logic, prohibitedness does not come in degrees.)
 If that is correct, then this response will have little future.


That prohibitions do not come in degrees may seem to be suggested by a certain way of thinking about legal prohibitions. In the law, both murder and stealing are prohibited. And murder is, in all sorts of ways, a more serious matter than stealing (normally). Still, one might be inclined to say, murder is not more prohibited than stealing; they are prohibited to the same degree, namely absolutely, and that is the only degree that there is. Related things, of course, do come in degrees. The penalty for one may be greater than that for the other. The seriousness with which we pursue one may be greater than the seriousness with which we pursue the other. And so on. But the prohibitions themselves do not come in degrees.


So if moral wrongness is thought to be a sort of prohibitedness then, by analogy, it will not come in degrees either.


This is a  plausible idea, but it is not clearly correct. For one thing, it supposes that a prohibition cannot be reduced to those scalar things with which it is naturally connected, and this may be doubted. But in any case, even if it is correct that prohibitions do not come in degrees, it does not follow, obviously, that the seriousness of their infringement does not come in degrees. Murder, as far as the law is concerned, is a more serious matter than theft, and this expresses itself in the fact that the penalty is more severe, that the police pursue murderers more strenuously than thieves, and so on. This does not make it natural to speak of legal prohibitions coming in degrees; but we have other ways of marking the idea.


In morality too, it may be thought, it is a more serious matter to murder than to steal; what it involves is much more serious, and this is reflected in our taking it much more seriously.
 And this, it may be thought, is what is captured by the idea of degrees of wrongness. If this is right, then we should deny that for something to be wrong is merely for it to be prohibited; murder and theft are equally prohibited, but they are not equally wrong.


Let us agree that this is so. However, from the mere admission that there are degrees of wrongness in the way postulated, it does not follow that there is not a precise cutoff point between right and wrong in the series of acts that we envisaged. What is required is that we see how it is possible that there be no last case of wrongness, and we have not yet achieved that. (The original question would otherwise still arise.) Can this be done? We should have to think that what we had was a genuine continuum, of which the acts 1–400 were merely a proper subset, such that if, say, act 56 was wrong but act 57 right then there would be an infinite number of possible cases between the two. And, in fact, this seems not impossible: all that we need claim is that, for any two acts, we can always envisage a third which, in terms of the value of all of their consequences, lies between the first two. (One might imagine, for instance, that between act 56 and act 57 there lies a third possible act: murdering someone to save 56 people and the manuscript of a good novel.) If this is correct, then the move from wrong to right will be exactly the same as the move from, say, red to orange on the colour spectrum; and this is what the response requires.



So – at least for the sake of the argument – we may accept the idea of degrees of wrongness in the way required.


I said I would raise three questions about this response. The first was whether the idea of degrees of wrongness makes sense. The second is whether the idea of degrees of wrongness is available to the deontologist.


Writers in this tradition, so far as I know, have not usually explicitly availed themselves of the possibility. Nagel, for instance, says

. . . [D]eliberately killing an innocent is impermissible unless it is the only way to prevent some very large evil (say the deaths of fifty innocent people). Call this the threshold at which the prohibition against murder is overridden.

There are no thresholds on the colour spectrum.


Nozick says, speaking of the view he sketched in Anarchy, State and Utopia
. . . I did not imagine the transition as smooth, rather as one that would fit what now is called mathematical “catastrophe theory”.

Catastrophe theory is the theory of discontinuous change.


But whatever about the way that deontologists have actually thought about the matter, our question is whether the notion is available to them. And so far as I can see, there is no reason to think that it is not.


Our third question is whether the notion of degrees of wrongness, in the manner adumbrated, helps solve the problem.


The problem was to show how non-absolutist deontology can avoid the conclusion that there is an entirely arbitrary cutoff point between right and wrong. The present response certainly accomplishes that, by denying that there is any cutoff point. But, of course, arbitrariness will still be present, and it will be just as troubling. Imagine that someone held that act 56 was wrong but that act 57 was right, but that the change from wrong to right here occurred in a continuous way. The claim that the transition occurs continuously makes it no less arbitrary to claim that it occurs between 56 and 57. And nor would it be any less arbitrary to claim, what would sound more realistic, that it occurred roughly between 50 and 60, or between 7 and 20, or between any other numbers (including the 1 and 400, which, for the sake of the argument, we gave to the non-absolutist deontologist at the start). The postulation of degrees of wrongness, whatever intrinsic merit it may have, does nothing to solve that problem. So the denial that there is a precise cutoff point, which is what is at the heart of this response, is beside the point.


Since the response is such a popular one, the point may bear repetition. Take an analogy. There is no precise cutoff between, say, red and orange, and if we wanted one we should have to specify it arbitrarily. But we could not put it just anywhere within the colour spectrum. We should be faced with  specifying an arbitrary point, but within a non-arbitrary range. That is not what we are faced with in morality. Specifying a range where the transition from wrong to right takes place would be no less arbitrary than would be specifying a precise cutoff. And if, to make the analogy with the transition from red to orange yet closer, it was said that the limits of the range are somewhat vague, this would still leave the position unaltered. The concession that the range is a vague range makes it no less arbitrary.


The disanalogy here is worth pursuing. In the transition from red to orange we find a range of cases about which we are unsure (itself a vague range) and ranges of cases (vague again) about which we are quite sure. Now those ranges are given by a deep and wide agreement in judgements, and that agreement settles any questions that might arise about the proper description of any point on that part of the colour spectrum. It could not be like this in morality. It is not just that we do not find agreement in judgements here. (Though we don’t, and this is to be expected on my account.) If that were all that it is then we could simply conclude that, where there is not such agreement, the matter is indeterminate, not yet decided. The problem is that in morality such judgements cannot be settled by group agreement
, for the simple reason that it has to be possible for the agent to assess the morality of the group to which he belongs—and at the deepest level. So, even if there were agreement in judgement about our example, that could not settle the matter in the way that it settles questions about classifications of colour. Suppose that everyone did in fact agree, on the number 50 say, but no-one could give any reason why it should be 50 and not some other number. This would not tell us anything about moral theory; it would simply be an utterly bizarre mystery. And if we found agreement on a vague range—again with no-one able to give any reason to justify this range rather than some other—then this might be less dramatic but it would be just as mysterious. It would be senseless to think that this agreement could make any contribution to settling the moral question. All that could do that would be some good reason why the vague boundary between right and wrong occurs here rather than somewhere else. And, as I have said, in the sort of case we are concerned with no such reason will be available.

VII


Response (d) concedes that propositions (1)-(4) are each true and jointly inconsistent, but claims that this does not matter. I shall say little about this response. Deontological theories, as I have characterised them, claim to embody a rational response to certain facts. If such theories generate an inconsistency it is hard to see how this can fail to be damaging.


Some might try to get some sustenance from well-known remarks of Wittgenstein to the effect that contradictions in a theory do not matter until they have some ill effects. Might we not agree that our moral thinking is indeed inconsistent in the way that I have argued, but hold that this does not matter since the inconsistency has no practical effect?


It is unclear precisely what the import of Wittgenstein’s remarks was intended to be. And nor is it clear whether, on any interpretation, they are true. But in any case such a strategy would be ill-conceived here. The example (or range of examples) that we have been using is merely a schematic representation of cases that have actually occurred. The inconsistency in non-absolutist deontology guarantees that such theories can have no application to them, since they require a sufficiency condition of which no account can be given. In my view, a moral theory that can have no application to cases such as these is in terminally poor shape. 

VIII


What should be our response to all of this?


Non-absolutist deontology occupies a middle ground between absolutist deontology and consequentialism. An initial response might be to think that, if what I have said is correct, then we should not try to occupy this middle ground, and retreat to either consequentialism or absolutist deontology.


Those who are attracted to non-absolutist deontology will not find this appealing. They occupy that ground because of the familiar unattractiveness of the ground on either side of it. Absolutism of any kind, consequentialism included, simply strains moral belief. And consequentialism has further unattractive features, such as its commitment to notions of measurement that are not clearly coherent.


We should also need to be sure that these theories did not generate inconsistencies of the sort that I have claimed non-absolutist deontology will generate. And this is not certain. We cannot go into this in detail here, but I think it more likely that consequentialism will avoid this problem than that any plausible form of absolutist deontology will.


So the retreat in either direction may seem unappealing. That we should occupy the middle ground may seem more certain than either theory.


The correct response, in my view, is to articulate a theory that can hold onto the middle ground and accept the arbitrariness that this involves. This can be done best, I believe, by what I shall call ‘The Legal Model’. I have space only to hint at this idea.


The root of the problem that I have been discussing in this paper is the idea, definitive of deontology, of the intrinsic wrongness of certain acts. (It should be noted that this idea is also basic to consequentialism, since, presumably, consequentialism must hold that it is intrinsically wrong to fail to maximise the good.) Such acts are not wrong because they promote, however partially and indirectly, some undesirable state of affairs; they are wrong simply because of their very nature.


Could we manage in morality without that idea? It has often been attempted; those systems that try to derive morality from self-interest, for example, usually try to do this. But these systems, in the view of most people, fail.


The proper response, in my view, is to look to the law for help. And it is, I think, fairly clear how an acceptable legal system would deal with our problem. Let us idealise a little. In the law, murder is prohibited, absolutely. (There is room, however, for pleas of mitigation; and not all homicides will be murder.) Since the prohibition is absolute our problem ought not to arise; but, obviously, if the sort of case which furnished us with our original example were to begin to occur with any frequency then we should begin to feel uneasy about the absolute nature of the prohibition, and this might lead us to wish for a more complex piece of legislation.
 In framing it, we should have to specify a cutoff point. How would this be done? It would be done in the same manner as cutoff points are specified in many areas of the law. We should specify a non-arbitrary range, and then an arbitrary point within that range. And a non-arbitrary range can be specified because this legislation, like the legal system generally, has an aim. That aim will tell us roughly where the cutoff point should be, where the non-arbitrary range occurs.
 And since there is nothing more to tell us precisely where it ought to be there just is not a precise point where it ought to be; so that decision must, and can, be arbitrary. That this is indeed an idealisation in many ways will be clear; but it will serve for our purposes.


Now the simplest way to solve the problem I have been discussing would be to model the morality of requirement on the idea of a positive legal system; and the simplest way to do that would be to think of the law and the morality of requirement as continuous. What I suggest, very briefly, is that we should think of the morality of requirement simply as a residue of the law: a set of requirements on human conduct which are in nearly every way the same as the requirements that are embodied in the positive legal system—in every way except that it is not, for various reasons, possible to put them into effect by means of the particular sorts of social institution that make up such a legal system. And, in particular, we should think of the morality of requirement as having exactly the same source and aims as the requirements of the positive law.


Clearly, this is the merest hint of a theory, and much more would have to be said in order to make it acceptable. But my hope is that it does not require any particular theory of law.
 All that is required is that the correct theory of law, whichever that may be, should not itself embody our original problem. This is not a very stringent requirement, since many theories of law will avoid that; the only one that clearly would not would be a theory that claimed that the function of at least some part of the law is to enforce morality, where morality is understood to contain non-absolutist deontological requirements. (That such a theory would run into the problem of articulation that I have discussed in this paper would be only one of many reasons for rejecting it.)

Appendix


The Structure of Deontology


I shall start with some definitions:

Agent-neutral –  a theory is agent-neutral if it gives to each agent the same aim.

Agent-relative – a theory is agent-relative if it gives to different agents different aims.


A moral theory could be agent-relative if it did not recognise any requirement of universalisability, and simply required different things of different people. (‘John must do this’, ‘Jane must do that’, and so on.) Standardly, however, agent-relative requirements are so because of the presence in them of indexicals. 

Maximising – a theory is maximising if it requires the agent to maximise or minimise the occurrences of some state of affairs, or the amount of some commodity.

Non-maximising – a theory is non-maximising if it requires the performance or non-performance of actions, but does not require the agent to maximise or minimise the occurrences of some state of affairs, or the amount of some commodity.

Relevance-restricting​—a theory is relevance-restricting if it makes not all of the consequences (logical and causal) of the agent’s action relevant to its moral assessment.

Non-relevance-restricting—a theory is non-relevance restricting if it makes all of the consequences (logical and causal) of the agent’s action relevant to its moral assessment. 


Characteristically deontological theories will occupy certain positions on the following axes:

(1)Agent-relativity and agent-neutrality

(2)Maximising and non-maximising

(3)Relevance-restricting and non-relevance-restricting.


These axes are all independent.
 This means that the following forms of moral requirement are all structurally possible:

(1)Agent-relative, maximising and relevance-restricting: e.g.,  ‘Everyone is required to commit as few murders as possible’.

(2)Agent-relative, maximising and non-relevance-restricting: e.g.,  ‘Everyone is required to promote the interests of members of his own family’.

(3)Agent-relative, non-maximising and relevance-restricting: e.g.,  ‘Commit no murder’.

(4)Agent-relative, non-maximising and non-relevance-restricting: e.g., ‘Everyone is required to prevent the death of anyone in his family’.

****************

(5)Agent neutral, maximising and relevance-restricting: e.g., ‘Everyone must minimise the number of innocent deaths occurring before 1991’.

(6)Agent neutral, maximising and non-relevance-restricting: e.g., ‘Everyone is required to minimise the number of innocent deaths’.

(7)Agent-neutral, non-maximising and relevance-restricting: e.g., ‘No-one must cause or allow an innocent death before 1991’.

(8)Agent-neutral, non-maximising and non-relevance-restricting: e.g., ‘No-one must cause or allow any death’.


In the above, no restrictions have been put upon the way in which the relevance of the consequences of one’s actions may be restricted. Standardly, this is done in a way which is agent-relative, via, for instance, the Doing-Allowing distinction, the Acts-Omissions distinction and the Doctrine of the Double Effect.


It is not difficult to see that the Doing-Allowing distinction, the Acts-Omissions distinction and the Doctrine of the Double Effect, as we generally understand them, are agent-relative. Take the Doing-Allowing distinction as an example. The first move here is to recognise a distinction between different sorts of causal chains (those involving doings and those involving allowings, suitably defined). The next move is to invest this distinction with moral significance. If either of these moves were to be rejected, one would then presumably hold the following view:

All of the consequences (logical and causal) of the agent’s action are equally relevant to its moral assessment.

This is agent-neutral
; it has the effect of laying upon all agents the same requirements. More often, however, both are accepted, and some restriction limits which consequences of the agent’s act are relevant to its moral assessment. In principle, this could be done in any number of ways. For instance, one might simply say that doings are, other things equal, inherently more valuable than allowings. This too would be agent-neutral, presumably requiring all agents to promote doings. But we standardly do it in the following, agent-relative, way:

Even if all of the consequences (logical and causal) of what an agent does are equally relevant to the moral assessment of his action, not all of the consequences (logical and causal) of what he allows are equally relevant to the moral assessment of his action.

This is agent-relative since—to state it imprecisely—it makes the consequences of the agent’s own actions morally relevant for the assessment of his own actions, but not the consequences of the actions of others. (It gives different agents different permissions.)


(I leave the reader to deal with the Acts-Omissions disinction and the Doctrine of the Double Effect.)


If we limited relevance-restricting theories to those that restricted relevance in these ways, then there could be no agent-neutral but relevance-restricting theories. This would eliminate (5) and (7).




Of the remainder:


(3) is the paradigm case of a deontological type of theory.


(1) is what is given by Nozick’s account of deontology.


(2): the duty that people are thought to have to care for members of their own family has this form, though in a weak way; most would probably think of it as deontological. (Weakly because, though  there is a requirement to care for everyone, the requirement to care for members of one’s family is more stringent than the general duty. And the Act-Omissions distinction may hold to some degree.)


(4): It is not easy to think of plausible instances of such a requirement. They would in any case generally lead to classical moral dilemmas, since this is what typically results from conjoining non-maximisation with non-relevance-restriction.


(6) is the paradigm case of a consequentialist theory.


(8) would probably be thought of as deontological, but will normally lead to classical moral dilemmas, which is presumably why such theories have not been popular.
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�Or at least, in a general way, promote it.


�Except on some theological views of morality. But the arbitrariness in these views is commonly taken as a reason for rejecting them.


� This may make it sound as if deontology is necessarily an objectivist doctrine; and it will not in fact sit easily with the most thoroughgoing subjectivism. But the truths to which morality is supposed to respond may have a radically anti-realist interpretation.


�See, for instance, The View from Nowhere  (Oxford University Press, 1986).


�A fairly evident mistake, in my view, though one that is often made. In a real case, we should certainly wish to know further details—if they were available. It is conceivable that they might simply settle the matter. But more often they would, for a variety of reasons, simply factor out. In any case, it will be seen that they could not alter the essential character of the problem that I shall discuss in this paper.


�There should be no qualms about whether, in such circumstances, my killing an innocent is indeed murder. But, if there are, then it is an easy matter to find another, suitable example. Change the example too if the stakes do not yet seem high enough.


�This general position is found, for instance, in Nozick, Anarchy, State and Utopia (Basic Books, 1974); and Philosophical Explanations (Clarendon Press, 1981); Nagel (in “War and Massacre”, Philosophy and Public Affairs, vol. 1, 1972, reprinted in Samuel Scheffler (ed.), Consequentialism and Its Critics (Oxford University Press, 1988); and The View from Nowhere) and Scheffler (though only as regards agent-centred prerogatives) in The Rejection of Consequentialism  (Clarendon Press, 1982).


�See, for instance, Scheffler, op. cit., p. 21.


�Though it clearly requires a very radical realism about ethics.


�Though if this were so there would be no scope for the exercise of judgement about roughly when the foetus becomes a person.


�It makes no difference to the argument whether we take this to mean that it always comes here or that it comes here only in a particular case.


�Of course, there could conceivably be something to learn that would be relevant to a consequentialist approach.


�Actually, it is quite unclear what these could be. It is sometimes suggested, for instance, that he might move his focus from the consequences of the particular act in question to the consequences of fixing a cutoff point in one place rather than another, and that he might then—non-arbitrarily—fix it at the point most likely to minimise occurrences of such dilemmas in the future. Why it should be thought that help would be given by importing in this way what are simply further consequences is quite mysterious.


�As Scheffler remarks, people are found along the whole length of the spectrum (op. cit., pp. 84 ff.).


�Nozick’s account of Consequentialism and Deontology (in Philosophical Explanations, pp. 494-498) may seem to close this gap, since both are understood in terms of the maximisation of value: value generally, in the one case, and the value in my own actions in the other. But in fact the gap remains: how are we to weigh the value in my own actions against impersonal value?


�It is also different from saying that it is for each person to decide for himself what counts as sufficient; this would merely replicate the original problem: how is he supposed to decide?


�And this is clearly what people who speak in this way have in mind. So they think that if I have two conflicting duties to different people, and I justifiably fail to honour one of them, then I owe the ‘wronged’ person something - an apology or compensation, or whatever. That I have incurred this further obligation shows that, though I may have acted rightly, my act had some ‘residual wrongness’. Or such is the view.


�Nagel rejects the idea in “War and Massacre”; and there may be an implied rejection in The View from Nowhere, since he there gives as a reason why morality could not totally transcend our grasp that its point is to guide our lives.


�Since there can be vague boundaries without degrees, another version might hold that, though the act doesn’t become less wrong by degrees, nonetheless the boundary between right and wrong here is vague. This seems to me a less plausible version; but, in any case, my argument would work against it in the same way that it works against the version discussed in the text.


�Though there are systems which work with degrees of wrongness.


�This may be thought to parallel to some extent the way in which there is an internal connection between the degree of truth of a proposition and and the degree to which we are entitled to be confident about it - according to those who believe in degrees of truth. 


�“War and Massacre” (in Scheffler, Consequentialism and Its Criics, p. 60).


�Philosophical Explanations, p. 495.


�I know, of course, that there are philosophers who have come close to denying this.


�Any plausible deontological theory will, presumably, include a prohibition on murder. This is a prohibition on killing the innocent, killing those who pose no threat. So I commit no murder in killing someone who unjustly threatens my life (if, perhaps, there is no other way that I could avert the threat). On the other hand, it is, I take it, murder if I kill someone to prevent him standing on my gouty foot. So innocence, for these purposes, is a scalar notion; one may kill someone who poses a sufficiently serious threat. Can anything that is not covertly consequentialist be said to explain just where on this scale someone’s innocence would have been sufficiently forfeited that killing him would not be murder? And if not, could absolutist deontology accept this apparent arbitrariness?


� Equally, there might be reason for resisting this, maintaining an absolute ban, but dealing leniently with those who, in extreme cases, violate it. This is what currently happens in the UK with a number of legal prohibitions. The possibility does not affect my argument.


�Or it won’t; in which case, it won’t matter where we put it.


�It would, of course, be most straightforward if Legal Positivism were true, for there would then not be the suspicion that the notion of an acceptable legal system required conceptions that were part of an independent morality of requirement. How that can be avoided is a complicated matter I cannot go into here.


�I use Parfit’s terminology here, of course. See Reasons and Persons  (Clarendon Press, 1984) 


�Peter Vallentyne comes to a similar conclusion, though with different purposes, in “The Teleological/Deontological Distinction”, Journal of Value Inquiry, vol, 21, 1987. 


�This claim depends upon a broad conception of ‘allowing’, of course. But, since the example is merely illustrative, this need not concern us now.


�In Philosophical Explanations, pp. 494–498.





