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Gareth Evans famously claimed that, in determining what one believes, one does not look inward as the term ‘introspection’ implies; instead, one looks outward.

[I]n making a self-ascription of belief, one’s eyes are, so to speak, or occasionally literally, directed outward — upon the world. If someone asks me ‘Do you think there is going to be a third world war?,’ I must attend, in answering him, to precisely the same outward phenomena as I would attend to if I were answering the question ‘Will there be a third world war?’ (Evans 1982, 225)

The idea that one can discover whether one believes that p simply by considering whether p is often expressed by saying that one’s beliefs are transparent to oneself. According to this metaphor, in determining what one believes one ‘looks through’ the belief and focuses directly on the state of affairs that the belief concerns. 

Some contemporary philosophers have argued that our ability to use ‘transparent’ methods, of the sort Evans describes, explains our privileged access to our beliefs. In this paper, I argue against that claim. My challenge to transparency accounts also casts doubt on rationalistic conceptions of belief.

1.  Introduction

The version of the transparency claim expressed by Evans is surely too strong. He says that in answering this question one must attend to outward phenomena. But there is no reason to deny that one sometimes determines what one believes by directing one’s attention inward. Suppose I remember that, just this morning, I sincerely told a friend that I feared we were on the verge of a third world war. On the basis of this memory, I may be justified in believing that I believe there will be a third world war. So directly considering whether p is not strictly required for knowing that I believe that p.

Still, most philosophers accept that beliefs are transparent in the sense that, in general, one can accurately self-ascribe beliefs by directly considering the proposition in question. In a prominent recent discussion of transparency, Richard Moran argues that one who could not do this would be self-estranged and less than fully rational. 

...as I conceive of myself as a rational agent, my awareness of my belief is awareness of my commitment to its truth, a commitment to something that transcends any description of my psychological state. And the expression of this commitment lies in the fact that my reports on my belief are obligated to conform to the condition of transparency: that I can report on my belief about X by considering (nothing but) X itself. (Moran 2001, p. 84)

Moran’s central concern is not to give a new account of our epistemic access to our beliefs, but rather to show that what is most distinctive about our relations to our own beliefs is not an epistemic feature.
 What is most distinctive, he thinks, is that we exercise agential authority over our own beliefs. And with authority comes responsibility: this is why one is rationally required to be committed to fitting one’s beliefs to one’s evidence, as the above passage suggests. (I provide a detailed analysis of Moran’s view in Gertler 2010, Chapter 6.)

While Moran’s discussion focuses on the nonepistemic dimensions of transparency, the passage from Evans suggests that, on his view, transparency makes an epistemic contribution to self-knowledge. Recently, Jordi Fernandez (2003) and Alex Byrne (2005) have developed independent accounts of self-knowledge in which transparency plays a key epistemic role. On these accounts, our ability to determine our beliefs by looking outward — using what I will call the ‘method of transparency’ — explains our privileged access to them. 

In this paper, I argue that the method of transparency does not explain our privileged access to our own beliefs. Looking outward to determine whether one believes that p leads to the formation of a judgment about whether p, which one can then self-attribute. But use of this process does not explain one’s access to judgments already in place. Nor does an outward look provide access to dispositional beliefs, which are arguably more central examples of belief than occurrent judgments. First, one’s dispositional beliefs as to whether p may diverge from the judgments generated by the method of transparency. Second, in cases where these are reliably linked — e.g., in which one’s judgment that p derives from one’s dispositional belief that p — using the judgment to self-attribute the dispositional belief requires an ‘inward’ gaze. 

I will begin by outlining Byrne’s helpful construal of the method of transparency, which I will use throughout the paper. I consider the method as applied to three types of state, in turn: occurrent judgments (Section 2), a type of state which I call ‘implicit dispositional beliefs’ (Section 3), and ordinary dispositional beliefs (Section 4). Some philosophers contend that only some of these types of state qualify as genuine beliefs—e.g., many doubt that occurrent judgment is a species of belief, and some hold that only ordinary dispositional beliefs are truly beliefs. I am neutral on those questions. If my arguments are sound, the method of transparency doesn’t explain privileged access to any of these types of state. In Section 5, I briefly discuss Fernandez’s alternative ‘transparency’ account. The concluding section addresses a natural response to my discussion: that the method of transparency explains privileged access to beliefs so long as our conception of belief is highly rationalistic. I show that this response will not succeed.

2.  Occurrent judgments

Byrne transforms the transparency claim into a rule for self-ascribing beliefs. The rule is this:


BEL  If p, believe that you believe that p. (Byrne 2005, 95)

BEL neatly codifies another statement of Evans’, namely: ‘I get myself in position to answer the question whether I believe that p by putting into operation whatever procedure I have for answering the question whether p.’ (Evans, 1982, 225.) Byrne stipulates that a subject qualifies as following BEL only if she enacts the consequent because she recognizes that the antecedent is true. (Byrne ibid., 94). As thus restricted, BEL is well suited to serve as a model of the method of transparency, and I will use it as such. While I will focus on BEL, since it is particularly clear, my target is not Byrne in particular. My target is the method of transparency more generally, which BEL represents.
 

Plainly, following BEL will yield a true self-ascription. For instance, suppose that p is ‘it is raining’. To establish the antecedent of BEL, I look out the window and occurrently judge, correctly, that it is raining. Because I recognize that it is raining, I implement the consequent, and so I come to believe that I believe that it is raining. (For convenience, I will speak as if occurrent judgments are a species of belief. Nothing rests on this use of terminology; we could express the rule as ‘If p, believe that you judge that p.’) This latter belief will then be true. In general, whenever one implements the consequent of BEL because she recognizes the truth of the antecedent, the resulting second-order belief will be true.

When the procedure for implementing BEL is thus spelled out, it is clear that successfully implementing BEL will generate a true belief. Of course, there is no guarantee that one who attempts to follow this rule will succeed; and there is no guarantee that one who fails will grasp that she has failed. Byrne acknowledges these points and allows that, since one may mistakenly think that one has followed BEL, this rule does not provide for infallible self-ascriptions. Still, he claims, even the attempt to follow BEL will generally yield true self-attributions. For instance, he notes that following the rule strictly requires that p is true – after all, one follows the rule only if one recognizes that conditions C obtain. But an attempt to follow the rule can yield a true self-attribution even when p is false: when I look out the window and mistakenly judge that it’s raining, my self-attribution of the belief that it’s raining is nonetheless accurate.

Byrne concludes that privileged access to our beliefs is thus explained by our ability to (attempt to) follow BEL.

[A]s a contingent matter, trying to follow BEL will usually produce knowledge of what one believes. Venturing out on a limb — of course the matter requires more discussion — we may tentatively conclude that privileged access is thereby explained. (ibid., 98)

Byrne draws his tentative conclusion from the fact that the attempt to follow BEL yields self-attributions that are especially reliable, and that result from the use of a uniquely first-person method. These correspond to the following ‘two features of self-knowledge that any theory should explain’ (ibid., 80).

(1)

Roughly: beliefs about one’s mental states acquired through the usual route are more likely to amount to knowledge than beliefs about others’ mental states (and, more generally, beliefs about one’s environment). (ibid., 80)

(2) 
[K]nowledge of one’s mental states is peculiar in comparison to one’s knowledge of others’ minds. One has a special method or way of knowing that one believes that the cat is indoors [etc.]… (ibid., 81)

BEL accommodates both of these features of self-attributions. The attempt to follow BEL will reliably generate true second-order beliefs, and hence the self-attributions it yields will usually constitute knowledge.
 Moreover, this process of generating self-attributions does seem more reliable than the processes used to generate attributions of beliefs to others, and more reliable than the processes used to generate beliefs about one’s environment. Finally, the use of BEL constitutes a method ‘peculiar’ to self-attributions, in that one cannot gain knowledge of others’ beliefs by applying BEL.

However, this does not mean that BEL explains privileged access. For there is at least one further dimension of privileged access, in addition to (1) and (2), that an adequate account of self-knowledge must explain. Where t1 and t2 are separated only by a moment in which the subject uses some procedure to determine whether she believes that p:

(3) 
If (at t1) I do not believe that p, and I happen to wonder whether I believe that p, I will not (at t2) self-attribute the belief that p.

While following BEL will yield true self-attributions, it will not ensure that one who does not believe (at t1) that p, and considers whether she does, will avoid self-attributing the belief that p (at t2). So it cannot explain why one who does not believe that p, and considers whether she does, will typically avoid self-attributing the belief that p.

To see this, let us examine in more detail how BEL operates. Essentially, the rule consists of two steps. 

Step One: Try to determine whether p is true. If it is, move on to Step Two.

Step Two: Believe that you believe that p.

If I try to follow this rule, and conclude that p, the first step will result in my judging that p. But of course I may have had no belief about whether p before undertaking this procedure. In that case, the procedure will help to bring about my belief that p. So use of the rule will contribute not only to the justification or warrant component of the resulting knowledge — that I believe that p — but also to its truth component. After all, ‘I believe that p’ might have been false prior to my use of the rule. 

The fact that following BEL may create a belief means that this procedure permits violations of condition (3) above. For instance, I may not believe that it is raining prior to being asked ‘Do you believe that it is raining?’ This question prompts me to attempt to apply BEL, which in turn prompts me to look out the window to determine whether it is raining, and to then (say) self-attribute the belief that it is raining. Since I did not have this belief at the time the question was asked, this process violates (3). BEL fails to explain how I can know that I now occurrently believe (judge) that p, where ‘now’ refers to any moment other than the moment I complete my attempt to implement BEL.

This feature of BEL can be illuminated by considering a structurally analogous rule, WIG. 

WIG  If you’re wiggling your toes, believe that your toes are now wiggling.

Step One: Try to wiggle your toes. If you can, move on (immediately) to Step Two. 

Step Two: Believe that your toes are now wiggling. 

This is not a perfect analogy, of course. While WIG is a method that one can use only to justify the belief that one’s own toes are wiggling, the belief resulting from WIG may not be more certain than the belief that someone else’s toes are wiggling. And it will arguably be less certain than the self-ascription that results from applying BEL.

But what matters for my purposes is the structural similarity between WIG and BEL. These methods do not help us to discover pre-existing states of affairs — that my toes are wiggling, or that I believe that p. They work by bringing about these states of affairs. This is more obvious in the case of WIG, since wiggling one’s toes is obviously something that one does. But judging (e.g., that it is raining) is also something that one does. And just as following WIG would not allow me to answer the question ‘Are your toes wiggling right now?’, where ‘now’ is indexed to the moment before I execute WIG, following BEL will not allow me to answer the question whether I believe that p at the time the question is asked. So BEL does not explain our access to our present occurrent beliefs, those in place at the moment we wonder whether we occurrently believe that p. 

The upshot is this. To respond to the question ‘Do you believe that p?’ by implementing BEL is to treat the question as an invitation to form a judgment, rather than as an inquiry about what you now believe. Following BEL — or even attempting to follow it — allows you to know that you believe that p at the time the process is completed, but since one of its steps involves judging that p, the result of that process may not reveal what you believed at the time of the question. So use of BEL doesn’t accommodate the third feature of privileged access given above. While it is a uniquely first-person method, it does not explain how one reliably determines the answer to the question ‘Do I now occurrently believe (judge) that p?’

We have learned that the method of transparency does not explain access to pre-existing occurrent beliefs, but rather produces new judgments, which we can then knowingly self-attribute. Let us turn to consider whether non-occurrent beliefs are accessible through the application of BEL. 

3.  Implicit dispositional beliefs

Occurrently believing, or judging, is like having wiggling toes: these are states that can easily come and go as one’s toes wiggle, become still, and then wiggle again. By contrast, believing that p is usually a relatively stable, dispositional feature of the subject. Many accounts of belief do allow that some beliefs are occurrent — e.g., one has an occurrent belief that it is raining at the moment that one judges that it is raining. (Dispositionalists about belief like Schwitzgebel (2002) deny that any occurrent states qualify as beliefs.) But even if some beliefs are occurrent, occurrent beliefs make up a tiny fraction of one’s beliefs at any given time. So our previous objection to BEL, that it creates rather than reveals such beliefs, shows at most that it cannot explain our access to a small class of beliefs.

Regardless of whether we should count occurrent judgments as a species of belief, dispositional beliefs are arguably the paradigm cases of belief. Unsurprisingly, philosophers disagree as to what is required for dispositional belief. In the least controversial cases of a dispositional belief that p, the subject once learned (or judged) that p, and the information that p is now stored and available for recall. Such beliefs are explicit dispositional beliefs. For most of us (most of the time), the belief that Washington, DC is the capital of the United States is an explicit dispositional belief. I will discuss explicit dispositional beliefs in the following section.

In this section, I want to consider a type of dispositional state that only some philosophers would consider a belief. This is the state a subject S is in, regarding a proposition p, when:

(i) S has not considered whether p; and

(ii) S is such that, were she to consider whether p, she would (quickly) assent to ‘p’ without acquiring new evidence concerning whether p.

I will say that when (i) and (ii) are satisfied, S has an implicit dispositional belief that p. While I am strictly neutral about whether this sort of state is truly a species of belief, we may reasonably treat it as such. For instance, it is natural to say that most adults believe that there are no bicycles on the moon, though few have entertained that proposition. So our attribution of this belief seems to be based on the fact that most adults meet condition (ii), regarding that proposition, even if they also meet (i). (Those who doubt that this is a species of belief can skip to the next section.)

Note that an implicit dispositional belief, in this sense, is not the same as a disposition to believe. A mere disposition to believe that p does not suffice for satisfying (i) and (ii); one may be disposed to believe that it’s raining by virtue of having ready access to a window, yet lack the implicit dispositional belief that it’s raining. The qualification ‘without acquiring new evidence’ in (ii) excludes such cases.

 My reason for addressing implicit dispositional beliefs is that the method of transparency is initially promising as regards them. For instance, the worry that applying BEL creates the state at issue doesn’t apply here, since condition (ii) cites a disposition to judge that p, which is the sort of state that a method like BEL could reveal (by activating the disposition), but is unlikely to create. 

Now in using BEL to uncover your pre-existing implicit belief, you must obey a certain constraint. Specifically, in performing Step One, you must use only evidence that is in your possession at the time the question ‘Do you believe that p?’ is posed. You may not gather new evidence from outside resources. The danger is that acquiring new evidence will lead you to form a belief that you were merely disposed to have; but as we have just seen, a disposition to believe that p is not a dispositional belief that p. For this reason, one’s dispositional belief about bicycles on the moon can be revealed only by using evidence already in one’s possession.

I will describe what is within one’s mind — including beliefs and evidence already in one’s possession — as internal. The ‘internal/external’ distinction here is itself problematic, especially in light of externalist views of mental content and the claim that the mind is ‘extended’ (Gertler 2007). But in order to address the issue of transparency, we must use some terms to distinguish what is within the mind from what lies outside of it. The notion that beliefs and evidence already in one’s possession are ‘internal’ fits with Evans’ way of expressing the method of transparency as involving an ‘outward’ gaze. 

As long as one uses only internal evidence in performing the first step of BEL, the attempt to follow BEL will usually reveal one’s pre-existing implicit belief. Consider how you would perform Step One in the ‘bicycles on the moon’ case. Since we are supposing that you had never before considered this question, you can’t simply remember that there are no bicycles on the moon. This judgment will be based on evidence already in your possession: that the moon is uninhabited; that astronauts would not bring bicycles to the moon, since the moon’s gravitational pull is too weak to allow for bicycling; etc. (You will probably arrive at the judgment so quickly as to be unaware of this reasoning process.) With Step Two, you accurately self-attribute the (previously implicit) belief that there are no bicycles on the moon. 

However, the constraint that one may use only evidence already in one’s possession means that the method just described is not truly transparent. In considering whether there are bicycles on the moon, one thinks about an external fact — the presence (or absence) of bicycles on the moon. While this may suggest that the subject who deliberates on the question ‘Do you believe that there are bicycles on the moon?’ looks outward, the restriction to internal evidence means that one must look inward in deliberating. If one gathers new evidence, one bears the risk of mistaking a mere disposition to believe for a dispositional belief. 

A perceptual analogy will illuminate the situation. Imagine you are seated in a restaurant, facing a mirrored wall. Your dining companion asks, ‘Can you see, in the mirror, who is at the table behind you?’ You gaze carefully into the mirror, looking at the solitary figure. Your focus is, in a sense, behind you, since the person who is the object of your attention is seated there. Yet you are looking forward, towards the mirror. In fact, turning to look directly at the object of your attention will prevent you from answering the question as it was posed.

This perceptual situation parallels the attempt to determine one’s implicit beliefs. When I am asked whether I believe that there are bicycles on the moon, my focus is, in one sense, outward: the objects of my concern are bicycles and the moon. But in another sense, my focus is inward: I am attending to the information stored in my mind, concerning bicycles and the moon. I pointedly avoid consulting any outside resources, realizing that acquiring new evidence will obscure my current belief. (Compare: if you were to turn around in your chair, and see that it’s Dr. Smith behind you, you would then be likely to recognize her in the mirror – but this would prevent you from answering your companion’s question, which concerned whether you could identify her by looking in the mirror.)

Let me put this point another way. In determining what we believe about p, it is often useful just to think about p, and not about our beliefs as such. But if this method is to reveal our pre-existing beliefs, we must not gather new evidence concerning p.
 That is, we must limit ourselves to looking inward. And this is true even if the most effective way to bring to bear the content of the appropriate inner states is to think about their object, e.g., bicycles on the moon. 

It may not be obvious that this requirement, that one make use of internal sources of evidence in determining what one believes, truly conflicts with the method of transparency. For perhaps a method is transparent so long as it does not require that one direct one’s attention towards the internal as such. And surely I am not thinking about my internal evidence regarding bicycles on the moon, as such. 

Still, the requirement that one may consult only internal sources is ultimately at odds with the standard transparency claims. If I must restrict myself to evidence already in my possession, I do not determine whether I believe that p ‘by putting into operation whatever procedure I have for answering the question whether p’, as Evans (1984, 225) contends. E.g., my usual procedure for answering the question whether it is raining involves looking out the window; but that will not reveal whether I already implicitly believed that it was raining. The only way to ensure that a new judgment will reflect a prior dispositional belief is to limit oneself to internal sources of evidence. But consulting such internal sources is not my usual procedure for determining whether it’s raining. 

Moreover, the limitation to internal sources violates Moran’s condition, that ‘I can report on my belief about X by considering (nothing but) X itself’ (Moran 2001, 84). If I consider only whether it is raining, then my report may reflect a fresh judgment informed by new evidence rather than a pre-existing belief. 

The idea that we must look inward to determine our beliefs also conflicts with Byrne’s account of privileged access. Byrne stresses that BEL is ‘neutral’ in the following sense. ‘If the antecedent conditions C of an epistemic rule R are not specified in terms of the rule follower’s mental states, R is neutral.’ (Byrne 2005, 94) Byrne observes that the neutrality of BEL is crucial to his account. If BEL was not neutral, then establishing its antecedent would seem to ‘presuppose the capacity for self-knowledge’, and hence could not explain that capacity (Byrne ibid., 100). Given my claim here — that in answering the question ‘Do you believe that p?’ one must limit oneself to evidence regarding p that is already in one’s possession — knowledgeably answering this question requires that one exclude from consideration any external evidence regarding p. This does not require that one is able to articulate one’s evidence, or to identify its ultimate source (e.g., where I learned about the moon’s weak gravity). But it does require that one is able to bring to bear the information that one has already stored, and to distinguish this from new information. In other words, it requires that one use a procedure that is non-neutral, and hence non-transparent.

The method of transparency will not reveal our implicit dispositional beliefs, as characterized by (i) and (ii) above. Putting aside this special case, we now turn our attention to the most widely-accepted cases of belief, namely, explicit dispositional beliefs.
4.  Ordinary dispositional beliefs
Belief is a thorny notion, and there are various, sometimes competing criteria for dispositionally believing that p (cf. Schwitzgebel forthcoming). Still, the following statements are relatively uncontroversial.

(A)  S dispositionally believes that Copenhagen is the capital of Denmark if

  (i)  
S has endorsed the content ‘Copenhagen is the capital of Denmark’; and

 (ii)
S has stored this content in memory; and

(iii)
S can readily recall that Copenhagen is the capital of Denmark. 

(B)  S dispositionally believes that spilling salt brings bad luck if

  (i)
When S desires to avoid bad luck S will, ceteris paribus, try to avoid spilling salt; and

 (ii)
When S desires to attract bad luck S will, ceteris paribus, try to spill salt; and

(iii)
When S desires to avoid bad luck and S believes she has spilled salt, S will, ceteris paribus, experience fear.

These are only first approximations of some sufficient conditions for belief. (For instance, believing that Copenhagen is the capital of Denmark may further require that one can access this information because of a prior endorsement.) But they will do for our purposes. Note that ‘S dispositionally believes that p’ does not entail ‘S does not occurrently judge that p’; a dispositional belief that p and a judgment that p are not mutually exclusive. 

This brings us to our next question: Does BEL explain our privileged access to our dispositional beliefs? 

I once learned that Copenhagen is the capital of Denmark. I stored this information in memory, and I can easily access it when needed. (Alas, not all propositions that I once endorsed remain accessible.) When I am asked ‘Do you believe that Copenhagen is the capital of Denmark?’, I consider whether Copenhagen is the capital. It seems to me that Copenhagen is indeed the capital, though I do not remember my original evidence for this fact. This seeming, which may involve the phenomenology of recall, will lead me to occurrently judge that Copenhagen is the Danish capital. Following BEL, I will then correctly self-attribute this belief. 

This appears to be a straightforward application of BEL. Of course, the worry about neutrality discussed in the previous section applies here as well: arguably, I can justifiably self-attribute the dispositional belief that Copenhagen is the Danish capital only if I restrict myself to internal sources in implementing Step One of BEL. But let us put this worry aside for now. For reflection on other cases will show that there are independent reasons to doubt whether a truly transparent method will reveal one’s dispositional beliefs.

IV.1  A problematic case
Nick was raised to believe that spilling salt will bring bad luck, which can be averted only by immediately dropping a pinch of salt over one’s shoulder. Now an adult, Nick recognizes that such beliefs are pure superstitions. He knows that they are not grounded in evidence, and that there is an abundance of evidence against them: people often spill salt without then suffering any misfortune. However, whenever he spills salt he has an immediate sense of doom, and finds himself compelled to drop a few grains over his shoulder. 

Nick is asked, ‘Do you believe that spilling salt brings bad luck?’ If he employs a transparent method such as BEL to answer this question, he will consider whether spilling salt does bring bad luck. Mulling over the evidence he has accumulated, which shows that this belief is a mere superstition, he will adamantly deny that it does. He will then self-attribute the belief that spilling salt does not bring bad luck. This self-attribution reflects Nick’s judgment at the time he executes the transparent method. 

But will this method reveal Nick’s pre-existing dispositional belief about this issue? Because Nick had long recognized that ‘spilling salt brings bad luck’ was a pure superstition, he had the dispositional belief (in the sense of (A) above) that it was not backed by evidence. Yet insofar as his attitude towards ‘spilling salt brings bad luck’ plays the role expressed in (B), Nick’s superstition appears to have survived the recognition that it was not based in evidence. Recall that Nick insists on pouring salt over his shoulder as soon as he spills some. This inclination is best explained by attributing to Nick the belief that spilling salt brings bad luck, a belief which combines with relevant desires to influence his actions as described. We can suppose that Nick also has other tendencies that are best explained by attributing to him the belief that spilling salt brings bad luck. For instance, while another person might indulge a self-destructive impulse by driving at dangerously high speeds, Nick indulges it by deliberately spilling salt without performing the prescribed ritual. There is, then, a disparity between the dispositional attitude that guides Nick’s actions, on the one hand, and the judgment that Nick makes on the basis of his evidence (and his dispositional belief in the sense of (A)), on the other. 

This disparity between evidence and ingrained attitudes suggests that Nick is self-estranged, in the sense that concerns Moran. This is because Nick’s self-attributions, when based on his current evidence, do not conform to Moran’s ‘condition of transparency’. But note that Nick might still be committed to bringing his attitudes into line with his evidence: once he recognizes this disparity, he may work to eradicate the superstitious belief.

And in any case, self-estrangement in this sense need not block self-knowledge. Suppose that, instead of using a transparent method, Nick investigates his beliefs about spilling salt by going through an imaginative exercise: he pictures some salt falling from a shaker in his hand. As he visualizes the grains dropping to the floor, he is full of foreboding, and feels a strong urge to pour salt over his shoulder. He concludes ‘I guess I still believe that spilling salt brings bad luck’. This sort of imaginative exercise, which amounts to a first-person simulation (Gordon 1986, Goldman 1989), has proven effective in revealing propositional attitudes. Wilson and Dunn characterize a study by Schultheiss and Brunstein (1999) as providing ‘[s]uggestive evidence’ that ‘people can detect their nonconscious dispositions and motives by vividly imagining a future situation and attending to how it would make them feel.’ (Wilson and Dunn 2004, 507). And this method is clearly non-transparent. In applying it, Nick never considers whether spilling salt does bring bad luck. He merely looks ‘inward’, and observes his sense of foreboding. 

This picture of Nick’s situation forms the basis for an objection to the claim that the method of transparency explains our access to our own mental states. The objection stems from a fourth feature of such access.

(4) 
If I believe that p at the moment I consider ‘Do I now believe that p?’, I will (perhaps after undergoing some investigative procedure) normally self-attribute the belief that p.

The method of transparency does not explain (4). Nick believes that spilling salt brings bad luck, but will not self-attribute that belief by using a ‘looking outward’ procedure. However, the sort of imaginative exercise that I briefly described above may explain (4), for using this sort of procedure Nick will self-attribute the superstitious belief. And that imaginative exercise crucially involves inward reflection.

The proponent of transparency will challenge my interpretation of this case. In the remainder of this section, I consider three challenges: that Nick doesn’t genuinely believe spilling salt brings bad luck; that my interpretation of this case has an implausible Moore-paradoxical result; and that the method of transparency works in this case, since it reveals Nick’s belief that spilling salt is harmless.

IV.2  First Challenge: Nick’s superstition isn’t a genuine belief

 The proponent of transparency may claim that Nick doesn’t really believe that spilling salt brings bad luck, for this attitude does not play the role in his cognitive economy characteristic of belief (see Gendler 2008). 

Nick’s superstition satisfies the conditions under (B) above; on my view, it therefore qualifies as a belief. It is important to recognize that one can accept (B) without accepting a functionalist analysis of belief. That statement simply says that, in fact, conditions (i)-(iii) suffice for belief. And it is hard to deny that Nick believes spilling salt brings bad luck, given that he satisfies (i)-(iii). What casts doubt on whether Nick’s attitude towards ‘spilling salt brings bad luck’ is a genuine belief is that this attitude withstands his recognition that he has no genuine evidence that spilling salt brings bad luck, and strong evidence against it. This means that Nick is not ideally rational.
 But while discovering that a belief was not founded on evidence often leads to its eradication, the phenomenon of beliefs persisting in the face of such discoveries is well established. In social psychology literature, it is known as belief perseverance: ‘the tendency to cling to one’s initial belief even after receiving new information which contradicts or disconfirms the basis of that belief.’ (Anderson 2007, 109)

Belief perseverance is ubiquitous among philosophers and ordinary folk alike. It occurs whenever a dispositional belief that p endures despite the discovery that one has no evidence for p, or that one’s evidence favors not-p. For instance, some contemporary philosophers judge that our wills are not free, yet find themselves unable to shake the belief that their choices about what to eat for lunch are their own. And otherwise rational persons often hold fast to the conviction that their spouses are faithful, and their children innocent, in the face of abundant evidence to the contrary. Hume appreciated the phenomenon of belief perseverance, claiming that our inductive beliefs will persist even if we recognize that they lack rational justification. But to accept the pervasiveness of belief perseverance, one need not share Hume’s view that belief is (inevitably) ‘more an act of the sensitive, than of the cogitative part of our natures’ (Hume 1739/1975, 183). Descartes accepted that appreciating the force of philosophical arguments will not automatically dislodge longstanding beliefs, but he thought that we could train ourselves to overcome ‘the distorting influence of habit’ on our beliefs.
  

Eric Funkhouser describes an illuminating example of belief perseverance. 

For example, a young American devoted to Christianity may sincerely believe that his religion offers the only path to paradise. He may also have learned from his comparative religion class that were he to have been raised in, say, Iran he would have sincerely believed that Islam provides the only path to paradise. So, he realizes that his Christian beliefs are accidental (i.e., an accident of his birthplace). Yet despite knowledge that his belief is accidental, he maintains his belief that Christianity offers the exclusive path to paradise. (Funkhouser 2003, 187)

Learning the source of his belief provides this subject with a strong reason to suspend or even reject the belief that Christianity offers an exclusive path to paradise. Moreover, the subject may himself acknowledge this fact. So his situation, which is certainly a familiar one, is similar to Nick’s. It is precisely because belief perseverance is such a mundane phenomenon that Nick’s situation does not strike us as particularly bizarre. 

But how often does a belief that p survive the recognition that one has no evidence that p — or, even, the acknowledgement that one has good evidence that not-p? The proponent of transparency may claim that belief perseverance is relatively rare. If so, then one’s evidence will generally match one’s beliefs, and so the method of transparency may achieve a degree of reliability that is high enough to qualify its results as knowledge. 

While we cannot determine precisely how common belief perseverance is, it is arguably more prevalent than ordinarily assumed.
 By using measures like the Implicit Association Test (the ‘IAT’), Mahzarin Banaji and others have shown that nearly all of us have hidden biases. She says she was ‘taken aback’ by her own biases, including a bias against seeing women as career-oriented. These biases are clearly a species of belief, as they have been shown to influence unconscious processing, the formation of intentions, and consequent behavior. And these beliefs persevere in spite of acknowledged contradictory evidence, evidence that may shape some of the believer’s self-attributions. ‘People report holding neutral attitudes. What people say explicitly is quite different from what [the IAT] shows about their implicit attitudes.’ (Mahzarin, quoted in Lambert 2002)

Nor is belief perseverance the only common psychological phenomenon that threatens the method of transparency. Consider the following case, which is loosely based on studies conducted by Timothy Wilson and Dolores Kraft (1993). Lucy has a long-standing dispositional belief that she will eventually marry her current partner, Schroeder. She is asked ‘What do you believe the future holds in store for your relationship?’ Attempting to follow the method of transparency, she considers (among other things) whether Schroeder would make a good husband. Schroeder’s dim financial prospects (due to his obsession with piano playing) come to mind, perhaps because she’s feeling particularly worried about finances at the moment. This seems to her strong evidence that he would not be a suitable life partner, and she answers ‘I doubt we’ll ever marry.’

This may seem like a case of belief perseverance — Lucy’s long-standing belief had withstood her grounds for doubt — but it need not be. Lucy’s negative attitude towards Schroeder’s priorities may carry only marginal evidential weight for her, and may be greatly outweighed by evidence in favor of the belief that they will eventually marry. Unlike cases of belief perseverance, Lucy’s long-standing belief that they will marry is well supported by her evidence, taken as a whole. 

In their study, Wilson and Kraft examine subjects’ feelings about their partners, rather than their beliefs about the relationship; but given the close connection between these, the generalization to beliefs is straightforward. They note that, when asked to reflect on reasons for their feelings about a partner, people tend to cite reasons that are plausible, accessible, and easy to verbalize. ‘The reasons that are plausible, accessible, and easy to verbalize, however, may not be a representative sample of the actual causes of people’s feelings and thus may imply a somewhat different attitude than people held before they thought about reasons.’ (Wilson and Kraft 1993, 409) In my example, the evidence in favor of Lucy’s eventually marrying Schroeder is presumably difficult to access or to articulate. So in using the method of transparency, she focuses on the evidence that is, at the moment, especially accessible, and arrives at a self-attribution that does not reflect her prior dispositional belief.

Remarkably, reflection on this accessible evidence may actually change Lucy’s dispositional belief about their future prospects. ‘When people are asked why they feel the way they do about something, they often change their attitudes in the direction of the attitude implied by their reasons’. (ibid.) Wilson and Kraft call this phenomenon ‘attitude change’. Reflection on Schroeder’s dim financial prospects may not only lead Lucy to judge that she won’t marry him, but it could also undermine her longstanding dispositional belief that she would marry him. This is another instance in which the method of transparency creates rather than reveals a belief.

The cases of Nick and Lucy illustrate how one’s current evidence — that salt lacks supernatural powers, that Schroeder is not likely to earn much money — may diverge from the factors that shape one’s dispositional beliefs. Using the method of transparency requires attending only to one’s current evidence; one must not consider whether a given piece of evidence is internal, let alone whether a given piece of internal evidence seems to have shaped one’s prior beliefs. But there is no clear connection between current evidence, gleaned from ‘looking outward’, and prior, internal evidence (or non-evidential factors) that shaped one’s pre-existing belief. The phenomena of belief perseverance and attitude change illustrate how radically these factors can differ. And while current evidence may result in a judgment that matches up with one’s prior belief, proponents of transparency have not given us any reason to expect that current evidence will generally or reliably issue in such judgments.
 

IV.3  Second Challenge: A Moore-paradoxical result

Another challenge to my assessment of Nick’s situation claims that it ignores what is so puzzling about Moore-paradoxical assertions. I have argued that Nick might grasp his superstitious belief through a nontransparent method. But this implies that Nick might justifiably assert ‘Spilling salt does not bring bad luck, but I believe that it does.’ The objection contends that this is a troubling consequence.

But this consequence is innocuous, as reflection on the difference between occurrent judgments and dispositional attitudes reveals. At the moment Nick recognizes that he has not yet shaken his superstitious belief, he can justifiably utter the Moore-paradoxical statement. If he were to be more precise, he would say: ‘On the basis of my evidence, I now occurrently judge that spilling salt does not bring bad luck; but I still have the dispositional belief that it does bring bad luck.’ In fact, such statements are relatively commonplace in therapeutic contexts. They are often followed by attempts to bring one’s deep-seated attitudes (e.g., the belief that a particular person has wronged one) into line with one’s evidence (e.g., evidence that that person has not wronged one, and that this belief remains in place only because it serves a self-protective function).

It is worth noting that the case of Nick is not a counter-example to the claim that truth is the ‘constitutive aim’ of belief, or that aiming at truth is part of what defines an attitude as a belief (Velleman 2000, Wedgwood 2002). If Nick recognized the disparity between his evidence and his dispositional attitudes, but simply shrugged this off, then he would be irrational in the sense that he was not committed to fitting his beliefs to his evidence. On these views, then, his attitudes would not be beliefs, strictly speaking. But this is only one possibility. Alternatively, in forming beliefs Nick may aim at truth, though he faces psychological obstacles to achieving this goal. Acknowledging that ‘spilling salt does not bring bad luck, but I believe that it does’ is arguably a step towards increasing the internal consistency among one’s beliefs.

Shah and Velleman (2005) recognize that a Moore paradoxical sentence could express a genuine train of thought. On their view, ‘the train of thought expressed would be irrational’ (p. 508), and hence the thinker would be irrational. I agree that Nick is less than ideally rational: ideal rationality requires that one’s dispositional beliefs are immediately and directly sensitive to one’s reasons. But it is much less clear that Nick is irrational in less extreme senses of this term: e.g., that he is less rational than the average person, or that he is somehow culpable for the fact that his belief does not immediately conform to his reasons. Recognizing that ‘spilling salt does not bring bad luck, but I believe that it does’ could be crucial to overcoming this superstition. Most importantly, Nick’s willingness to take the psychologically difficult step of confronting the disparity between his belief and his reasons may reflect an especially strong commitment to norms of reasoning. So while one who endorses a Moore paradoxical thought is not ideally rational, the act of endorsing that thought may itself be one for which the thinker deserves cognitive credit rather than blame.

In any case, the ubiquity of phenomena like belief perseverance and attitude change means that we are, generally, far from ideally rational. Even if being a genuine believer requires a commitment to conforming one’s beliefs to one’s evidence, Nick may occurrently believe (or judge) that spilling salt is harmless, while dispositionally believing that spilling salt is dangerous. It is an open question whether (and when) he will fulfill his commitment, by conforming his beliefs to his evidence.

IV.4
Third Challenge: Contradictory beliefs
A final challenge to my interpretation of this case maintains that Nick does dispositionally believe that spilling salt is harmless. (I am indebted here to Alex Byrne.) After all, this proposition seems to meet the requirements under (A) above, and to have some other central characteristics of dispositional belief. When asked whether spilling salt brings bad luck, Nick is strongly disposed to say ‘no’; Nick might confront his superstitious relatives with evidence that spilling salt is harmless; etc. 

I agree that Nick may dispositionally believe that spilling salt is harmless. This belief dovetails with his evidence, and will therefore match the self-attribution that results from applying the method of transparency.

But my argument depends only on the claim that it is equally correct to describe Nick as believing that spilling salt is dangerous. So long as he has such a belief, one that diverges from his current evidence and from the judgment resulting from that evidence, that belief will resist discovery through a transparent method. The method of transparency will therefore fail to explain the fourth feature of self-knowledge expressed above, namely, that if I believe that p at the moment I consider ‘Do I now believe that p?’, I will normally self-attribute the belief that p.

Of course, if Nick dispositionally believes that spilling salt is harmless, he has two contradictory dispositional beliefs. The previous subsection argued that, in light of the differences between dispositional beliefs and occurrent judgments, a thinker may coherently dispositionally believe that p while occurrently judging that not-p. It seems plausible that, in light of the various types of dispositions that are connected to belief, a thinker may also coherently have the dispositional belief that p (in virtue of certain facts about her current dispositions and, perhaps, her history) while simultaneously having the dispositional belief that not-p (in virtue of other such facts). Where p is spilling salt brings bad luck, Nick qualifies as believing that p (because he satisfies the conditions under (B) above), and also as believing that not-p (because he satisfies the conditions under (A) above). The fact that multifarious dispositions are associated with belief opens the door to the possibility of contradictory dispositional beliefs. But this possibility does not threaten my claim that Nick has a dispositional belief — that spilling salt brings bad luck — that the method of transparency cannot reveal.

V.  Fernandez’s transparency account

Let us briefly consider Fernandez’s alternative account of privileged access, which is also based in transparency. The account begins from the observation that one who has apparent evidence that p will generally believe that p. Fernandez endorses a series of conditionals that express this link between evidence and belief, corresponding to the various sources of apparent evidence (memory, testimony, etc.). Here is the conditional concerning perception.

If S apparently perceives that p, then S comes to believe that p.  (Fernandez 2003, 359)

Fernandez argues that, because of this regularity, apparent evidence that p can perform ‘double justificatory work’: it can provide warrant for both the belief that p and the belief that one believes that p. 

If S apparently perceives that p, then S is entitled to believe that she believes that p, as long as her second-order belief is formed on the basis of her apparent perception. (ibid., 361)

He contends that this account of privileged access allows beliefs to be self-attributed through a transparent method. 

Finally, the transparency of belief confirms [this account]. For, if it is true that our grounds for our first-order and corresponding second-order beliefs are the very same deliverances of our faculties, then one would expect the phenomenon that Evans highlights to occur: One is to expect that, if I am asked whether I have the belief that p, then I will try to answer the question whether p. (ibid., 356-7)

However, this account faces the same obstacles that confronted the above versions of transparency. As regards occurrent judgments, Fernandez’s account provides no explanation of how we can know what we are occurrently judging at the moment we consider a question like ‘Do I (occurrently) believe that it is raining?’ Fernandez suggests that I will try to answer this question by determining whether it is raining. But the attempt to determine whether it is raining — e.g., by looking out the window — will likely bring about a new judgment. And there is no reason to think that this new judgment corresponds to a judgment that was in place before I looked out the window. 

As regards dispositional beliefs, Fernandez’s account ignores the ambiguity of ‘belief’ that I have emphasized here. It is true that one who apparently perceives that p, at t, will usually judge that p, at t. And it may be true that one who judges that p, at t1, will generally dispositionally believe that p, at t2. (Various qualifications are needed here, but let that go.) But the argument of the previous section casts doubt on a claim crucial to Fernandez’s account, namely, that one who apparently perceives that p, at t, dispositionally believes that p, at t. This correlation occurs only when one’s current evidence matches one’s dispositional belief. And as we have seen, these often come apart, as in the cases discussed above. Lucy has current evidence that she will never marry Schroeder, but she does not dispositionally believe this. And while Nick may dispositionally believe that spilling salt is harmless, as his current evidence suggests, Fernandez’s account fails to explain Nick’s access to his dispositional belief that spilling salt is dangerous. Nor does it explain how I can know that I am neutral about whether it is raining; the (literal) outward look causes me to judge that it is raining, and hence to form a belief to that effect, but does not reveal a pre-existing belief. As with transparency’s other proponents, Fernandez gives us no reason to think that the evidence about p I now acquire, by an ‘outward’ look, will mesh with my pre-existing belief regarding p.

VI.  Conclusion

The method of transparency leads us to make judgments about whether p, and to self-attribute those judgments. However, it does not explain our privileged access to occurrent judgments, for it creates rather than reveals such judgments. Nor does it explain privileged access to implicit dispositional beliefs, since one must limit oneself to internal sources of evidence concerning p to determine whether one implicitly believes that p. Finally, the method of transparency also fails to explain privileged access to ordinary, explicit dispositional beliefs. In the optimal cases, an occurrent belief is reliably linked to a dispositional belief, as when one judges that p on the basis of simply remembering that p. But even in these cases, one recovers one’s evidence by looking inward rather than outward. And as the cases of Nick and Lucy showed, one may dispositionally believe that p even if one judges that not-p on the basis of one’s current evidence.

In attempting to use the method of transparency to determine our beliefs concerning p, we face a dilemma. If we ignore the sources of our evidence regarding p, we risk generating a new judgment that diverges from our previous (and, perhaps, continuing) belief concerning p. We can try to ensure that our judgment is linked to our previous beliefs by limiting ourselves to internal sources of evidence; but this limitation means that the method we use is not truly transparent. And it provides no access to beliefs that withstand counter-evidence.

Proponents of the method of transparency may be operating with an epistemic or rationalistic conception of belief, according to which there is a constitutive tie between belief and evidence. Perhaps the most striking result of the present discussion is this: even on a highly rationalistic conception of belief, the method of transparency will not reveal one’s beliefs. To see this, consider how an ideally rational thinker will go about determining whether she believes that p. In order to avoid self-attributing a belief that was not present before the question ‘Do you believe that p?’ was posed, she must use only on her prior, internal evidence regarding p, and must not gather any new evidence. (After all, she may have no beliefs as to whether p, and no prior evidence about p.) But then she cannot use the method of transparency; she cannot ‘[put] into operation whatever procedure [she has] for answering the question whether p.’ So even an ideally rational agent must look inward to determine what she believes. Shifting to a more rationalistic conception of belief will not justify the transparency claim.

An omniscient being would presumably have a belief about whether p, for every p. Such a being — who would, of course, grasp his own omniscience — could determine what he believed by looking outward. But to determine what we believe, we humans must look within.
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�Though Moran does suggest that our responsibility for our own attitudes explains what is peculiar about self-knowledge: “The phenomena of self-knowledge, not to mention the wider spectrum of asymmetries between the first- and third-persons, are themselves based as much in asymmetries of responsibility and commitment as they are in difference in capacities or in cognitive access.” (Moran 2001, 64)


� Fernandez uses a somewhat different approach; I discuss his approach in Section 5.


� This degree of reliability directly qualifies the self-attributions as knowledge on some epistemically externalist accounts of knowledge. But arguably, the self-attributions also qualify as knowledge on some epistemically internalist accounts, since we can recognize that the process is reliable.


� What should we say about the case where one derives p from evidence already in one’s possession, through a process of lengthy deliberation? How much speed or inferential directness is required to satisfy condition (ii)? We need not answer these questions here. The distinction between the sort of state characterized by (i) and (ii), and the mere disposition to believe, may well be a matter of degree. (See Lycan 1986 and Audi 1994.)


� In an insightful paper, Baron Reed (2010) makes a similar point. He goes on to argue for a stronger claim, namely, that practical rationality generally requires that we recognize our beliefs as beliefs. 


� This point deserves a more nuanced treatment. For instance, if thinking hard about p leads one to realize that p follows from a proposition one accepts, this recognition may serve as ‘new evidence about p’. It is precisely this issue that leads to the difficulty in distinguishing implicit belief from mere dispositions to believe. But an implicit belief requires, at least, that one is apt to judge that p without gathering new evidence regarding p from external sources (e.g., perceptual or testimonial evidence).  


� Will some sort of ‘looking inward’ procedure yield knowledge of Nick’s belief associated with (A) above, namely, that spilling salt does not bring bad luck? I believe that it will, but defending this claim is beyond the scope of the current paper. I am here concerned only to show that the method of transparency will not explain privileged access to our beliefs.


� Gendler discusses cases somewhat similar to this, involving fears that remain in place despite reasoned judgments that the action in question is safe. She argues that in these cases, the thinker doesn’t genuinely believe that ‘X is dangerous’, and proposes that we adopt ‘alief’ as a new label for these attitudes. I have suggested that we should regard these attitudes as beliefs insofar as they stand in the appropriate relations to desires and behavior. By contrast, Gendler takes the motivational force of aliefs to suggest that behavior is much less tied to beliefs than traditionally thought. While the disparity between our positions is mostly verbal, I worry that the sort of distinction Gendler proposes will yield an implausibly rationalistic conception of beliefs. 


� Interestingly, Nick is therefore not a counter-example to Shoemaker’s (1996) claim that there could not be a ‘self-blind’ individual. For a self-blind individual is one who is ideally rational, or nearly so, and fails to self-attribute an attitude.


� ‘My habitual opinions keep coming back, and, despite my wishes, they capture my belief, which is as it were bound over to them as a result of long occupation and the law of custom. … I shall [pretend for a time that the former opinions are utterly false and imaginary] until the weight of preconceived opinion is counter-balanced and the distorting influence of habit no longer prevents my judgement from perceiving things correctly.’ (Descartes 1641/1984, p. 15)


� See Schwitzgebel’s discussion of belief perseverance in his (forthcoming).


� See Lawlor 2003, Section 8, for a related worry about the disparity between self-ascriptions that result from the method of transparency and attitudes that guide behavior.


� Of course, the worries outlined in earlier sections are relevant here: this method directly reveals only a new occurrent judgment, and warrant for the claim that this judgment reflects a pre-existing belief seems to require a method that is non-neutral and non-transparent. But let us continue to disregard these worries for the moment.


� A critic might deny that a thinker could have contradictory dispositional beliefs. In that case, we would have to decide which set of dispositions were more centrally associated with belief: those associated with (A) or those associated with (B). While I cannot defend this claim here, it seems to me clear that the former dispositions have no stronger a conceptual link to belief than the latter do.


� Aaron Zimmerman (2005) also challenges Fernandez’s account by using cases in which subjects’ beliefs diverge from their evidence.  


� I am grateful to Alex Byrne, Mitch Green, Ram Neta, Baron Reed, Eric Schwitzgebel, and Aaron Zimmerman, who provided extremely helpful comments on a previous draft of this paper.  Thanks also to the Philosophy Department at Wake Forest University, where I presented an early version of the paper, and to the participants in my Fall 2007 seminar on Self-Knowledge.
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