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1.  Agency = Cognitivity + Causality

Agency is comprised of practical reasoning plus ensuing action, a natural whole somehow integrating the disparate elements of cognitivity and causality. 

2.  Desire and Morality

Motivation by individually-based desire seems incompatible with the universal requirements of morality.
3.  Belief v. Desire 

Desires appear morally unreliable, compared to beliefs, because they are untethered from the legitimizing foundation of what is in fact the case.
4.  Detoxifying Desire

Stipulating the existence of a rational moral foundation for legitimizing desires renders their motivation non‑threatening to morality’s universality.
5.  Desire and Preference
Distinguishing between the cognitive estimation of desirability (i.e. preferability) and the causal motivation of desire is critical for understanding agency.
6.  The Conceptual Role of Desire

The detoxification of desire unmasks its natural conceptual role as a catch-all for anything that motivates an agent.
7.  The Four-Stage Model of Agency

Agency breaks down into the cognitive stages of deliberation and calculation, and the causal stages of intention and enactment.
8.  Exploring the Model
Agency empowers beliefs but in so-doing confounds the difference between the cognitive and causal elements in choice and decision.
9.  Reasons

The distinction between internal and external reasons can be recast as between empirically‑based preferences and rationally-based morality.
10.  Parthian Shots

Instead of pursuing non-desire-based motivation, effort might better be spent on securing the rational foundation and normative substance of morality.
11.  Appendix:  A Deductive Method for Means-End Reasoning

A deductive calculus for adjudicating means and ends can be constructed when the instrumentalist paradigm of practical reasoning is abandoned.
1.  Agency = Cognitivity + Causality

Agency is the remarkable ability to impose cognitivity on the world.  It’s especially amazing because thought seems so different from the other things in the Universe:  it works by different rules, according to reason instead of necessity.  Agency represents the marriage of thought and effectiveness, more specifically of the twined elements of practical reasoning and action.  The antecedent practical reasoning is principally cognitive; the action in which it culminates is principally causal.  These elements form a natural whole – each is meaningless without the other.  Without the guiding intelligence of practical reasoning there is nothing that can properly be called “action”, and without action the idea of practical reasoning becomes pointless.  The problem is, they require the involvement of two categorically distinct and ostensibly incompatible perspectives.  Cognitivity can be understood as governance by, or adherence to, the epistemic norms of truth and validity.  Causality, on the other hand, is determination by efficient, necessitating factors – particularly desires in the case of action.  Cognitivity and causality as such appear at odds with one another:  either something is the kind of thing to be governed by the rationality of normative rules or the kind to be governed by the necessity of efficient causes, but not both.  Nonetheless, agency intrinsically does encompass both.  The fundamental aim here is to develop a model of agency that explicates the complex relation between cognitivity and causality in practical reasoning and action.

The task is daunting.  One may approach from a cognitive perspective, with a focus on what constitutes a reason for doing something, or from a more causal perspective, concentrating on the particulars of intentional action.  But the real puzzle is how these disparate perspectives intercalate in comprehending agency.  Cognitivity and causality represent orthogonal dimensions, like the X and Y axes in a Cartesian plot:  changes with regard to one are unrelated to changes in the other.  Cognitive properties, in themselves, have no causal implications:  truth and validity, as such, have no causal prowess.  And those epistemic norms, by themselves, have no literal application to causal power and efficiency.   One causal factor may be more effective than another, but not truer or more valid.   Causal happenings are physical – they take place at particular places and times; but cognitive things as such are non-spatial and atemporal – truth and validity are rational properties, not physical.  
How, then, are these contrary elements of cognitivity and causality interwoven in the constitution of agency?  Unfortunately, moral issues, especially regarding the role of desire, can perturb more purely systematic considerations.  How dependable can an analysis of agency be that must first submit to ethical review?  The unconventional step taken here is to free that analysis from the moral complications that usually attend the role of desire:  to wit, we will detoxify desire to help disentangle the cognitive and causal strands of agency. 
2.  Desire and Morality
We can see agency as the unique ability to transduce cognitivity into causality.  Even the least animal must have some awareness of its circumstances and, insofar as it is indeed an agent, some effective preference as to what should occur therein.  Conventional philosophical wisdom regarding agency can be traced to David Hume’s formula, according to which actions are caused by beliefs and desires.  He sees this as the involvement of two distinct “beings”, Reason and Passion, with the latter famously in charge:  “Reason is, and ought only to be the slave of the passions”.
  While beliefs (representing Reason) and desires (representing Passion) both thereby have essential roles, the latter are accorded dominance:  they provide the ends while beliefs only provide the means; desires provide the agent with motivation, while beliefs simply channel its flow.  It is desire’s function as sole carrier of motivation that anti‑Humeans find most objectionable.
These thinkers are typically moralists, and their laudable mandate is to preserve a legitimate role for morality.  Much is unsettled in that regard:  morality’s source of authority, its specific requirements, and even whether there is such a thing at all.  Nonetheless, there is a common understanding of what morality would be were it to exist:  to wit, something universal that applies to everyone equally without exception.  As such, it is essentially independent from anyone’s individual characteristics, in particular from personal beliefs and desires – e.g., it holds regardless of what an agent may believe or wish morality to be.  Desires, on the contrary, are individual and can, as a purely empirical matter, vary completely from one agent to the next.  Thus, desires are seen as a toxic environment for the propagation of morality.  The difficulty, for anti-Humeans, is that there seems no place for the universality and equality of morality if an agent’s sole source of motivation comes from factually particular and inequitable desires.
There’s a simple argument that might be thought to justify these concerns, namely:  a desire is a characteristic of a self, therefore its motivation is inherently selfish.  However, while superficially appealing, the argument equivocates with respect to “self”.  Desires are indeed characteristics of selves, but that does not imply that desires are inherently self-directed.  The object of an agent’s desire is an entirely empirical matter – it may be self-directed or other‑directed or something else altogether.  More importantly, nothing prevents someone from desiring what is moral, what is universal and equalitarian.  And the legitimacy accorded that morality may have nothing to do with the mere fact that one is motivated by it; as we shall see, an individual can have rational grounds for preferring a universal ethos.  Consequently, it is unnecessary to dodge or denigrate desire‑based motivation in the cause of preserving a place for morality.  
3.  Belief v. Desire 

Notwithstanding, anti-Humeans choose to argue that desires are not, or even cannot be, the only source of motivation:  they typically contend that beliefs can or must provide it as well.  The presumption is that beliefs can confer a kind of legitimacy on motivation that desires cannot – one more compatible with the requisites of morality.  This is based on the general idea that, while beliefs can be perfectly objective, desires only represent subjective psychological states.  So, given that morality itself is objective, beliefs seem the better ground for compliance with its dictates.
We can investigate the differences between beliefs and desires by comparing the following claims:


(B)  A believes b.


(D)  A desires d.

What provides (B) the special compatibility with morality that (D) lacks?  At first cut, one might say that the former can be objectively true, while the latter is only “subjectively” true.  But this is fatally misconceived:  what particular subjects believe is just as individual – as “subjective” – as what they desire.  And both statements are capable of being objectively true in the same ordinary sense, viz. they are both empirical claims about particular subject A.  
A second try:  the object of (B), b, is a cognitive content, i.e. something that can be true or false, and can thereby provide a legitimate ground for morality.  But the same is true for d, the object of (D):  there is nothing that can be believed that cannot be desired, and vice versa.  We can show this by explicating the above claims respectively as:

(B′)  A believes it to be the case that b.

(D′)  A desires it to be the case that d.

Anything you can plug into b you can plug into d, and vice versa.  The fact that they both accept the same cognitive contents is what makes reasoning interrelating beliefs and desires possible.  (See the fox example below.)
A third account of the difference between (B) and (D), qua putative sources of motivation, carries more weight.  A’s believing b can be graded on whether b is in fact the case, whereas A’s desiring d does not submit to that evaluation.  Whether or not d is the case has nothing to do with the cogency or legitimacy of A’s desire, and prima facie there is no equivalent check for judging the objects of desire.  Thus, beliefs can claim a form of objectivity that desires lack, and can thereby offer a more appropriate basis for moral motivation.  Or, to put it another way, (D) appears comparatively unreliable because, unlike (B), it is untethered from the legitimizing foundation of what is in fact the case.
4.  Detoxifying Desire

Let’s address head-on these anti-Humean concerns regarding the unreliability of desire.  Let’s adopt a simplifying assumption that many should find unexceptionable, at least in principle.  It will unveil the natural conceptual role played by desire in explicating the nature of agency.  Consider a hypothetical:  that there is a legitimizing foundation for objects of desire that is as thorough-going and authorizing as empirical truth is for the objects of belief.  Surely many anti-Humeans would sign on to a standard of moral truth that is apart from natural factors.  And, of course, there’s an obvious candidate for such a standard.  
It has long been known that, as Hume puts it, in addition to “matters of fact” as a source of truth, there are also “relations of ideas”, i.e. rational claims,.  The paradigm examples of the latter come from logic and mathematics, but we can imagine the existence of an equally self‑evident basis for moral claims.
  Indeed, it is frequently argued that morality has a rational foundation, despite considerable lack of agreement as to what that foundation may be.  The existence of such a basis would right away explain morality’s universality – for only a reason-based standard guarantees freedom from the empirical variety of individual desires and beliefs.  Just as the truth of “2 + 2 = 4” is independent of what anyone might otherwise believe, so also the truth of “Torturing babies is wrong” seems equally independent of any personal attitudes.  
So let’s put doubts aside for the nonce, and simply stipulate the existence of a non-natural, rational basis for assessing moral truth.  Just as the objects of belief can be checked for empirical objectivity, the objects of desire can now be assessed for moral objectivity.
  Consequently, neither lacks legitimacy as a source of motivation:  desires become no more toxic, and no less morality-compatible, than beliefs.  By making that stipulation we free up simplifying assumptions regarding agency.  As we shall see, it quickly becomes evident that the nature of desire is not a profound theoretical quandary but a simple conceptual choice:  how best to carve nature at its joints. 
5.  Desire and Preference
Notwithstanding the simplifying stipulation above, agency remains rather more complicated than Hume’s spare dichotomy of Reason and Passion might suggest.  For desire, the incarnation of Passion, has itself both cognitive and causal aspects, and their interplay is crucial.  Agency has been understood here as a combination of cognitivity and causality.  This is evident from its identification as practical reasoning plus appropriate enactment – the first is obviously cognitive, the second obviously causal.  But how exactly do they interact; how does the transduction occur?  This face-off reëmerges as a duality in the aspects of desire.  Desire as motivation is essentially causal, but the estimation of desirability – i.e. preferability – is essentially cognitive.  And that cognitive aspect of desire plays an indispensible role in the process that leads to its motivated embodiment in action.  
Preferences are to desires as lumens are to light – the preferability of something is the measure of how desirable it is.  Just as lumens are evaluations of light-strength but not themselves luminous, so preferences are cognitive estimations of desirability but not themselves desires.  Preferences are the aspect desire has in the initial cognitive stages of agency, as needed for deliberating and calculating.  In the latter causal stages, desire takes on instead the role of motivation – the actual intending to do something and its doing.  (Intending is also a causal state, even though prior to any enactment it may be only psychological and in nowise externally manifest.)  This gives us a distinction between preference and desire, between an aspect that is essentially cognitive – i.e. purported truth about what the agent finds desirable – and an aspect that is essentially causal – i.e. that motivates the agent’s action at the appropriate time. 
Though desire and preference are logically inseparable, they play very different roles.  Preferability is what is evaluated in the cognitive lead-up to action, and desire is what takes the baton and finishes the race.  However, in common discourse there is little attention to the distinction between the cognitivity of preferability and the causality of desire.  This is because given agency they are intrinsically bound together, not just logically but causally.  “Desire” and “prefer”, along with many of the terms used to describe agency – “motivation”, “will”, “motive”, “attitude”, “inclination”, “attraction”, etc. – can carry either cognitive or causal implications, or often some combination of both,.  And no wonder:  the cognitive significance of preferability lies in its being a measure of desire’s causal significance, and the causal significance of desire lies in its being consequent upon preferability’s cognitive significance.  The degree of coupling here strains comprehension.  
But, however tightly bound, cognitivity and causality remain very different things, with very distinct characteristics – and confounding those aspects of desire can unnecessarily propagate conundra.  For example, one might imagine that thirst or agony cannot be cognitively assessed until one is actually experiencing them, but that would confuse the temporality of causal desire with the atemporality of cognitive preferability.  One can reason in advance about what would be desirable without actually being moved by that desire.  Or, one might think the causal necessitation of desire rules out practical reasoning altogether, overlooking the cognitive role played by the estimation of desirability.  As we shall see, motivational necessity, rather than obviating deliberation and calculation, depends on them instead.  Unless context indicates otherwise, I will use “desire” and “motivation” to refer to the causal aspect of desire, and “preference” and “desirability” to refer to the cognitive aspect.
6.  The Conceptual Role of Desire

Once it’s no longer necessary to regard desire as morally toxic, its conceptual role becomes more or less obvious.  Just as in physics it’s useful to lump into a single category everything that affects the motion of an object, so also in agency it’s useful to lump into a single category everything that moves someone to do one thing rather than another.  And just as it becomes thereby a conceptual truth that forces are responsible for any change in movement, even when we have no idea of what that force might be (e.g., in the supposition of "dark” matter and energy), it likewise becomes a conceptual truth that all motivation is due to desire, even when we have no idea of the exact nature of the desires involved.  In neither case is the conceptual presumption trivially a priori.  Rather, it sets the parameters of analysis:  it delimits what needs to be explained and what counts as an explanation.  Obviously, Ockham rules here – the simpler, the better.  So in the case of agency, however many carriers or sources of motivation are imagined, one will still want a single term to represent the singular capability to move an agent.  Now that its moral complications have been mitigated, “desire” is the obvious choice for denoting anything that motivates.
The detoxification of desire also simplifies the consideration of preferability.  Determining the preferable option – “maximizing the payoff” in game-theory-speak – is no longer burdened with egoistic or consequentialist implications.  That is, what’s most desirable for someone might simply be to tell the truth regardless of consequences; i.e., nothing about preferability precludes a Kantian respect for moral duty.  Some agents may actually prefer being fair even when they could get away with cheating:  what someone finds desirable is again an entirely empirical matter.   There is no guarantee of commonality with others, however useful that might be for moralists, but neither is there any guarantee of selfishness.
7.  The Four-Stage Model of Agency
Agency has been depicted as a combination of cognitivity and causality, respectively represented by agency’s constituent elements of practical reasoning and action.  This can be broken down into:  first, a cognitive phase that concludes with what is preferable given what is possible; and second, a causal phase that embraces that conclusion and carries it out.  We can decompose both phases further, leading to a four-stage model of agency.
The cognitive phase is governed by the epistemic norms of truth and validity, and has two stages.   In stage one an agent requires information about its circumstances and its own interests.  Specifically, it needs to acquire true beliefs about what options are available and about what makes (for the agent) one option preferable to another.  Next, in stage two, it needs to reliably determine what to do, given those presumed facts – that is, it needs to use those truths to arrive at a preferred option.  The agent wants to preserve their truth; in other words, it wants to validly infer, from its hopefully true beliefs regarding available options and preferences, a sound conclusion regarding a preferred option.  
This is not to imply that all agents are closet syllogists, but only that their implicit reasoning can be represented deductively.  For example, a fox comes to a fork in the path, sniffs around a bit, scents a rabbit, then takes the left-hand fork.  Phenomenologically, those alternatives likely come pre‑evaluated – i.e., the World the fox perceives will already be colored by the preferences it holds – but the underlying logic is revealed when the options and preferences are separated out.  Assuming for simplicity’s sake that there are no further complications, we can then represent the fox’s reasoning as a valid deduction:


Choose the preferred option.


The options are the left-hand fork and the right-hand fork.


The left-hand fork smells of rabbit but the right-hand fork does not.


A fork that smells of rabbit is preferable to a fork that does not.


The left-hand fork is the preferred option.


Therefore, choose the left-hand fork.

This sums up the cognitive, practical reasoning phase of agency:  a two-stage process, governed by norms of truth and validity, that concludes with what to do given the available options.  If all has gone according to Hoyle, it has delivered a sound conclusion regarding the preferred option for the agent under those circumstances.  Of course, soundness in itself has no causal prowess – it’s a cognitive property, not a causal property.  It needs an agent to make it more.
In the latter, causal phase, agents exercise their unique ability to take something purely cognitive and make it real:  the cognitive conclusion initiates a causal process that realizes that preferred option.  That is, agents can be said to have cognitive-causal dispositions, tendencies to enact what seems to them the best alternative.  The causal phase represents the effective engagement of motivation, and breaks down into two further stages.  The distinction between them represents the possibility that one may internally commit to doing something (stage three) yet fail to carry it out (stage four).  This can happen for different reasons:  one may change one’s mind (“recalculating”); or the beliefs regarding options and preferences can be mistaken, for either innocent or pathological reasons.  For example, someone can be unable to jump as high as they thought, perhaps just because they have obliviously grown older, or perhaps because they nurse an exaggerated view of their capabilities.  So it’s one thing to commit to a course of action, to intend to do it (stage three), and another to actually do it (stage four).  
Putting all that together, we can describe a four-stage model of agency.

Stage one:  Deliberation.  Beliefs are acquired regarding what options are available and what makes an option preferable.

Stage two:  Calculation.  From the beliefs regarding options and preferability a preferred option is inferred.

Stage three:  Intention.  The inferred preferred option is embraced.

Stage four:  Enactment.  The intended inferred preferred option is carried out.

Note that, notwithstanding the categorical distinction between cognitivity and causality, the difference they represent between the practical reasoning and action phases of agency is not absolute.  For, while deliberation and calculation are essentially cognitive, their focus is on desire’s causality.  And intention and enactment, while intrinsically causal, are not blind or ignorant:  they have cognitive objects embedded in them.  All of an agent’s abilities, including their cognitive abilities, can be presumed to be causally instantiated:  the causal realization of cognitivity is here the whole premise and promise of agency.
8.  Exploring the Model

Sort of a metaphysical turducken, a completed action is a many-layered thing.  The distinction between stages is essentially analytical, not temporal:  phenomenologically they can happen all at once, or can be spread out over a lifetime.  But to the extent that a being is an agent, insofar as it acts, all four stages will be present.  

Moving retrograde, it is clear that the first three stages can occur without the fourth – an agent can try but fail.  This is often the result of mistaken beliefs regarding the availability of an option:  “I thought I could take the shortcut, but it’s blocked off.”  It can get more complicated in cases of self-deception and moral weakness (akrasia), where the “mistakes” are pathological:  e.g., when one’s self-image does not allow recognition of one’s inabilities.  Further, the first two stages can occur without either the third or fourth.  That is, one can go through the cognitive stages – determine options and preferences and calculate a preferred option – without committing to the preferred option.  This shows up most clearly in the fact that one can calculate decisions for other places, other times, and other selves, in the past or future, for real or fictional individuals and circumstances.  Stage two initiates stage three only when the options and preferences involved are seen by the agent – truly or falsely – to be their own.  Finally, the first stage can proceed without any of others:  one can, Hamlet-like, wallow in deliberative indecisiveness.

It is in the move from the second stage to the third, from the practical reasoning phase to the action phase, that agency works its tricky magic.  It confers causal powers on things that are solely and intrinsically cognitive – that's the magical part.  A belief regarding a preferred option is a purely cognitive entity; in itself it has no causal properties or powers.  But it is the nature of agents to be able to confer causal significance on such purely cognitive entities:  because, while objects of belief are intrinsically cognitive, believers are causal beings.  Agents, to the extent of their abilities, can cognitively determine a preferred option and then causally effect its occurrence.  Agents empower their preferences:  they transform the desirability of X into the desire for X, thereby bringing X about.  This is the magic:  given agency, cognitive beliefs have causal powers.

And here's the tricky part of agency.  Preferability and desire are not only logically related – the former being the cognitive assessment of the latter – but, in virtue of agency, they are causally related as well.  As a result, preferability and desire get merged together:  in the pro tanto conception of agency they become one.  The determination of which option is preferable morphs indistinguishably into the commitment to carry it out.  So when we “choose” or “decide” to do something, those terms connote, not just reaching a conclusion about what to do, but also taking it up and doing it (or at least trying to).  This is the trick:  the cognitive and the causal become inseparably fused and confused in our understanding of agency. Thus, we get the Aristotelian supposition of a practical syllogism that can derive actions from theoretical premises.  But, like the appearance that the Sun goes around the Earth, it’s a misperception due to errant modeling. 
The confusion of the respective roles of cognitivity and causality results in concepts that shroud and skew rather than reveal the different stages of agency.  “Motivation” is understood here in strictly causal terms, but is often used elsewhere to designate an effective preference – i.e., something that plays a cognitive role in determining a preferred option as well as a causal role in bringing it about.  Such a hybrid notion does indeed encapsulate the fundamental nature of agency, i.e. the transduction of cognitivity into causality, but in so‑doing it presupposes the very thing needing account.  For the notion blurs the distinction between cognitive processes that depend on truth and validity, and causal processes marked by efficiency and necessity.  Instead of exposing how these disparate processes combine in comprising agency, the hybrid notion simply takes it for granted that they do.  Even worse, motivation is perceived as something to be considered during deliberation, instead of only being consequent upon its conclusions.  But motivation is essentially causal, and in the four‑stage model causal factors as such have no role in deliberation.  There’s no reason to address motivation directly in the cognitive phase because the motivation for intending and enacting is already contingent upon the finding of preferability.  Initiating motivation by means of choice is the whole point of agency.  
The problem, again, is the failure to fully appreciate the distinction between cognitivity and causality. They are not logically incompatible, but nonetheless represent categorically distinct characteristics – their confusion is conceptual quicksand.  For example, consider the common trope of “direction of fit” in accounting for the differences between beliefs and desires.  To wit:  the object of belief needs to fit the world, while the world needs to (be brought to) fit the object of desire.  But instead of this “fitness” revealing some deep symmetry between beliefs and desires, the trope conceals the very thing that distinguishes them.  For the term “fit” is obviously being used equivocally – the relation between belief and world is cognitive, while that between desire and world is causal.  However, the fundamental challenge of agency is to disentangle the disparate roles of cognitivity and causality, so the trope obscures the very issue at hand.  The topper is that beliefs and desires don’t really involve different “directions”:   just like the objects of belief, the objects of desire also depend upon a cognitive fit, though not to the natural world but to the world of reason.
It should be evident that this model of agency unabashedly follows the Humean formula – it claims actions are caused by beliefs and desires, though perhaps not in a way Hume supposed or would want to support.  The process begins with beliefs about options and preferences which imply a preferred option, the desiring of which then causes that option to obtain.  A small consolation for anti-Humeans is that this process confers causal significance on those initial beliefs qua necessary conditions of the completed action, thereby according them critical responsibility for the motivated behavior.  Nonetheless, it still leaves desires in charge, not just in actually providing the motivation but also in dominating the cognitive phase:  while beliefs about the circumstances provide the available options, it is the beliefs about preferability that determine which option is selected.  Fortunately – the theme of this essay – that domination by desire need no longer be morally toxic.  Nor, on the present approach, could it be in any way avoided:  anything that motivates doing one thing rather than another is thereby deemed a “desire”.  But, given the detoxification of those desires, the Humean formula that puts them in charge no longer threatens the possibility of abiding by a universal, objective morality.
9.  Reasons

Modern studies of practical reasoning tend to lean heavily on the notion of a “reason”, a term conspicuously underemployed in the foregoing.  If there is scant consensus regarding the rational foundation of morality, there seems even less regarding the role and nature of reasons – prima facie, the notion has obscured as much as it has revealed.  Contemporary focus can arguably be traced to Thomas Nagel’s The Possibility of Altruism.
  Therein, perhaps influenced by Hume’s categorical distinction between Passion and Reason, he presumes that desires are solely causal things, i.e. with no cognitive aspect.  But he turns this against Hume, arguing that desires so conceived make a hash of any attempt to decide what to do in the future:
given that any desire with a future object provides a basis for reasons to do what will promote that object, it may happen that I now desire for the future something which I shall not and do not expect to desire then, and which I believe there will be then be no reason to bring about.  (P. 38.)
Having banished cognitivity from the realm of desire, Nagel fails to appreciate the separate role of preference; instead, he misconstrues having a preference regarding something happening later as a “desire with a future object”.  Failure to distinguish the evaluation of desirability from actual desiring will inevitably result in incoherence:  the cognitive assessment of preferability is not time-bound, unlike the causal activity of desire.  However, having assumed that desires are solely causal, Nagel locates the cognitivity instead in a system or structure of “reasons” which are “timeless” (as per the atemporality of preferences).  What these reasons lack, unfortunately, is any connection to reality – any empirical content – akin to the specific significance “preference” has qua measure of desirability.  Thus, divorced from desire and separated from specificity, these reasons become substance-free, containing little more than an un- or ill‑defined ability to “count in favor of”. 
Bernard Williams strikes back against this nebulous notion in “Internal and external Reasons”
 by distinguishing between “real” reasons, i.e. the internal kind with a desire‑based substance à la preferences, and Nagel’s anti-Humean version that abandons that specific connection.  Williams argues that the latter “external reasons” do not exist:  the disconnect from desire precludes their having any explanatory relevance.  His apparent assumption is that anything that fails to motivate can have no other relevant capacity.  But while Williams may be on the money with respect to the role of preferences qua internal reasons, he overlooks a significant capacity for external reasons that is distinct from mere desire‑independence – Nagel’s disconnected version is not the only one available.  The account here departs from Williams in recognizing a substantial role for reasons that, while not contributing motivation, nonetheless retain crucial relevance for agency:  namely, external reasons that represent, not what is preferred, but what ought to be preferred.
Of course, not just any old ought will do.  We have proceeded here on a hitherto arbitrary stipulation, viz. that there’s a rational basis for evaluating the objects of desire:  i.e., the very model of a proper external reason.  So what can give substance to that stipulation?  The exemplars of universal, preference-independent oughts are those of logic and mathematics:  their results hold equally for everyone, regardless of what they may believe or desire.  While not literally “inescapable” – agents can spurn their requirements – they nonetheless carry real consequences.  Math, of course, one cannot avoid if one wants to keep reliable track of one’s sheep or drachmas.  Logic is also necessary insofar as one wants trustworthy representations of how things are (truth), and wants to preserve that trustworthiness in one’s reasoning (validity).  However, if modern times have revealed anything, there is a surprising willingness and ability in those gripped by Lockean enthusiasms to abandon epistemic norms.  So it should not be surprising that many are also easily persuaded away from a supposed rationally-warranted morality, notwithstanding whatever benefits it may offer.  
However, there are indeed identifiable benefits.  For any morality which emphasizes fairness, for example, among anything else it would provide groups of agents a non-biased framework for mutual decision-making.  (And is it not self-evident that treating agents unfairly, i.e. differently without good reason, is inherently irrational?)  Given the comparatively fractious‑free advantages of unbiased decision-making, it is unsurprising that evolution might encourage some preference for fairness, however ill-distributed.  Though, of course, that would be a consequence of morality’s benefits, not the basis of its legitimacy.  But, whether or not this fairness-morality is itself plausible, it champions the possibility of rationally‑based, preference-independent, universal, equitable, objective moral reasons:  to wit, external reasons that reflect what one ought to prefer, regardless of whether one does.  Such rationally-based, preference-independent moral oughts are exactly what are needed to substantiate the detoxification of desire and disentangle the cognitive weft and causal warp of agency.
10.  Parthian Shots
Many if not most anti-Humeans would support the supposition of rationally objective grounds for morality, however much they may differ on the details.  However, given rational morality one is granted an objective basis for evaluating the objects of desire equivalent to what factual reality provides objects of belief.  That should quell any moral trepidation regarding the motivation provided by desire.  Liberated from those concerns, the conceptual role of desire vis-à-vis agency becomes obvious:  a catch-all for whatever moves the agent to do one thing rather than another.  Desires are the sole source of motivation because “desire” is what a source of motivation is called.  Once the toxicity has been drained from that notion – once it becomes clear that the particularity of desire need not challenge the universality of morality – the inner nature of agency can be revealed.
Agency is an amazing thing:  an exotic cocktail of cognition and causality, a mixture of immiscibles.  It transduces cognitivity into causality, it makes thought real.  How it does so is a matter of considerable dispute, the resolution of which has been hampered by moral complications.  The supposition of external reasons, specifically of a rational basis for morality, can play an essential role in clarifying the nature of agency by providing a ground for legitimizing the objects of desire and the motivation they provide.  The four-stage model of agency presented here – deliberation, calculation, intention, and enactment – emerges once moral concerns regarding desire are obviated.  A crucial distinction is between the cognitive and causal aspects of desire:  between the estimation of desirability (preference) and the actual motivation it may initiate (desire).  Failure to recognize desire’s cognitive aspect preemptively disables its participation in practical reasoning.  
The moral of this story is not hard to find:  those wishing to shore-up support for morality might better pursue consensus regarding its foundation and substance than engage in a quixotic quest for non-desire-based motivation.  Morality doesn’t need motivation, motivation needs morality.  There is a major irony here:  the role of desire in practical reasoning has been denigrated by anti-Humeans in the effort to preserve a proper place for morality, not appreciating that morality itself – rationally-based morality – can provide an objective ground for evaluation that eliminates the need for non‑desire-based motivation.  Indeed, so far as the four-stage model of agency is concerned, the idea of replacing the role of desire with belief is incoherent.  Beliefs are essential for the cognitive phase, which is in turn an essential precursor of the causal phase.  Agency confers causal powers on belief, not to replace the role of desire, but to enable it.  Anything an agent does will depend upon their personal characteristics, especially their individual beliefs and desires.  But those particular dependencies can be washed clean – can be “detoxified” – by showing their accordance with objective standards:  with natural truth in the case of beliefs, and with rational truth in the case of desires.  Securing a legitimate role for morality does not require tendentious theories of motivation.  It only needs a convincing rational account of morality’s ground and normative content.  
11.  Appendix:  A Deductive Method for Means-End Reasoning

It is widely assumed that practical reasoning is paradigmatically instrumental:  the derivation of means from ends.  However, no one seems to have identified a plausible deductive method for doing that.  So maybe it’s the wrong paradigm.  Perhaps practical reasoning is not deriving means from ends but rather choosing the best available means-end option.  That can be deductive, as illustrated below.

Statements in square brackets (“[“, “]”) must include all available options.  Also “~” for “not”, “∨” for “or”, “◊” for “possible”, and “>” for “more preferable than”.  Capital letters represent available options (“A”, “B”, “C”, etc.), individual options can occur (“A”) or not occur (“~A”), and combinations of logically independent options are also options (e.g. “BC”, “A~B~C”).

Suppose that the basic options we are concerned with are:  A = Attending the concert, B = going by Bus, and C = getting a ride with an obnoxious Cousin.  Assume that that all other things are equal, i.e. that no other options or preferences are relevant to the decision.

The point of preference is choice.

1.  Choose the most preferential of the available options.

We start with all logically possible combinations of the basic options.

2.  [ABC ∨ AB~C ∨ A~BC ∨ A~B~C ∨ ~ABC ∨ ~AB~C ∨ ~A~BC ∨ ~A~B~C]
B and C are mutually exclusive alternative means to A:  by bus or with cousin but not both.

3.  ~◊  BC

Pare down the available options accordingly.
4.  [AB~C ∨ A~BC ∨ A~B~C ∨ ~AB~C ∨ ~A~BC ∨ ~A~B~C]
We need either B or C to bring about A:  bus and cousin are the only means of attending.

5.  ~◊  A~B~C

Again, we pare down the available options.
6.  [AB~C ∨ A~BC ∨ ~AB~C ∨ ~A~BC ∨ ~A~B~C]
Attending concert is preferable to anything else; going by bus is preferable to going with cousin.

7.  A  >  B  >  C  >  ~C  > ~B  >  ~A

We can now order the remaining available options preferentially.

8.  [AB~C  >  A~BC  >  ~AB~C  >  ~A~BC >  ~A~B~C] 

Draw the conclusion:  take the bus to the concert.


9.  Choose AB~C

� A Treatise of Human Nature (Oxford:  Clarendon Press, 1964), pp. 468, 415.


� Hume himself, having divorced Reason from Passion, rejects this possibility; cf. pp. 463-464.


� Immanuel Kant’s Categorical Imperative is a nice candidate for such a basis (cf. Grundlegung zur Metaphysik der Sitten, 4:404), and perhaps the respect it requires could be cast as detoxified inclination.  However, notwithstanding similarities, Kant’s concerns are rather more complicated than the simple agenda pursued here.


� See the Appendix for an example with means-end complexity.


� Princeton:  University Press, 1970.


� Moral Luck (Cambridge, UK:  University Press, 1981).





