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Particularism, Generalism and the Counting Argument

In a recent collection of papers - Moral Particularism (hereafter MP)
 - some writers argue against a particularist explanation of thick ethical features, particularist in the sense developed by Jonathan Dancy.  In this piece I argue that particularists can tackle what I regard as the most interesting argument put forward by these writers, an argument I call the Counting argument.  My aim is twofold.  First, I wish to make clear exactly what the debate between particularists and their opponents about the thick rests on.  Secondly, I do not wish to provide a ‘knock-down’ argument to show particularism as true, but merely to push the onus back onto particularism’s opponents and show that far more needs to be said.    


One last introductory comment.  After some necessary scene-setting in the first section, where I explain how the philosophical ground is carved and introduce some terminology, I indicate why this debate is fundamental in ethical theory although I don’t pursue the idea here.     

1.
Particularism and Generalism

The debate in general between particularists and their opponents - generalists - concerns the contribution that parts make to the (overall) ethical value of wholes or, in the terminology I use, the contribution that features make to the ethical value of situations.  It is agreed that features generate reasons to act.  Generalists think that there are some features that operate thus: if a feature generates an ethical reason in one situation then it must generate the same type of reason, make the same contribution to a situation’s ethical value, in all situations of which it is a part.  There must be some features and reasons that function in this way otherwise ethical reasoning has no rational structure, it becomes chaotic and capricious.  ‘Ethical value’ refers here to the rightness or wrongness of a situation, and a feature’s contribution to the ethical value is often termed its ‘valence’: features can be right-making, wrong-making or ethically irrelevant.  Features come in all shapes and sizes: ‘a stabbing’, ‘Bill stabbing Ben’, ‘the colour of Ben’s socks’, ‘redness’, ‘pleasure’, ‘the fact that you lent me the book’ and so on.  So, for example, a generalist might think that if a stabbing is wrong-making in one situation then it must always be wrong-making.  Particularists, in opposition to generalism, claim that ethics could have a rational structure without there being any features which have invariable valence.  (Particularists claim that feature’s valences change due to the other features with which they are conjoined to form various situations.)  It is consistent with this to claim that there are in fact some features that have invariable valence; it’s just that their existence is not necessary for ethics to be rational.
  If particularism seems plausible here, then the debate might shift and generalists might claim that their explanation is largely true - they might claim that most features that generate ethical reasons function invariantly - with particularists claiming that it is hardly true at all.
  In both debating the modal claim and the claim that most features function invariantly, the principal particularist strategy is to offer examples of features with variable valence to show that ethical reasoning does not have to work as generalism says: the more examples we find, the less inclined we should be to be generalists.
    

To save confusion note that generalists do not have to claim that a feature’s presence will determine that the situation is right, say.  All that they need claim is that the contribution the feature makes always weighs on the ‘rightness’ side of matters even though other features of the situation outweigh it and are such as to make the situation wrong.
  For example, I should tell a lie so as to save Lucy’s feelings (it would be really bad to hurt her) although telling the truth is still, to some lesser extent, good.  Note also that the invariability of valence refers only to the direction of features’ valences remaining constant, that they are always right-making, say.  Generalists can allow that the strength of valence can alter: sometimes telling the truth is strongly right-making whilst sometimes it is only weakly so (although generalists might think that a feature’s strength across various situations is also susceptible of generalist explanation).    


The debate discussed here concerns thick ethical features.
  Examples include justice, compassion, selfishness, cruelty and more complicated examples such as ‘the killing of innocents’.  Thick ethical features (hereafter, just ‘thick features’) are best explained with reference to thin ethical features.  When I tell you that Pete is good then I am telling you that he has some positive ethical value (or that I approve of him, or that he should be approved of by you, or somesuch), but I give you only a thin sense of his personality, if any sense is given at all.  Thin features are said to have only or mostly an evaluative part to them.  Goodness and badness, rightness and wrongness are seen as canonical examples.  In contrast, if I tell you that Pete is honest, you get more of a sense, a ‘thicker’ sense, of the type of person he is (his character traits, the types of action he performs), yet, given typical linguistic conventions, I am also offering some form of positive evaluation of him.  It is said that thick features have both descriptive and evaluative aspects.  Where to draw the line between the thick and the thin might be hard to judge.  After all, calling Pete good describes him to some extent, hence my rider of ‘mostly’ above.  And, there might well be some thick features that are ‘thicker’, that is more informative, than others.
  But the general idea is clear enough.  And, hence, on this short characterization it makes sense to understand examples such as ‘the killing of innocents’ as thick: an innocent person is at least partly defined (roughly) as someone who should not have something done to her because she has done nothing that gives one a reason to act in this way.    


So, how do matters divide between generalists and particularists about the thick?  The generalists in MP - I especially have in mind Roger Crisp, and David McNaughton and Piers Rawling in their joint paper - assume that for ethics to have a rational structure only a certain core of features, namely many thick features, need have invariable valence.  (An important note.  Notice that they do not think that all thick features have to have invariable valence for ethical reasoning to be rational.  Rather, they think that only those associated with the traditional virtues and vices, and perhaps others, have to have such valence.  For what it’s worth, I think that this is probably still a good number of thick features.  In what follows I shall implicitly assume this as a constraint on the debate: particularists deny that, in order for ethics to have a rational structure, thick features such as justice, fairness, selfishness and cruelty, have to have invariable valence.  This makes little difference as these are normally the examples central to the debate anyway, presumably given their significance in ethical reasoning.)  Generalists think that the rationality of ethical reasoning relies on there being many thick features with invariable valence because they think that (i) thick features are important to ethical rationality (as particularists will almost certainly agree); and (ii) that a feature with invariable valence has it necessarily (that is, kindness, say, is always right-making in this and all possible worlds).  Generalists think that to deny (ii) is to misunderstand the nature of the thick, whilst particularists disagree.  Particularists might have to claim, then, that although in this world a feature has invariable valence, we could imagine worlds in which it had variable valence.
  

The denial of these thoughts, which gives us particularism, is (1): 

(1)
in order for ethics to have a rational structure it is not necessary that there are any thick features that have invariable valence.

Again, it is consistent with (1) to claim that some or all thick features have invariable valence, although they have it contingently.  Alternatively, particularists might ignore modality and just make claims about the thick features that exist in this world.  Some generalists (probably not Crisp, McNaughton and Rawling) might wish to assert that all thick features have invariable valence and particularists might deny this by claiming (2): 


(2) 
not all thick features have invariable valence, some have variable valence.  

Or, particularists might offer a more radical claim still against all generalists and assert (3):


(3)
no thick feature has invariable valence

As generalists sometimes write in MP, particularists are credited with (3).
  (It is the generalists who discuss the debate in MP.  No particularist about the thick writes about or defends their position in the book.)  In the discussion below I shall have all three claims in mind and comment on the differences, although I regard (1) as the principal particularist idea.  Yet again, particularists aid their case best, no matter which of (1)-(3) they defend, by presenting examples of thick features with variable valence that do not threaten ethics’ rationality.  Although, the purpose of such examples is slightly different depending on which claim we are considering.  An example supports (1) by showing a possibility and making us query the certainty of the generalists’ modal thesis: what reason is there to think that genuine thick features have to have invariable valence for ethics to be rational?  An example supports (2) and (3) by showing not only that such an example is possible but also by being so plausible that we recognize that this is in fact how this particular thick feature operates.  And, the more examples we find the more inclined we will be to accept (2) or (3).
  


Having gone through this scene-setting, a word on the debate’s importance.  Why should we care about it?  This dispute is not narrow as thick and thin concepts are used all the time in our ethical reasoning.  We are concentrating here on the specific issue of whether saying that an action is kind, for example, automatically gives one a reason to perform it, no matter what the other features of the action are.  But this issue has wider scope.  We are asking how the evaluatory aspect of thick features should be understood and what the relationship is between the thin and the thick.
  Is something genuinely thick only if its evaluatory aspect can never alter, and what does this mean for ethical reasoning?  What does this tell us about the structure of our ethical perspectives, incorporating as they do thick and thin concepts?  The debate is best read, in my view, as one between two different conceptions of what the thick is, although I won’t defend this claim in detail here.  The papers in MP are important because they are one of the first places where this matter has been debated explicitly.
       

      
Why might we adopt particularism?  Consider an example of a nonethical feature, pleasure.
  Sometimes the fact that an action is pleasurable can give one a reason to perform it.  But sometimes this fact can count against acting.  For example, some people - and we’ll assume that they’re right for argument’s sake - think that the pleasure that people take in fox-hunting and the social institutions built around the hunt, counts as a reason against hunting.  There is something distasteful in taking so much pleasure from an act of killing.  The importance of pleasure here might be debatable: some might think that although the pleasure is wrong-making, what’s really wrong is the fact that foxes are killed, whilst others might accept that fox numbers need to be kept down and hence focus on the pleasure as the real source of the wrongness.  Even if one disagrees with both attitudes and thinks that pleasure is not wrong-making, one might still think that it does not give one a reason in favour of acting.  

But what of the thick?  Dancy has briefly considered the generalist explanation of the thick in somewhere other than MP and has responded thus (using ‘the virtues’ rather than thick features, but we can assume that the two overlap sufficiently). 

Of course, for the suggestion [generalism about the thick] to work, it must be the case that the virtues function invariantly.  Particularists are likely to say, for instance, that an action can be considerate without necessarily being the better for it.  It may be considerate to wipe the torturer’s brow, but this fact hardly functions as a reason to wipe, or makes his sweat a reason for us to wipe it off.  The torturer’s other activities prevent what would ordinarily give us a reason from doing so here.  Similarly, it may be that a cruel response is exactly the one called for in the circumstances; cruelty, according to particularists, need not be an invariant reason.  A generalist reply to these suggestions depends on showing that similar remarks cannot be made about (a sufficient range of) the other virtues.

Consider the case of cruelty, which presumably generalists see as being both thick and always wrong-making.  Unreflectively, generalism appears difficult to maintain in the face of some cases where it seems as if we are acting cruelly but rightly.  Yet generalists can claim that one can think it right to act in this way overall whilst regretting that one has to act cruelly, say, such regret indicating that cruelty is wrong-making.  Now, particularists can admit that this explanation might be right for some such cases but deny that it need always be correct.  Sometimes, because of the particular features of the situation, we find that we approve of the cruelty, and the particular type of cruelty employed, precisely because it matches the end we have in mind.  The fact that we need to teach someone a lesson by causing her distress of some form is precisely what makes the cruelty, or selfishness, or injustice good and the cruelty does not count against acting.  Similar remarks can be made for Dancy’s example of kindness.  Even if the consideration does not count against acting in the case as described, it surely need not be giving one a reason to act and has changed valence from being right-making to being ethically neutral.  (And note that in Dancy’s example he does not assume that it would be more considerate to concentrate on the needs of the torturer than the victim, but only that it would be considerate to some extent to think of the torturer.)


As I have said, my main aim is not to argue for particularism although it seems necessary to offer some motivation for it.  What might generalists say against it?

2.
The Counting Argument
The generalists mentioned give a number of examples and ideas in order to support their case.  Readers should be aware that, although I pick out only one idea here, many of their comments are mutually supporting and the examples they give are designed to motivate generalism as a natural reading.  For instance, Crisp (37-38) tackles many of Dancy’s examples from Moral Reasons to show how generalism about the thick provides a good explanation.  For example, your lending me a book often gives me a reason to give you it back, but only assuming that you have not stolen it from a library first of all.  Crisp thinks it helpful to invoke justice here in order to understand why one should act differently in the different situations.  Justice is useful precisely because it provides ‘ultimate reasons’, reasons that one can rest satisfied with as providing grounds for action.  As he says, ‘[i]f I can demonstrate the justice of my action, you cannot go on to ask whether I have any ground for doing it, for justice is such a ground.’  It is assumed that thick features provide ultimate reasons because they function invariantly.  McNaughton and Rawling (266-273) make essentially the same point.  For them a key property of the thick is its role in ‘mediating’ between the thin and the nonethical, allowing us to see which valences nonethical features have in various situations and understand why they have the valences they do.  Again, they think that thick features are able to play this role only because they have invariable valences.  

Mediation is not my concern here.  After all, the claims for mediation seem less secure than at first sight.  Particularists might agree that the thick can play a mediating role, and agree that it is helpful to consider a situation’s thick features when we wish to understand what we should do and understand how relevant nonethical features, such as your giving me the book, operate.  But they can say that there is no reason to think that this automatically means that the thick functions invariantly; it is consistent with the previous thoughts to imagine that any thick feature’s mediating role, as it were, can change.  Instead, I think it more worthwhile to pursue another anti-particularist argument, the Counting argument.  The idea of mediation depends, in general, on the idea that the thick occupies some special place.  But why think it special first of all?  Consider what McNaughton and Rawling say.

On [particularism], thick moral properties have no more intrinsic moral significance than non-moral properties.  It will, presumably, turn out that these properties are ‘commonly more important’ than some others (although [particularism] owes us an account of why), but that not only understates their force, it seems to mislocate their centrality.  It is not just that it is helpful to look at them first because they often count; their counting is central to their being thick moral concepts. (273)

Crisp echoes these thoughts.  

[I]f particularism is true, we should perhaps be a little surprised that certain considerations dominate our ethical thinking, whereas others do not.  An extreme particularist can offer no account of why, for example, causing serious harm to people seems to matter so often, and why its being Tuesday when the harm is caused never matters.  (36 n. 42).  

This is a serious challenge.  It is surely correct that features such as ‘harming the innocent’, justice, selfishness and the like matter (ethically) often and that ‘its being Tuesday’ and redness hardly matter at all.  Generalists are in a good position to explain this phenomenon since they assume that thick features - or at least ones such as the virtues and vices - have to have invariable valence: kindness is always right-making and hence it will always matter ethically.  And they are surely right to say that any good theory should be able to explain why the thick is special in this way.


But which type of particularism does this challenge?  If one is intent on defending just (1), then it seems as if particularism can explain as much as generalism.  Particularists can say that some, possibly all, thick features have invariable valence (in this or some world or worlds anyway, though not all worlds), and so we should expect that they count often and that there is a division between them and variable nonethical features.  The Counting argument strictly adds nothing to the generalist modal claim of having to have invariable valence.  But, I said ‘strictly’.  We should be sensitive enough to realize that the special status of the thick, exemplified by the phenomenon of counting, adds weight to the intuition that not only do many of the thick features have invariable valence, but that the alternative is conceptually impossible.  After all, if particularists think that it is possible that there be a thick feature which both has variable valence and which, often or always, counts ethically, whilst maintaining that ethical reasoning is rational, then they must be able to come up with example that fits the bill.  Counting might well shift the onus onto particularists who defend (1).  It is one thing for a position to be logically possible, quite another for it to be attractive.  


So perhaps particularists who only wish to defend (1) should try to accommodate the phenomenon of counting in another way, and this takes us to (2) and (3) as well.  Particularists who wish to defend these claims definitely need some argumentation.  For they claim, as so far presented anyway, that that there is no difference in principle between the function of the thick and the nonethical, and hence they are unable to account for counting and the thick’s special status.  It is highly tempting to conclude with generalists that this inability to accommodate the phenomenon of counting is a fatal flaw.  Hence, particularism seems either possibly uninviting or downright implausible depending on which claim particularists adopt.  And, one can see this challenge as part of generalism’s main motivation: generalists wish to capture the thought that there is something ethically important about justice that redness lacks.     


But in all this there is an important, preliminary thought to raise.  We need to understand exactly what the generalists above are asking for when they ask particularists to ‘explain’ the thick’s special status.  They themselves do not offer a metaphysical explanation of how thickness and invariable valence get into a nonethical world.  That is, they do not seek to explain why it is that these sets of nonethical features, rather than those sets, are ethical and why certain ethical features are ethically central.  Indeed, we can see that they can’t offer this sort of explanation anyway.  If we were to ask why thick features ethically count often, it appears that all that generalists could say is that they count often because they’re the features that have invariable valence, and that doesn’t seem like the right sort of explanation to the metaphysical question.   Instead, what the generalists mentioned are doing is assuming, correctly, that the thick has special status.  Then they offer a nice characterization of the thick that sits easily with it, namely that the thick has invariable valence.  (But note that this characterization is the very thing at issue between the two sides.)  And, as I’ve already said, the writers in MP motivate their characterization as a good one through the use of examples.  This reveals, then, exactly what the challenge is to particularists.  It would be unfair of generalists to expect particularists to offer a metaphysical explanation of why certain features become ethically central in the first place.  Rather, the thick’s special status is assumed to be a brute fact at the start and the Counting argument is best read as challenge concerning consistency or reconciliation: Can particularists account for the special status of the thick given their thoughts about variable valence?  Despite my present comments, I think that this is still a tough challenge.       


This preliminary thought will crop up again below.  For now we can concentrate on defusing the power of the Counting argument.  There are in fact two parts to it: (i) thick features always count ethically, and (ii) this is explained because they always count in the same direction.  I consider (ii) first (and mainly).  


Crisp notes briefly that particularism can accommodate a subtlety (36 n. 42) so far not mentioned.  We can mark a distinction between moderate and extreme particularism, and compare them with generalism.  Generalists claim that features never change valence.  Moderate particularists claim that it is possible that features can change valence, but features have default valences (or just ‘defaults’).  That is, a feature might have some same, invariable contribution it can make to a situation that will be made if no other features, by their presence or absence, alter the valence to neutral or turn its direction.
  (This is consistent with (1), (2) or (3): one says either (and only) that features with defaults are possible, or that, in fact, there are some.)  Extreme particularists claim that features can (or do) change ethical valence and that there are no defaults.  


How does this help to answer the Counting argument?  Moderate particularists can explain how it is that certain things, such as the killing of innocents, are likely often to be wrong-making: such things carry defaults.  So some features are such that their defaults have great strength, this being a function of what other features it takes to change the direction of their valence.  Similarly, some features, such as ‘its being Tuesday’, carry no defaults.  They hardly ever matter ethically, if they do at all.  Additionally, moderate particularists can explain how one can become committed to ethical causes.
  Cruelty has a default value of being wrong-making and hence it is often good to oppose it.  However, if one is a good particularist one will realize that there are likely to be a few situations where it is right-making, such as in Dancy’s example above.        


If things are so easy for particularists, why does Crisp allow that Dancy can accommodate defaults?  The reason, I think, is that if defaults are accommodated then this results in another problem.  Once one admits them then the temptation is to individuate features in such a way that the idea of a default drops out and, instead, features are seen to have invariable valence.  For example, imagine that feature p has the default of being right-making and it is right-making if q is absent.  However, if q is present then p is wrong-making.  So, it is tempting to individuate features such that we now see feature ‘p-absent-q’ as being always right-making, whilst ‘p-plus-q’ is seen as being always wrong-making.
  Thus, allowing for defaults turns particularists into generalists.  


How might particularists respond?  It is true that if one could individuate in the supposed manner then particularism looks dubious.  But it is not at all clear that one can individuate like this.  Instead of ‘p-absent-q’, one might think it likely that p is right-making only when all of the following conditions hold: q is absent, r is absent, s is absent (only supposing that t is also absent; if t is present then s has to be present also), both u and v are present, but not if either is missing.....and so on.  The thought is that there might be an infinite number of combinations of features that have to be present for p to be always right-making.  (To give a more concrete example, one might wish to say that justice is always right-making so long as one is being kind to those concerned as well.  But this might apply only if one is, in addition, not being condescending, not unduly pressurizing others into being kind or just...and so on.)  In order for generalism to work one has to be able to individuate features such that they - or the descriptions that pick them out if one prefers - are finite and not open-ended.  It makes no sense to say that ‘p-absent-q-absent-r...and so on’ is always right-making, since this is not a feature in the right sense.  We need to know how the ‘...and so on’ is to be filled in, what the exact conditions are that guarantee that p, the original feature, is right-making.    


The crux is this.  Generalists should not assume that only they can accommodate counting, that is reconcile this phenomenon with their conception of the thick, nor simply assume that there is a finite number of conditions.
  No argument is offered to support the latter claim in MP, but it is key.  


My main aim is only to show that this generalist argument is wanting.   However, one could add to the particularist case more positively and offer reasons for thinking that an infinite number of conditions are needed in order to guarantee what valence a feature will have.  Here is one such reason, although, again, this isn’t offered as a knock-down point to prove my case.  Imagine that we are comparing two situations, both involving cruelty, but where the cruelty in one is wrong-making whilst in the other it is not.  Situations can be cruel in many ways, if not in an infinite number of ways.  (Clearly in our set up there are two different tokens of cruelty as they are occurring in different situations, but they can certainly be the same type of feature.)  Why might there be an infinite number of ways in which a situation can be cruel?  We can safely assume that cruelty supervenes on many types of feature, both nonethical and thick maybe.  Importantly, for our purposes, it seems plausible to assume that there is an infinite number of features, of many different types, that can be combined to form the subvenient base of an instance of cruelty.  This itself doesn’t support the particularist point.  But we can now see that if there is an infinite number (or just a very, very large number) of ways in which features can come together to ‘form’ cruelty, it seems plausible to assume that there is an infinite number of connections which the features in the subvenient base can form with other (many, possibly infinite) features in the situation.  And these connections are the very things, the conditions, that affect whether or not cruelty is wrong-making.  So, to repeat, the general point against the generalist assumption is: in order to guarantee that a thick feature has a certain valence, an infinite number of conditions have to hold.  Even if not foolproof, this line of reasoning stands as something against which generalists will have to argue.    


We can follow, for a while, how the debate might proceed.  Generalists might respond as follows.  When specifying the conditions that need to be satisfied in order for kindness, say, to be right-making we use evaluative, ethical terms.  Such terms mask a nonethical complexity, perhaps an infinite complexity, for sure, but that itself does not mean that there has to be an infinite number of evaluative conditions included.  Indeed, there might need to be only a handful of evaluative conditions in order to guarantee kindness being right-making.  And, not only might such a state of affairs be the case, but it might well be possible for us, as judges, to pick out the patterns surrounding kindness and other such features that guarantee their valence.
  


I am unconvinced by this type of reply.  As it stands we have only an assumption that the evaluative riders will be finite and, indeed, small in number.  Indeed, although it is true that the evaluative, ethical terms might subsume some of the complexity of the nonethical, why shouldn’t we think that this will lead to there being an infinite complexity of conditions at the ethically thick level?  (And why assume that the only conditions that need to be specified are evaluative, ethical ones?  Why not a mix of ethical and nonethical?)  There seem to be too many assumptions involved here to give us reason to reject particularism. And remember, in all of this, that particularists are arguing only that there is no reason to assume that ethics has to be the way that generalists say it is.  Particularists are arguing only for the possibility (and coherence and plausibility) of a non-generalist alternative.  


Notice that what has been said here can be cast in a different way.  A distinction is often made by particularists between favourers and enablers.  Favourers are those features that favour acting one way or another, they are right- or wrong-making.  Enablers do not favour a course of action, but instead allow a favourer to play the role that it plays, they enable it to be right- or wrong-making.  For instance, in Dancy’s example above one might think that the consideration one has for the torturer is ‘enabled’ to be wrong-making because of the activities of the person to whom one is being considerate.  The distinction between favourers and enablers seems key to the debate surrounding particularism.  If one can isolate features in this way and distinguish favourers from enablers then it seems relatively easy to motivate the idea that the very same feature can play different roles in different circumstances.  However, one might think that the distinction is misguided.  After all, if one adds an enabler to a favourer to get a more informative favourer (‘consideration-of-the-needs-of-torturers’, say, rather than just ‘consideration’) then the general idea of features, at least important thick features, having variable valence looks implausible and unnecessary.  But from the thoughts above particularists can answer this challenge.  We can carve the features of any individual situation how we want.  Yet the whole debate is concerned with how we should carve features across situations.  One could carve things as ‘consideration-of-the-needs-of-torturers’.  But if the direction of thought here is correct, there is no reason, given yet anyhow, that shows that we can assume that there will be a ‘stopping place’ such that we can know how this particular feature will function across all situations.  The distinction between a favourer and an enabler can be carved anywhere, for any particular situation.  But, in addition, we might ask why we should go to the trouble of carving matters using such strange features.  Isn’t it better, because simpler, to distinguish (often) between features and enablers in more familiar terms – consideration, say, and the activities of the people towards whom one is kind.  Or, at least, it is consistent with ethical reasoning being non-capricious that we could carve like this and say that the distinction between favourers and enablers is, in many cases, a good one.    


We can leave that train of thought behind.  There are two other, interesting generalist lines of attack left open.  First, consider the opening particularist suggestion, which, in effect, was to claim that for any individual feature p, there is a finite, codifiable pattern specifying p’s valence.  We can think of this as being a reduction of the valence of p across all possible situations (which would probably come in three parts: what features have to be present, absent and the like in order to guarantee p as right-making; and similar reductions for p’s, ‘wrong-makingness’ and its ethical irrelevancy).  But instead of offering a reduction for each individual feature, why can’t we offer a reduction of the properties of ‘default right-makingness’, ‘default wrong-makingness’ and ‘default ethically irrelevant’ generally and in one fell swoop offer reductions of the valencies of all features - p, q, r, etc.?  This looks like an odd question, but think of the idea that (probably) lies behind it.  There are two types of ethical feature, those that have default valencies and those that do not.  What is so special about the first group and marks them out as those that should have defaults?  Don’t particularists owe us an explanation?  Earlier on I said that ‘defaultness’, to coin an ugly term, was a function of the other features to which it is connected, so presumably those features thought to have defaults are simply those that have the same type of valence in most cases.  But this doesn’t seem sufficient to mark out and explain the special nature of many thick features.  (And it means that the difference between moderate and extreme particularism is a difference of degree not of kind.)  

I offer two responses to this challenge.  We can tackle head on the idea that this sort of reduction is possible.  Given the remarks above about reductions for individual features, I’m pessimistic about the chances of a more ambitious general reduction of default right-makingness and the like.  What would this look like?  A simple-minded reduction might say that a feature has a default valence of right-makingness just so long as it satisfies an agent’s desires or interests.
  So, normally the feature of pain-avoidance has the default of right-makingness because most agents wish to avoid pain.  But in some cases a person is masochistic and has a desire for pain (and, let’s assume, this satisfies her interests as well). Hence, the fact that an action is painless is wrong-making.  My worry about this type of reduction is again concerned with idea of what and how many conditions will need to be specified in order to decide that a feature has a certain valence.  Recall that our main task, in producing a reduction, is to give an exhaustive list of all the conditions the guarantee what valence the original feature, p, will have in any and all possible situations.  The present suggestion is that we can reduce a lot of those conditions to one sort of thing – the desire of an agent, say.  But this still leaves open exactly what the conditions are when the feature’s default valence is defeated, as particularists allow it can be.  Again, from the thoughts above, there still might be an infinite number of conditions that need to be specified and, hence, reducing the defaultness doesn’t help.     

But, this first response might leave things wanting.  After all, what of the idea that there is something special about defaultness that particularists don’t really explain?  This takes us to the second, main response, which is to challenge whether this present line of generalist attack is fair in the first place.  I phrased the (possible) idea behind the generalist charge as, ‘What is so special about the first group that marks them out as those that should have defaults?’  But is this a fair question?  Recall my earlier comment regarding what the point of the Counting argument is.  It is unfair to ask particularists to explain what is so (metaphysically) special about certain ethical features which causes them to have defaults.  Instead they can simply take it is as brute fact that some features have default valencies.  In addition, I don’t see anything wrong in this debate with them taking it as a brute fact that defaults don’t have to be a function only of the connections that features have with other features. They can take it as accepted that what the features are themselves in some way contributes to their default valency.  The Counting argument is a challenge of consistency, and defaults have been introduced to show that particularists can reconcile the phenomenon of counting with variable valency.
  

Having dealt with the first line of generalist attack left open, we can move on to consider a second, which itself comes in two varieties.  The attack is to say that we are looking at things wrongly: we might wonder whether mopping the torturer’s brow, for example, is kind in the first place.  After all, particularists assume that it is in order to have a counter-example to generalism.  In one variety this line of attack is downright suspect: if generalists do no more to motivate the claim and merely assert that in this case brow-mopping isn’t kind then it seems to beg the question.  The point at issue is whether an action can be kind even though we are acting kindly towards people whose actions are bad in some way.  A second, better variety of attack might be to say that ‘kindness’ towards the torturer is not real kindness since we should ask what kindness ‘demands’ in this situation.  From a limited perspective it might be kind to mop the torturer’s brow, but from a wider or best perspective kindness demands that we give no concern to the torturer and concentrate our energies elsewhere.  Indeed it might well be unkind to mop the torturer’s brow.
  But, again, this reply might be less than convincing.  (Remember that particularists are claiming only that it would be kind to mop the torturer’s brow, not that it would be more kind than any other action in the circumstances.)  In order for this response to be convincing we need to distinguish it from the first, which is a mere assertion that in this case brow-mopping isn’t kind.  So we need to give some detailed account of what kindness says about brow-mopping across all possible situations.  But the lesson from above was that there was no reason to think that one could individuate features such that one could guarantee that a feature would be right-making across all possible situations.  Similarly, in this case, why assume that one can individuate features so as to guarantee whether or not they are kind?  This is particularly pertinent given that the generalists who would need to carry out this manoeuvre think of kindness as being always right-making.  (And, additionally, Crisp, McNaugthon and Rawling accept that nonethical features have variable valence.)  So, there is no reason for us to say that mopping the brow of the torturer is not, or could never be, kind.  To say otherwise seems to be motivated by a desire to save the overall theory, rather than for any good non-question-begging reason that considers how the situation might possibly be.   


So, having followed a few twists in a possible debate, we should conclude, here at least, that admitting defaults does not turn particularism into generalism, and that particularism offers a plausible account of ethical reasoning.  And whereas moderate particularists can accommodate the idea that some features count ethically more than others, extreme particularism offers nothing.  The extreme particularist just accepts that there is nothing significantly or interestingly different between certain thick features and nonethical features, only that it just so happens - it’s a statistical fluke - that in the past some thick features have been ethically important more times than most or all nonethical features.  One might agree with extreme particularists that looking for a significant difference and accommodating the phenomenon of counting is (again) just question begging because one assumes that phenomenon needs more than just a statistical explanation in the first place.  In brief response, it seems right that certain features are ethically more significant than others.  Indeed, if extreme particularists are anywhere near correct that there is no real difference, then they should be able to (at least attempt to) concoct an example where ‘its being Tuesday’ counts ethically.  It seems difficult to find any.
  Some general response of ‘who knows what ethical examples we have yet to imagine’ seems suspect.   


Moderate particularism might seem dubious because it looks like a version of generalism, but it is clear, from the above definition, that it is not.  And we can see how moderate particularism is preferable to its extreme cousin.  The latter position seems odd because it seems as if ethical valence, and being ethically significant in the first place, is a function only of the relations between features (including cases where there not being a relation is significant).  As I have pointed out, moderate particularism can allow, without threatening its particularist credentials, that what the features themselves are can affect their ethical valences and determine whether they are ethically significant.    


I discuss now the first idea involved in the Counting point: (i) thick features always count ethically.  Note that this is always count, not often count, the wording in the relevant quotations from the generalists above notwithstanding.  Generalists have to claim this.  They think that thick features count because they think that such features have invariable valence and that, crucially, such valence never ‘drops to zero’ (even if features might sometimes matter very weakly because of other features).
  But this claim of always counting seems simply wrong in the face of some examples.  The fact that it would be kind of me to mop the brow of the torturer does not give me any reason to act in this way (or, crucially, need not).  

Note that this argument against ‘always counting’ leads to an interesting result.  There seems to be a reason for particularists to adopt (2) or (3) and not adopt only (1) since there might well be features - in the core set of virtues and vices, remember - that change valence (in every possible world).  Of course, generalists, or particularists who wish to defend only (1), might allow that a thick feature’s valence can drop to zero, hence allowing them to say that such features often, but not always, count ethically.  But if they do this then their position might well be lost.  Presumably the only explanation for why a valence is ‘switched off’ is because of the other features present.  Once one has said this, what principled reason is stopping us from saying that other features can change the direction of the valence completely? 

3.
Conclusion

To conclude, then, one of the best ideas given in MP to support generalism about the thick is shown to offer less than conclusive proof.  Moderate particularism seems an attractive position.  Indeed, although it might initially offer support to (1), it might lead particularists to prefer (2) or (3) to (just) (1) given the last point about ‘always counting’.  Particularists who wish to defend only (1) need to travel back to an earlier point in the argument above and argue that despite all thick features (or the ones associated with the core set of virtues and vices) having invariable valence, this state of affairs is not necessary for ethical reasoning to have a rational structure.  

Note that moderate particularism is designed only to show that it is possible that a thick feature could ethically count often and have variable valence.  Generalists might fall back to the weaker position and claim that, still, most thick features function invariantly.  Whether this is true or not depends on a systematic examination of all thick features, something that I will not attempt here.
  

Endnotes

� Hooker and Little (2000).  Unless otherwise stated all page references are to this volume, indicated with author of essay.  


� See 136 (Dancy).


� See 131 (Dancy).  


� As Dancy does in his (1993).  


� See Ross (1930).


� See Williams (1985: 129, 140-145).  


� Scheffler (1987: §I) suggests something like this.


� See 38-40, 45 (Crisp), and n. 14 and 272-275 (McNaughton and Rawling).  Although there are two modal claims going on here – one concerning what has to be necessary for ethics to have a rational structure, and the nature of invariable valence across all possible worlds – I think it right to see the latter as supporting the main, former claim, and hence this is why (1) is formulated as it is.  (I will occasionally make reference to the other claim.)  I am grateful here to Crisp and McNaughton for clarifying their views in personal communication.


� See 261-262 (McNaughton and Rawling).


� One further clarification.  As McNaughton and Rawling note at 262, particularists can accept that cases defined trivially can have invariable valence.  For example, murder will always be wrong-making if murder is defined as ‘wrongful killing’.  The debate concerns whether features that are non-trivially defined can have invariable valence.  


� Note that if I was on the right lines with my earlier hints concerning thin concepts imparting some information and not having to be wholly evaluative, then the picture is more complex here: it suggests, paradoxically, that rightness could be a thin concept and not, necessarily, always be right-making.  If one did somehow support this idea (and one needn’t: one could say instead that thin concepts imparted some information but had invariable valence), then one might rephrase the thoughts in the text and say that we are interested in the relationship between thick concepts and pure evaluation.  I have no space here to pursue this idea as I have other targets.  However, the fundamental nature and interest of the debate is, I hope, clear.       


� An earlier discussion is to be found in Dancy (1995).  His main aim in that piece is to show that cognitivists about the thick need not assume certain ideas which noncognitivist Simon Blackburn attributes to them (see Blackburn (1992)).  The papers in MP are written by cognitivists and they make a number of new moves not considered by Dancy in this earlier piece.   


� This example comes from Dancy (1993: 61).


� Dancy (2001: 9).


� There are other anti-particularist papers in MP, and I cannot address them all.  However, I would like to mention the article in MP by Frank Jackson, Philip Pettit and Michael Smith (henceforth ‘JPS’).  Their position differs from that of Crisp, McNaughton and Rawling.  The latter writers seem to accept that the ethical is shapelessness with respect to the nonethical.  In other words, they accept that one cannot reduce or codify ethical features using wholly nonethical features, there is no nonethical pattern that connects all and only all of the kind situations, say.  The idea to support this, briefly, is that there is an infinite number of kind situations and they ‘outrun’ any finite nonethical characterization.  (For a classic discussion see McDowell (1981) and Blackburn (1981).  This idea of infinity will appear again later in the main text.  For a discussion about infinity and holism of feature valency see Holton (2002: n. 12).)  Hence these writers’ concentration on the relation between the thin and the thick.  They could still say that, when cashed out properly, the thin is shapeless with respect to its underlying base, assuming that they believe that the thin is a function of, or ‘made up of’, both invariably valent thick features and thick and nonethical features with variable valence.  However, in saying this it is highly likely that they will also say that the presence of some features with invariable valence in the underlying base makes the thin fairly shapely (to stretch the metaphor) with respect to that base.  In contrast, JPS think that both the thin and the thick are wholly shapeful with respect to nonethical features; one can nonethically codify the ethical.  


JPS’s argument, briefly, is as follows.  They correctly claim that our use of ethical terms to mark distinctions has to have some rationale.  These distinctions must be based either on (a) a difference in the nonethical features of situations or (b) the existence of Moorean sui generis ethical properties.  The dilemma, roughly, is that if one accepts (a) then one has accepted that kindness, say, can be reduced to a nonethical pattern, whereas if one accepts (b) then one has a metaphysically dubious theory.  JPS’s dilemma is misleading.  In brief response, particularists need not be committed to anything metaphysically odd, in the sense of assuming ethical features floating around in Platonic heaven.  Instead they claim that there is, as I call it, a conceptually sui generis property of kindness, ‘sui generis’ since this concept cannot be reduced to a nonethical pattern, even though particularists can claim, and normally do claim, that any particular instance of kindness is nothing but a collection of nonethical features.  This shows why (a) is not a tricky horn either. JPS claim that after a series of ethically right cases, where one lists the situations’ nonethical features, one will have latched onto a nonethical pattern of rightness.  (See their example (82-83) of a raft of statements comparing the heights of x and y where, after a while, one latches onto the pattern of ‘being shorter than’.)  But this establishes nothing since particularists can claim that what one has latched onto is the pattern of rightness, something that is conceptually sui generis.  Just because one has latched onto a pattern across kind situations that are assumed to be ‘made up’ of only nonethical features, it is another matter to say that this pattern can be characterized in wholly nonethical terms.  That’s the very debate at issue.  (Dancy (1999) argues something similar.)  Although the dilemma, as given, is bogus, JPS give one interesting thought in support of their reducibility thesis (89-90).  We are finite beings and have exposure to only a finite number of cases of kindness, yet we can, theoretically, extend this understanding across an infinite number of cases.  How is this possible unless we have latched onto a nonethical pattern in the kind examples?  This initially seems a nice challenge.  But, as Dancy (1999) points out, ideas familiar from work on connectionist models and Roschian prototypes show how concept acquisition generally, not just in ethics, is compatible with irreducibility.  Hence, JPS’s dilemma is unfair, and a thought that could be construed as independent of their dilemma provides, at most, debatable support.           


To place a marker about something to come in the main text, because of these worries I am suspicious of using JPS’s arguments to show that there is some (nonethical?) pattern in the ‘defaultness’ of default features that allows for some form of reduction.      


� See Dancy (1993: 230) and Dancy (ms: Part III, 42ff).  Perhaps something like this notion is also at work in Kagan (1988: 30).


� See 157-178 (Bakhurst) for a discussion of commitment. 


� We are unconcerned here with ‘p-absent-q’ being trivially wrong-making, say.  We are concerned with the existence and importance of non-trivial cases.  (Incidentally, Dancy’s acceptance of defaults in his (1993: 229-230) seems to discuss only trivial cases and Crisp, discussing Dancy’s comments, seems thus to make the same mistake.  However, Dancy informs me in private correspondence that in his forthcoming book on particularism defaults will play a prominent role and that he is tempted by the idea of allowing for non-trivial defaults.)


� McNaughton and Rawling make this latter assumption, 269-270.


� This was suggested to me by McNaughton.  See also the examples from his and Rawling’s paper at 268-272. 


� This example controversially indexes rightness to individual agents, but it allows us to think about the relevant points.   


� Of course, radical generalists such as JPS could challenge both particularists and generalists about the thick.  They could ask why the ethical can’t be reduced to the nonethical and, recalling my earlier comments, ask why one can’t offer a metaphysical explanation of why it is that these sets of nonethical features, as opposed to those, are ethically special.  This links to a wider issue of explaining why the ethical supervenes on the nonethical.  In note 15 I have already indicated why I think JPS’s position is dubious, and pursuing this debate and that of ethical supervenience is outside the remit of this paper.  (I am interested here in how particularists can respond to generalists who, unlike JPS, agree that the ethical is irreducible to the nonethical, and agree that there are some features – all nonethical and a few thick – that have variable valence.)  However, two points about JPS’s position.  (i) First, note that ‘defaultness’ is not strictly an ethical feature.  Rather it is a property of the valencies that ethical features have (it is a way of talking about type of valence).  It is unclear what we would be reducing, and whether a straightforward ethical to nonethical reduction is required, although, I’m sure that JPS would wish to bring defaultness under their reductionist plan.  (ii) Carrying on, if Crisp, McNaughton and Rawling were to try to reduce defaultness in the manner suggested, then this might leave them open to JPS’s wish to reduce everything ethical, and everything connected with the ethical, to the nonethical.  Given their commitment to the irreducibility of the ethical, I’m sure that this is something that Crisp, McNaughton and Rawling would try to resist.  


� This style of explanation might be what Crisp has in mind, in a different case, at 45. 


� Such an example would have to depend on there being something special about Tuesdays in particular as opposed to, say, Wednesdays.  We could easily imagine an example where doing something on a certain day of the week, for example keeping a promise, had ethical import.  What we want is an example where ‘its being Tuesday’ itself matters.   


� From 263 (McNaughton and Rawling).


� Versions of this paper were presented at research seminars at Bristol and Cardiff, and I am grateful to those who discussed it with me.  I am particularly grateful to the following for comments on earlier drafts: Chris Bertram, Tim Chappell, Roger Crisp, Jonathan Dancy, Patrick Greenough, David McNaughton, Andrew Pyle and an anonymous referee.  





