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Abstract
It seems natural to think that Carnapian explication and experimental philosophy can go hand in hand. But what exactly explicators can gain from the data provided by experimental philosophers remains controversial. According to an influential proposal by Shepherd and Justus, explicators should use experimental data in the process of ‘explication preparation’. Against this proposal, Mark Pinder has recently suggested that experimental data can directly assist an explicator’s search for fruitful replacements of the explicandum. In developing his argument, he also proposes a novel aspect of what makes a concept fruitful, namely, that it is taken up by the relevant community. In this paper, I defend explication preparation against Pinder’s objections and argue that his uptake proposal conflates theoretical and practical success conditions of explications. Furthermore, I argue that Pinder’s suggested experimental procedure needs substantial revision. I end by distinguishing two kinds of explication projects, and showing how experimental philosophy can contribute to each of them.
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Carnapian Explications, Experimental Philosophy, and Fruitful Concepts

1	Introduction
Carnapian explications and experimental philosophy currently receive a lot attention. Although in different respects, advocates of both of them target the adequacy of the traditional philosophical mainstream. But how are the two connected? And in particular, does experimental philosophy have a special role to play in the method of explication? In a recent article in Ratio, Mark Pinder has addressed these questions.[footnoteRef:1] A major goal of his interesting paper is to show that the connection between experimental philosophy (short: x-phi) and explications has so far been misconstrued. Whereas Shepherd and Justus (2015) argued that x-phi helps primarily in what they call ‘explication preparation’, i.e., in getting a better grip on the explicandum, Pinder claims instead that the data provided by x-phi have direct bearings on the explicatum. In developing his argument, Pinder suggests a new account of what Carnap calls the ‘fruitfulness’ of a concept. On this account, for a concept to count as fruitful, it is sometimes necessary that it is taken up, or likely to be taken up, by the relevant scientific community. According to Pinder, the uptake criterion can be tested through the method of x-phi by asking people how well the explicatum captures the key features of the explicandum. [1:  See Pinder (2017a).] 

The goal of this paper is threefold: Firstly, it aims to defend explication preparation against Pinder’s criticism. As I will argue below, the procedure outlined by Shepherd and Justus provides the explicator with important information about how to explicate a given concept, and thus has direct bearings on her choice of a suitable explicatum. Secondly, I will argue that the uptake account is beset with problems of its own. For one, thinking of fruitfulness in terms of uptake conflates what I call ‘theoretical’ and ‘practical’ success conditions of explications. For another, even if uptake were to count towards the fruitfulness of concepts, Pinder’s suggested x-phi mechanism would still fail to provide an adequate empirical test of whether this criterion is satisfied in a given instance. Lastly, I aim to show how a modified version of the uptake account, which takes uptake to be a reliable indicator instead of a constituent of fruitfulness, paves the way for an experimental contribution to the method of explication.
Here, then, is the plan for the rest of the paper. Section 2 summarizes the essential elements of Pinder’s view. Section 3 defends the method of explication preparation against the objections raised by Pinder. Section 4 raises objections against the idea of uptake being a criterion of fruitfulness. Finally, section 5 scrutinizes whether and how the uptake of a concept can be tested via x-phi. This section ends with some partly conciliatory remarks about the relation between explication and x-phi, which draw on the results of the foregoing sections.
 2	Pinder on explication and experimental philosophy
Let us begin with Carnapian explications. In the introduction to his Logical Foundations of Probability (1950), Carnap briefly sketches the kind of method he takes himself to employ in the rest of the book. In his own words, the crucial idea behind this method is to “transform[…] a given more or less inexact concept into an exact one or, rather, [to replace] the first by the second” (Carnap 1971 [1950], 3). The name of this method is explication; the term to be explicated is the explicandum, the suggested replacement is the explicatum. Carnap suggests a total of four criteria for successful explications: the explicatum has to be i) similar to the explicandum, ii) more exact than the explicandum, iii) fruitful, and iv) simple.
A lot can be said about how to understand these criteria.[footnoteRef:2] For our purposes, it will suffice to say a few things about fruitfulness. According to Carnap, “a fruitful concept [is one that is] useful for the formulation of many universal statements (empirical laws in the case of a nonlogical concept, logical theorems in the case of a logical concept)” (Carnap 1971 [1950], 7). However, this is too narrow as a construal of fruitfulness, in particular with respect to philosophy. For some purposes, formulating either empirical laws or logical theorems is not what really matters – just think of typical philosophical inquiries, e.g., into the nature of justice or knowledge. A number of alternative ways of understanding fruitfulness have been offered by various commentators (see e.g. Kitcher 2008 and Dutilh Novaes & Reck 2017). Pinder suggests, and I think plausibly, that there is not a single criterion of fruitfulness, but rather a cluster of criteria, not all of which have to be satisfied in a given instance.  [2:  See e.g. Brun (2016), Brun (forthcoming), Carus (2007), Dutilh Novaes and Reck (2017), Hanna (1968), Justus (2012), Maher (2007), and Pinder (2017b) for commentaries.] 

More recently, philosophers began to explore the relation between the method of explication and x-phi.[footnoteRef:3] According to Shepherd and Justus, the role of x-phi in explication is mainly preparatory. Carnap himself suggests that the construction of an explicatum is to be preceded by an informal characterization of the explicandum (Carnap 1971 [1950], 4). But if this characterization is not to be based on subjective intuitions about the concept in question – which x-phi suggests to be unreliable – then an empirical method for scrutinizing explicanda is very much needed. And it is here that Shepherd and Justus think x-phi can make a valuable contribution to explication: [3:  Apart from Pinder (2017a), see also Shepherd and Justus (2015) and Schupbach (2015).] 

With its insistence on using scientific methods to analyze empirical sources of information about concepts, x-phi complements Carnap’s … data-driven methodology and embodies a key element in a defensible contemporary alternative to traditional conceptual analysis. X-phi has an especially valuable role to play in explication preparation (EP). Explicandum clarification, for example, is best achieved through empirically rigorous studies of the kind experimental philosophers conduct. (Shepherd and Justus 2015, 390)
Pinder criticizes Shepherd and Justus on two separate grounds: firstly, he claims that the authors fail to provide a comprehensible mechanism of how x-phi contributes to EP, and secondly, he claims that, regardless of how one fleshes out its details, EP is of little relevance to the process of explication anyway.
How could x-phi contribute to EP? Pinder sketches two alternatives of what Shepherd and Justus might have in mind here. According to the first mechanism, the explicator uses x-phi to evaluate the intuitive content of the explicandum with respect to the four criteria mentioned by Carnap (similarity, exactness, fruitfulness, simplicity). Pinder rejects this idea as it misconstrues the procedure of explication: “explication does not involve the evaluation of the intuitive content of an explicandum to determine which aspects of that content should be kept and which aspects discarded” (Pinder 2017a, 449). Instead, to explicate a concept is to construct a novel concept, the explicatum, and to make sure that this concept scores high on Carnap’s four criteria.
According to the second mechanism, the explicator uses x-phi to get knowledge about the defects of the explicandum, such as vagueness, pluralism, certain biases, etc., which she may then try to avoid when constructing a suitable explicatum. However, Pinder thinks that this contribution of x-phi would be “of little value” (ibid.), because the more serious pitfalls of explicating do not come to light by reflecting on the explicandum: “The principal pitfalls facing the explication will typically be theoretical, and are most likely to come to light through a thorough understanding of the theoretical terrain” (ibid.).
	Against this backdrop, Pinder aims to identify a new, and allegedly more significant, role for x-phi in the process of explicating. The account he offers is best described as involving two steps, the first of which is to provide a novel suggestion of what fruitfulness amounts to, the second is to show how x-phi can be brought to bear on fruitfulness, so construed. As noted above, Pinder holds that there is unlikely to be one single criterion of fruitfulness that applies to any given case. Instead, he endorses what we might call a ‘cluster view’ of fruitfulness, according to which there are many different factors which contribute to the overall fruitfulness of concepts, some of which may or may not be present in a given case. Pinder claims that one of the elements in the cluster is uptake: 
uptake can be a contributing factor to the overall fruitfulness of an explicatum. That is, one way an explicatum might be more fruitful than another is if, all else being equal, the former but not the latter is adopted by the relevant theoretical community as a replacement for the explicandum in question (Pinder 2017a, 453).
Pinder gives the following clarifications. Firstly, the suggested criterion allows for at least two different readings: according to the first, what matters is the actual uptake of a concept by the relevant community; according to the second, it is that the concept is likely to be taken up by the relevant community. For the purposes at hand, Pinder leaves open which of the two is his preferred reading. Secondly, Pinder explains that what counts as ‘the relevant theoretical community’ is determined by the context and purposes of explication. If you explicate a concept for the purpose of biology, then your relevant theoretical community is that of biologists. Third, uptake is not meant to be a sufficient criterion of fruitfulness. In any given case, uptake contributes to fruitfulness, but other factors are relevant to determine whether or not a given concept can really be said to be fruitful. However, Pinder is “open to the possibility” (ibid., 455) that uptake is sometimes necessary for the overall fruitfulness of a concept.
	His argument for why uptake should be taken as an important contributing factor to fruitfulness goes as follows: in the abstract, it is natural to think that whatever fruitfulness amounts to, a fruitful explicatum should be such that its introduction directly facilitates or contributes to making progress in the relevant theoretical inquiries. This is true of Carnap’s original view of fruitfulness, according to which an explicatum is fruitful to the degree that it features in many empirical laws or logical theorems; it is also true of Kitcher’s preferred criterion, according to which a fruitful concept provides us with “answers to significant questions” (Kitcher 2008, 115); and it is true of Dutilh-Novaes and Reck’s reading of fruitfulness, according to which fruitful concepts “deliver[…] ‘results’ that could not be delivered otherwise“ (Dutilh Novaes and Reck 2017, 205–6). By the same token, Pinder argues, if a concept is taken up by a theoretical community, this will also directly facilitate making progress in the inquiries which are conducted by this community. This is because standardizing conceptual frameworks is one hallmark of what Kuhn calls a ‘mature science’, and because it can generate new forms of collective knowledge.[footnoteRef:4] [4:  More on this below, see section 4.] 

	Finally, how does x-phi contribute to fruitfulness, so construed? According to Pinder,
[i]t should be immediately clear that, construing fruitfulness in this way, experimentation could play an important role in the construction of fruitful explicata. The reason is that determining the conditions under which various communities adopt a given explicatum is an empirical matter. To understand the social, political, psychological, theoretical and other factors that contribute to whether an explicatum is adopted, we will likely require a significant amount of data. (Pinder 2017a, 457)
Pinder admits that the kind of empirical data required for this task is not that typically delivered by x-phi – instead, we will need disciplines such as social science, psychology and cognitive science to make serious progress on these issues. Nonetheless, Pinder thinks that x-phi “would likely have an important role in the present picture”, for the following reason:
[O]ne factor that is likely to be relevant to whether an explicatum is adopted by a community is how well the individuals in that community take the explicatum to capture the central features of the explicandum, and how well they take it to capture the explicandum’s key connections to other concepts. If most theorists within a given community think that the explicatum fails to capture the central features of the explicandum, and fails to preserve its key connections to other concepts, then the community will likely reject the explication – that is, the explicatum will likely not be adopted in place of the explicandum. (ibid., 458)
This, then, concludes Pinder’s criticism of EP, his account of fruitfulness and x-phi’s bearings on it. If he is right, then the contribution of x-phi to the method of explication is not exhausted, and even misconstrued, by explication preparation. Instead, x-phi may bear directly on the construction of fruitful explicata, arguably a more significant and difficult aspect of the overall method. 
[bookmark: _Hlk518558420]3	In defense of explication preparation
With Pinder’s views on the table, let me now present my reasons for rejecting them. But in order to bring out the points of disagreement more clearly, let me first say where I tend to agree with him. I agree that x-phi has an important role to play in the method of explication, and that more should be done to identify what exactly this role is. I also agree that it would be good to have a clear conception of how the data provided by x-phi can be directly brought to bear on the construction of an explicatum, instead of merely helping us to characterize the explicandum. Moreover, I agree that fruitfulness is plausibly determined by a cluster of criteria, not all of which need to be relevant to a given case.
	But here is where I disagree. Firstly, I don’t think that the mechanism which Shepherd and Justus provide for how x-phi contributes to explication is either unclear or irrelevant.  Secondly, even though I tend to agree that fruitfulness is a cluster of criteria, I don’t think that uptake is one of them. Lastly, even if uptake were to contribute to fruitfulness, I don’t believe that the mechanism offered by Pinder does much to illuminate how x-phi can be of help here. In this section, I will argue for the first point; the second and third points will be tackled in the following sections.
	Pinder says that the role of x-phi in EP could either be to test the explicandum with respect to the criteria listed by Carnap, or to become aware of the kind of pitfalls that explicators aim to avoid when constructing an explicatum. According to him, the first disjunct rests on a misunderstanding of the procedure of explication, as this does not actually involve testing the explicandum’s score on Carnap’s criteria; the second delivers only irrelevant results, as the major pitfalls do not typically stem from prior evaluation of the explicandum, but rather from knowledge of the theoretical domain one is constructing the explicatum for. I believe that both of these claims are mistaken.
For one, it is necessary to test the explicandum with respect to Carnap’s criteria. This is because evaluating whether an explicatum is worthwhile crucially involves a comparison with the explicandum. The idea is not that a given explicatum should replace the explicandum whenever the former is exact, fruitful and simple; rather, the explicatum should replace the explicandum where the former is more exact, more fruitful, and simpler than the explicandum (or, if tradeoffs are made, where the explicatum’s overall score on these criteria is higher than that of the explicandum). Without such a comparison, an explicator’s claim to replace an explicandum will never be justified, as she will not be able to make sure that the suggested replacement is an improvement of the status quo. For this simple reason, evaluating the explicandum’s score on Carnap’s four criteria constitutes an important element of any given explication.
	Secondly, and relatedly, prior knowledge of the pitfalls of a given explicandum, such as difficult borderline cases or inconsistency, not only helps the explicator to avoid these deficiencies when constructing an explicatum – in many cases, it is precisely this knowledge that motivates the explication in the first place. For instance, when Kevin Scharp (2007, 2013) suggests to replace our ordinary concept TRUTH with the two concepts ASCENDING TRUTH and DESCENDING TRUTH, his observation that TRUTH is an inconsistent concept (because it leads to semantic paradoxes such as the liar sentence) serves as his key motivation. Similarly, when David Fassio and Robin McKenna (2015) argue for a revision of our concept of knowledge, their resulting view is based on their claim that our ordinary concept of knowledge involves platitudes which lead to inconsistent judgements. The same is true of Haslanger’s ameliorative analyses of race and gender concepts. According to her, everyday gender vocabulary is “notoriously vague”, it’s “individual conceptions and linguistic usage varies widely”, and, therefore, is not “well-suited to the theoretical task at hand” (Haslanger 2000, 34). Many, or even most, revisionary projects in philosophy start from the observation that our current concepts are deficient in one way or another, and it is only then suggested to revise these concepts precisely because this is seen as a way of overcoming these deficiencies. This kind of procedure crucially involves an assessment of the explicandum.
Scrutinizing the explicandum thus constitutes an important element of explication. One consequence of this view is that ‘explication preparation’ turns out to be a much richer notion than Pinder suggests, as it is not exhausted by merely identifying the concept one aims to explicate. It also involves an assessment of the concept’s ‘quality’ – whether it exhibits general semantic deficiencies such as incoherence, vagueness, or pluralism, or whether it is adequate with respect to the specific theoretical goals at issue. Therefore, the question that needs to be settled is the following: does x-phi provide us with a useful contribution to EP, so construed? I believe that the answer is ‘yes’. Let me illustrate this by taking a closer look at Fassio and McKenna’s suggested revision of ‘knowledge’.
According to the authors, our actual concept of knowledge is governed by the following two principles (among others):
(Parity of Evidence Principle) If two subjects S and S* have the same evidence for some proposition p, S is in a position to know p iff S* is in a position to know p.
(Knowledge–Action Principle) It is rational for S to treat p as a reason for action iff S knows p. 
Fassio and McKenna argue that these principles are inconsistent, for the following reason: In low stakes scenarios, a lesser amount of evidence suffices for rationally treating a proposition as a reason for acting than in high stakes scenarios. If this is right, then, according to (Knowledge–Action Principle), whether a belief counts as knowledge may vary with non-epistemic factors – which directly contradicts (Parity of Evidence Principle). Fassio and McKenna conclude that in order to restore consistency, one of the principles has to go. For certain theoretical and practical reasons, they decide that keeping (Knowledge–Action Principle) is more important than (Parity of Evidence Principle) and so they settle for an explicatum along the lines of subject-sensitive invariantism.
	Note that this whole argument is based on the observation that (Parity of Evidence Principle) and (Knowledge–Action Principle) actually govern our concept of knowledge. This is a fairly substantial and controversial assumption. Typically, invariantists deny that (Knowledge–Action Principle) governs our concept of knowledge, but accept that (Parity of Evidence Principle) does. Subject-sensitive invariantists, on the other hand, deny (Parity of Evidence Principle) but accept (Knowledge–Action Principle). For this reason, both of the competing parties are likely to object against Fassio and McKenna’s proposal. In response, Fassio and McKenna would have to provide evidence that both principles do govern our actual concept of knowledge. And here, I think, it is straightforward to see how the positive x-phi program could be of help: it’s questionnaire-based method is designed to provide exactly the kind of data needed to settle the question at issue. So even though Fassio and McKenna do not make explicit reference to x-phi, their arguments could be much stronger if they did. The same applies, mutatis mutandis, to other cases of allegedly inconsistent concepts, and perhaps to other varieties of conceptual deficiency as well. Therefore, explication preparation plays an important role in the method of explication, and x-phi can make a useful contribution to it.
4	Against uptake as a criterion of fruitfulness
Next, let us take a closer look at Pinder’s suggested criterion of fruitfulness, namely uptake. As I said, Pinder leaves open whether this criterion tracks the actual uptake of a concept or the likelihood thereof. For the purposes of this section, it won’t be necessary to decide between the two. Furthermore, notice that Pinder acknowledges that uptake is hardly ever sufficient for fruitfulness. Uptake is to be understood as one contributing factor to fruitfulness among others, and as such it may be overridden by the others. Pinder’s idea is that what determines whether a given concept is fruitful varies between contexts. Some contexts, Pinder claims, are such that the uptake of a concept constitutes an important – and perhaps necessary – contributing factor to its overall fruitfulness. In this section, I will do two things. Firstly, I will offer some positive reasons for separating uptake from fruitfulness. After that, I will critically discuss Pinder’s arguments to the contrary.
As I see it, the uptake account of fruitfulness conflates what we might call the practical and the theoretical success conditions of conceptual engineering projects.[footnoteRef:5] Conceptual engineering projects can fail in two different ways. One way to fail is if the suggested conceptual revision (or: the explicatum) is not as beneficial to our overall theoretical purposes as we thought. To give a quick fictional example, suppose a group thinks that a certain novel biological classification allows for an interesting set of universal statements, but it turns out that it doesn’t, for upon scrutiny the novel classification is actually arbitrary or gerrymandered. Another way for a conceptual engineering project to fail is if the suggested conceptual revision is not adopted by the relevant community. In general, which concepts we do use is often influenced by factors which have nothing to do with whether we should use them – many of them are inherited from pre-scientific times, are entrenched with long-overturned ideologies, or even show the marks of racism and sexism. Our verbal and conceptual behavior is sensitive to biases, to fashions, and other epistemically irrelevant factors. In all likelihood, even professional scientists will often not use the concepts they should use, even when they are offered to them. [5:  Like many authors, I regard explications as a special case of the more general method nowadays known as conceptual engineering (see e.g. Brun 2016 and Cappelen 2018).] 

It is natural to say that fruitfulness constitutes (one of) the theoretical success condition(s) of conceptual engineering, whereas uptake tracks the practical success condition. In other words, fruitfulness tells us when a concept is such that if people were to use it, they would make epistemic progress, and uptake tells us whether people are actually ready to use the concepts they should use. If one’s goal is to make actual progress in a given domain, both success conditions matter. Concepts which pass the test of fruitfulness, but fail to exhibit the signs of uptake, have a high chance of never leaving the ivory tower. Concepts which do well on uptake but fail to be fruitful have a high chance of being implemented, but implementing them does not change things for the better.
Even if you believe that in order to do conceptual engineering well, you need to pay attention to both practical and theoretical standards, you are well advised to keep them separate. This is because the kind of factors which determine whether a concept meets the theoretical success condition are usually very different from the kind of factors which determine whether it meets the practical one. What matters for theoretical success are broadly epistemic factors: whether the concept in question allows us to make useful and novel distinctions, whether it allows us to secure the progress we already have made, whether it allows us to view a matter in a new and interesting light, etc. What matters for practical success, on the other hand, are psychological and sociological factors: whether the concept triggers positive reactions, whether it ‘sticks’ to people’s minds, whether the people advocating it have enough influence or political power to make it spread, etc. Given that these factors are typically very different, investigations into them take different forms. Evaluating theoretical success is often an issue for philosophers of science or for the philosophically-minded subgroup of the theoretical community in which the concept is used. Evaluating practical success, on the other hand, will typically be a matter of social psychology and sociology.
Conflating the practical and theoretical success conditions, as Pinder does, has strange consequences. For if uptake is regarded as a contributing factor to fruitfulness, then concepts which have a high probability of being taken up in virtue of epistemically irrelevant factors will turn out to be fruitful – even where these factors include things like biases, racism, sexism, political power, or the like. On Pinder’s criterion, a concept may turn out to be more fruitful than another simply because the community favoring it has more political power than those who favor other concepts. Likewise, in implicitly racist communities, a racist concept could turn out to be more likely to be taken up than its non-racist alternatives, so – all other things being equal – Pinder’s criterion makes it the more fruitful one.[footnoteRef:6] Of course, Pinder merely claims that uptake is sometimes necessary for fruitfulness, so listing a number of bad cases won’t rule out that there are also good cases, i.e., cases where uptake and fruitfulness do go together. But even in good cases, it seems to me that fruitful concepts are not fruitful because of the probability of being taken up. It is the other way around: in good cases, concepts are taken up because they are fruitful. [6:  Depending on your notion of fruitfulness, you might think that morally bad consequences do not speak against the fruitfulness of a concept (this partly depends on whether you think that theoretical goals are informed by practical goals, cf. Haslanger 2000 and Haslanger forthcoming). But even so, we surely don’t want to say that a concept can be fruitful because of such consequences. This, however, is what I take the uptake account to imply. In a racist community, an implicitly or explicitly racist concept is more likely to be taken up, and thus can be more fruitful, precisely because of its racist meaning or connotations. Thanks to an anonymous reviewer for pushing me to clarify this.] 

Let us now turn to why, according to Pinder, we should nevertheless think of uptake as a criterion of fruitfulness. He gives three independent arguments. Firstly, theorists often intend their suggested explicata to be adopted by the relevant theoretical community, so if we want to take their intentions seriously, we should allow uptake to count towards fruitfulness (Pinder 2017a, 456). However, using the distinction between theoretical and practical success conditions above, it is easy to see that this does not give us sufficient reason to regard uptake as contributing to fruitfulness. As I said, in order to make actual progress in a given domain, both theoretical and practical considerations matter, and the argument just sketched does not give us any reason to regard uptake as a contributor to the theoretical ones. Taking theorist’s intentions seriously in the way suggested by Pinder is therefore fully compatible with uptake being among the practical success conditions of explications or conceptual engineering more broadly.
The second reason Pinder gives rests on Kuhn’s (1962) distinction between mature and immature science. According to Kuhn, mature science requires a consensus on exemplars of good theoretical practice, which cannot be had without shared theories and metaphysical presuppositions. These, in turn, require there to be a standardized conceptual framework within the relevant community – something that is directly facilitated by uptake. In effect, then, the idea is to show that uptake is necessarily required by something of epistemic value, namely the existence of a mature science, which in turn confers value to uptake. 
[bookmark: _Hlk527806234][bookmark: _Hlk527720410]I think that this argument fails for the simple reason that its underlying pattern is invalid: if A has a certain kind of value, and A requires B, it doesn’t follow that B therefore has the same kind of value, too. To witness, making correct moral judgements is morally good, and doing it sometimes requires you to think hard about a certain issue, but thinking hard about an issue does not have moral value. (You also have to think hard about an issue if your goal is to kill people.) As Kant famously put it, “understanding, wit, judgment and the like…are undoubtedly good and desirable for many purposes, but they can also be extremely evil and harmful if the will which is to make use of these gifts of nature…is not good” (Gregor and Korsgaard 2008, 7).  I think what Kant says about the relation between a good will and ‘talents of the mind’ (ibid.) is, to some extent, analogous to the relation between fruitfulness and uptake. As long as a concept is fruitful, its being taken up by the relevant theoretical community is a good thing; if it is not, then it isn’t.[footnoteRef:7] [7:  One disanalogy between the Kant passage and our current topic is that Kant doesn’t think that a good will necessarily requires any talents of the mind. However, I see no reason why he couldn’t run essentially the same argument if he did. It would still be the case that talents of the mind can be put to immoral use.	] 

[bookmark: _Hlk527806529]According to Pinder’s third argument, standardized conceptual frameworks are good because they lead to social epistemic benefits. This holds for two reasons: Firstly, because they help us to “communicate successfully about [a] subject matter with greater reliability, facilitating the sharing of theoretical knowledge through testimony and collaborative inquiry” (Pinder 2017a, 457). And secondly, because, even in the absence of a communicative practice, for a group to have a shared set of concepts seems to be a precondition for the ascription of collective knowledge to that group (ibid.).
Let me focus on the first part of the argument first. Again, I think that this argument merely shows that, to the degree that a concept is fruitful already, its uptake can have positive consequences. This is fully compatible with the view that uptake should be regarded as a practical success condition, for which I have given independent arguments above. The sharing of knowledge is valuable only to the degree that it is interesting or significant knowledge, which partly depends on whether the concepts used therein track interesting or significant phenomena. In other words, whether a given piece of knowledge is interesting (and thus worth sharing) depends on whether its constituent concepts are fruitful. If they are not, then sharing the knowledge in question is not epistemically valuable for a community. Suppose, for instance, the IAU had introduced a very vague and obscure concept of planet. Sharing the kind of knowledge that this concept features in would not count as an epistemic benefit – especially if one takes into account that adopting this new concept of planet requires you to drop the old concept of planet, which might have featured in more interesting and significant knowledge than the new one.
[bookmark: _Hlk527807342]A similar point can be made with respect to the second half of the argument. New group knowledge is valuable only to the degree that it is interesting or significant, which in turn depends on the fruitfulness of its constituent concepts. If the shared concepts aren’t fruitful, then it would be better if there were no collective knowledge of this kind. Heaps of interesting and significant individual knowledge are better than heaps of uninteresting and insignificant collective knowledge. So again, it seems that the value of uptake is contingent upon other values.
	All of this shows that uptake cannot be ‘put on the same list’ as the fruitfulness criteria offered by Carnap and his commentators. Rather, it seems that uptake is valuable only to the extent that these other (and potentially more) criteria are met. This is exactly what I meant to capture by the distinction between theoretical and practical success conditions. If an explicatum meets the theoretical success condition, but not the practical one, then it will never leave the ivory tower and therefore cannot do the goods envisaged by its inventor; if an explicatum fails to meet the theoretical success condition but meets the practical one, then it will be implemented, but implementing it will not change things for the better. It thus seems that Pinder’s uptake criterion counts towards the practical success condition rather than the theoretical one and should therefore not be regarded as a contributor to a concept’s fruitfulness.
5	X-phi and fruitful concepts
In this final section, I would like to pay closer attention to Pinder’s suggestion of how x-phi contributes to the assessment of fruitfulness. For the sake of the argument, I will grant that there is a close connection between fruitfulness and uptake. With this assumption in place, the important task for empirical work on fruitfulness is to collect data relevant for assessing whether a given explicatum will be picked up by the relevant scientific community. Undoubtedly, there are a variety of disciplines which can contribute to the collection of such data. For example, psychology may teach us why certain words or concepts ‘stick’ to our minds while others don’t, and sociology may illuminate how buzzwords are created and why they spread. But it is difficult to see how the standard questionnaire-based method of x-phi could be of help here.[footnoteRef:8] Pinder, who anticipates this kind of worry, suggests using x-phi to check whether members of the relevant scientific community “take the explicatum to capture the central features of the explicandum, and how well they take it to capture the explicandum’s key connections to other concepts” (ibid., 458). If the scientific community thinks that the explicatum captures the central features of the explicandum and most of its key connections to other concepts, then chances are good that the explicatum will be taken up by them. [8:  Note that by now, other methods have been used in x-phi as well. See e.g. Sytsma & Livengood (2016) and Machery & O’Neill (2014).] 

	Here is what I find puzzling about this proposal: asking people whether a given explicatum captures the central features of the explicandum completely ignores which of these features are worth keeping. A community could agree that an explicatum C* captures all or most of the central features of C but still think that C* doesn’t contribute much to their theoretical goals, and therefore reject it as an explicatum of C. Suppose, for instance, we would have a survey around feminists and asked them whether they believed that Haslanger’s suggested concept of WOMAN captures most of the central features of our ordinary concept of WOMAN. Presumably, the answer would be ‘no’. A concept along the lines of FEMALE HUMAN BEING would probably be taken to be much closer to our ordinary concept of WOMAN. So, by Pinder’s lights, this indicates that FEMALE HUMAN BEING is more likely to be taken up by feminist philosophers, which in turn shows that this is the more fruitful concept of the two. But this is clearly false. That people think that a given explicatum deviates from the central features of the concept they have been using so far doesn’t imply that they are not willing to take it on board, and much less that it is not fruitful. 
	Strangely, according to Pinder’s proposal, the explicatum with the highest degree of similarity concerning the explicandum’s central features turns out to be the most fruitful. Taken to the extreme, this just means that we should always take the explicandum itself to be the most fruitful explicatum – there is no concept which better captures the central features of C than C itself.[footnoteRef:9] The problem is that Pinder’s proposal leaves no room for assessing whether people would be willing to pick up an explicatum even though, or precisely because, it deviates from the explicandum with respect to some of its central features and its connections to other concepts. In fact, Pinder’s proposal seems to fit much better to a conservative rather than a revisionary method, as its key function is to assess whether a given concept preserves the features of its predecessor rather than to evaluate its differences. And even though it is true that explicata are constrained by their similarity with the explicanda, we should not forget that the whole point of the method of explication is to replace the explicanda by better, i.e., more exact and more fruitful, explicata. The mechanism provided by Pinder therefore fails to capture what explications really are about. [9:  To be fair, it is surely not Pinder’s view that for every concept C, C is the best explicatum of C. I do not mean to suggest this. The problem is rather that it is difficult to see why the suggested x-phi mechanism does not have this consequence. One way to avoid this consequence would be to give ‘a concept’s central features’ a normative reading, on which preserving central features does not entail semantic sameness or similarity. Perhaps this is what Pinder has in mind. In that case, however, we would need further spelling out of what those ‘central features’ amount to, and how they can be preserved through significant semantic changes. In the absence of such further elaboration, a descriptive reading of ‘central features’ seems to be the most natural way to understand Pinder’s suggestion. Thanks goes to an anonymous reviewer for pressing me on this.] 

	Let me finish with two positive remarks about the interrelation between x-phi and explication. The preceding discussion has shown that there are two ways to approach conceptual engineering. One is what we might call deficiency-engineering. Here authors start with the observation that a certain significant concept such as TRUTH or KNOWLEDGE is deficient and therefore try fixing it. The list of potential deficiencies includes purely semantic ones such as incoherence or vagueness, but also epistemic ones such as failure of joint-carvingness. The other is what we might call fruitfulness-engineering. Here authors do not necessarily start with diagnosing deficiencies, but rather focus on how to create a more precise and scientifically useful language. Theoretically speaking, these approaches are two different sides of the same medal: there is no important difference between saying that a concept C* is more fruitful than C and saying that C* does not have one of C’s defects. But nevertheless, the two approaches often look very different in practice, for deficiency-engineers typically focus more on the explicandum, whereas fruitfulness-engineers focus more on the explicatum.
	The previous discussion has also shown that x-phi has an important contribution to make for deficiency-engineering. If authors claim that a concept bears a certain deficiency, say inconsistency, and this is not obvious to everybody, then further evidence is needed. X-phi can help provide such evidence by testing whether people apply the concept in inconsistent ways or not.
Fruitfulness-engineering can also profit from x-phi, albeit in a more indirect way. I have argued that uptake should not be understood as a constituent of fruitfulness. Nevertheless, it might be that the likelihood of a concept being taken up by the relevant scientific community sometimes works as a reliable indicator of its fruitfulness. The difference between this proposal and Pinder’s is that whereas the latter holds that concepts can be fruitful in virtue of being taken up, the former merely takes uptake to be an epistemic criterion used to single out fruitful concepts. If a scientific community works well, then the fact that a given concept C is likely to be taken up by this community gives us a prima facie reason to suppose that C is fruitful. One way of using experimental methods to collect data about a concept’s fruitfulness could thus be to test the likelihood of uptake. And here it seems that the questionnaire-based approach regularly endorsed by x-phi could be of help, e.g. by presenting explicata to members of the relevant scientific community and asking them whether they would be willing to take them up. If most people answer that they would, this is good evidence that the concept in question is a fruitful one.[footnoteRef:10] An advantage of this method is that people are generally able to decide whether they would be willing to take up a concept, even without having a general answer to what makes a concept fruitful. As the latter turns out to be a fairly difficult and abstract question, separating it from the process of arriving at decisions in particular instances of explications would surely be a good thing. Of course, these are just a few sketchy remarks that would have to be worked out in much more detail. But I am optimistic that they provide a picture of how x-phi, uptake and fruitfulness can be put together in a more fruitful way.  [10:  Note, however, that on the current account, this evidence is defeasible, as there is no necessary connection between people’s willingness to take up a concept and the concept’s fruitfulness. Note further that this rough outline of the method could and probably should be refined along some dimensions. For instance, instead of presenting concepts directly, it could sometimes be better to present specific cases and ask whether they should count as instantiations of the concept in question. I do not take my suggestion in the main text to be the final word about how to design the relevant questionnaires.] 
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