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Knowledge, Provenance and Psychological Explanation

I

I.i
Provenance and Knowledge

For a good deal longer than even the last forty years, the theory of knowledge has been replete with examples such as that of Goldman’s vase: of a subject who has a true belief - here, that there is a vase in the room - but has derived this belief by a dubious route (here, by having seen a holographic illusion of a vase in the room
). Whatever else these many examples are intended to establish, it is taken as a given that they indicate the subject cannot know the true belief in question. A central, shared, motif of the many quite different analytic theories of knowledge is that to sufficiently compromise the provenance of a true belief, is thereby to undermine its claim to the status of knowledge
. 


One might doubt actually, whether such examples in general do this - that is, establish that a compromised provenance must impugn a true belief’s claim to the status of knowledge. Here though, note only that if the widespread assumption as to the importance of provenance for knowledge is embraced, there is a worrying tension with a very natural view regarding psychological explanation. This latter view is that it is our beliefs alone, regardless of their (potentially dubious) provenance which feature in psychological explanation, including the explanation of action. This paper works through the tension between these two views, and offers an irenic resolution of it. In so doing, a peculiar disparity is noted: between the crucial importance accorded to provenance for knowledge by work in epistemology, versus a quite different view of the matter that may be found in the history and philosophy of science. The general moral to be drawn, both from the disparity just noted and the resolution of the tension that is offered, is to recommend a greatly reduced emphasis on the ultimate, objective, importance of belief-provenance for knowledge.

I.ii
Explanation of Action: the Natural View

There is a natural, and widely held view, that that a person’s behaviour is determined by what they take to be the case (that here is a glass of water, say); rather than what actually is the case (its being vodka, say); much less by the warrant there actually is for what is the case. False beliefs explain behaviour no less than true; and unwarranted beliefs held with conviction explain behaviour no less than warranted ones held with the same degree of conviction. It is the nature of the belief itself (including the degree of conviction with which it is held) that explains action. Nor is this natural viewpoint restricted to the epistemological literature. For example, pretty clearly it motivates the Fodorian criticism of content-externalism: that I reach for what I believe to be water, regardless of whether it is in fact H2O or XYZ - thus, that an externalist conception of content cannot (merely and as such) causally account for behaviour
. 


The tension alluded to earlier comes when one conjoins this natural view about the strength and nature of the belief alone explaining action, with the view that the objective provenance of a (true) belief is critically important to its status as knowledge. It looks as if knowledge itself and as such, then does nothing to explain action - or indeed, to explain, psychologically, at all. Stich was sloganising this viewpoint in general when he asserted that ‘what knowledge adds to belief is psychologically irrelevant’
. 


This tension hardly waited until the development of our current epistemic literature to make itself felt; these matters are more directly a footnote to Plato than most. 

Socrates: If someone knows the way to Larissa, or anywhere else you like, then when he goes there and takes others with him he will be a good and capable guide, you would agree?

Meno: Yes, he will.

Socrates: But if a man judges correctly which is the road, though he has never been there and doesn’t know it, will he not also guide others aright?

Meno: Yes he will. […]

Socrates: Therefore true opinion is as good a guide as knowledge for the purposes of acting rightly. ..
.


What response could one make to the provocative claim that belief provenance (in the terms of this debate: ‘knowledge’) is ‘psychologically irrelevant’ - irrelevant to the explanation of the agent’s behaviour? That is, that it is the truth of the belief not its provenance which we need for the purpose of explaining the agent’s acting rightly; and the belief as such which we need for the purpose of explaining acting, whether acting rightly or not? 

I.iii
Responses to the Natural View - a First Pass

Williamson contends that knowledge can add more to explanation than mere true belief with his example of a burglar, risking capture to ransack a house through the night because he knows there’s a diamond there. Williamson maintains that the burglar’s risky persistence is precisely explained by his knowing - as opposed to merely believing - that the diamond is there
. Objection: what more this item of knowledge adds, it adds in virtue of the nature and strength of the belief; for the same behaviour would have been evident if, after the provenance of the belief had been entirely assembled, the diamond had been moved - preventing this belief from even being true, much less knowledge. And if it had not been moved? The burglar with an objectively ill-founded provenance that nevertheless - perhaps for (subjectively) very good reason - brought about the same level of conviction, would have ransacked just as persistently, hence profited just as greatly.

Socrates: So right opinion is something no less useful than knowledge.

Meno: Except that the man with knowledge will always be successful, and the man with right opinion only sometimes.

Socrates: What? Will he not always be successful so long as he has the right opinion?

Meno: That must be so, I suppose.
 


This response to the Meno/Williamson line seems devastating. We have to acknowledge the force of it. (That one’s beliefs are unlikely to be true unless of good provenance is of course correct; but simply a distinct issue, as Socrates’ response indicates). Still, behind cases like the burglar example there seems a point. What more can be said to draw it out? 

II

II.i
A Role for Knowledge

Consider the example of Ernest Auburtin, who in 1861 placed his whole career on the line, with a dramatic challenge to the French Anthropological Society. This institution, the scientific establishment of the day, regarded neuropsychological localisation with scorn - as tantamount to the quack pseudoscientific fad of phrenology. Auburtin nevertheless insisted that there was a language centre in the brain; making a specific prediction in public debate with Paul Broca: that a dying expressive aphasic patient in his care would at autopsy reveal a lesion to the anterior lobes. Why did Auburtin risk his reputation to declare: ‘if at autopsy, these lobes are found to be intact, I shall renounce the idea that I have expounded to you’?
. Suppose we say: because he knew it (in the sense that he ‘had the justified provenance of it’, had ‘objectively good reason for it’). Not because he believed it strongly (he might even, in the still of the night, have had his moments of doubt). He knew it.


What, though, of the other Auburtins, who believed no less strongly, perhaps on no lesser grounds; but were wrong, took their ridicule and disappeared from history? Their behaviour, up to the crushing dénouement, would have been explained no less well than Auburtin’s by the strength of their conviction. And what of those who were right for the wrong reasons? Their behaviour also would have been explained by their strength of conviction.


Consider, however, that a person who is right for the wrong reasons is apt to switch belief as the right reasons come in. These reasons are always out there, always ready to burst in. These reasons can’t make the belief cease to be true; but they can make it cease to be believed (whether by that subject or by that subject’s epistemic community). The subject’s belief is vulnerable - more so than one who believes for the right reasons. The right reasons he flouts stand as a potential energy almost, ever ready to collapse his belief. As for this latter case, so a fortiori for the former case - one who is wrong for the right reasons. A true belief held for the wrong reasons will be always vulnerable to the (‘objectively’) right reasons being revealed, thus undermining that belief. But a false belief will be yet more likely to come up against the fact of its falsehood, and force a change to belief/behaviour accordingly. So, quite apart from the immediate psychological features of the agent’s belief, objective facts - whether about the world direct, or of reasons ‘out there’ waiting to be encountered in the world - can make a difference to explanation of behaviour.


Moreover, the precise content of the belief in question is likely to be interleavened with its provenance in ways that are highly relevant to the explanation of action. Thus, Goldman’s subject, who truly believes p: that there is a vase in the room (though on the basis of seeing a hologram) is under-described as merely having that (occurrent) belief p. As well as possessing the true belief that there is a vase in the room, she will also possess at least the dispositional belief that this vase, just seen is that vase - hence, for example, having the tendency to engage in certain ways with the holographic vase-appearance rather than the real vase if given a bunch of roses. There may be no occurrent psychological difference that well-founded true belief makes as against ill founded (or true belief even makes against false); but there is a big ‘dispositional’, ‘counterfactual’, ‘molar’, ‘social’, ‘holistic’ difference - call it what you will.

II.ii
Dispositional vs Efficient

Can, though, such ‘dispositional’, ‘counterfactual’, ‘holistic’ potentialities be relevant to the explanation of action? Isn’t it the actual, occurrent, efficient causation of behaviour which must concern us? Well, not always. Consider in this regard, an interestingly related case: the frequently pressed argument - pressed actually by Fodor of all people - that beliefs are ineliminable in psychological explanation. The argument is that very proximal, efficient, sub-doxastic (micro-cognitive) causation could not by itself explain such things as how I am present to meet you at an airport, say; or for a doctor’s appointment; or at a conference half a year hence
. The open-ended heterogeneity of the proximal, efficient, (say, neural) pathways through which such outcomes may obtain, only ‘hang together’ predictively by positing a more molar, higher-level explanans which orders this heterogeneity of efficient causes, and determines that the behavioural outcome will be brought to pass - by whichever such proximal route. These more molar, predictive, explanatory things are beliefs, Fodor argues. The argument against the ‘Natural Viewpoint’ - to which Fodor’s position was assimilated earlier - is that as for belief, so also for knowledge. Sometimes beliefs in turn are too proximal, too narrow, too efficient. Sometimes we need knowledge (here meaning: beliefs plus provenance, plus ‘objectively good reason’ - or something of the kind). The belief might proximally explain action, but what explains the presence of the belief (this belief, in its entirety, to include the ‘unobservable’, non-occurrent aspects of it); that is, explains its presence in a world full of potential tests of its continued existence? 


Very proximal, efficient, causation of behaviour is not the only, nor yet the chief kind of explanation that interests us, whether psychologically or otherwise. Again, this is not an insight restricted to epistemology. So, compare Railton’s moral realist claim: the revolution happened because of the injustice. It didn’t happen because of the thousand-and-one more proximal, psychological or sociological causes: the level at which stable, predictive, meaningful explanation occurs - at which this heterogeneity of psychological causes holds together - is from the injustice. Not the proximal ‘belief that there was injustice’, though this alone may play a part in some contexts of explanation; sometimes, rather, explanation requires the more distal, and certainly more abstract, injustice itself. Beliefs, as explanans’, don’t hang together sufficiently for explanation to rely on them alone. Of course beliefs have to be produced (by the injustice) for this injustice to make a causal change in the world; but arm movements have to be produced too, by the beliefs; and ballistic eye saccades also. These things don’t cause the revolution, injustice does
.


We can, and sometimes must, abstract from the local, proximal, causes of behaviour - in merely the immediate content and strength of belief - to a more distal, and more abstract thing. Belief is fragile; as for the Statues of Daedalus in the Meno, it can go a wandering. A true belief anchored in the right reasons doesn’t have the same potential to go a wandering. Arguments of the kind given earlier, as objections to Williamson’s burglar example, do establish that in a given specific instance, for a given slice of time, the actual consequentialist yield of mere true belief could be equivalent to that of the belief plus good provenance - say, the true belief as held for ‘objectively’ good reasons. However, neither the belief’s precise, extended, content; nor its stability across counterfactual situations, will typically be the same
.

Socrates: True opinions are a fine thing and do all sorts of good so long as they stay in their place; but they will not stay long. They run away from a man’s mind, so they are not worth much, unless you tether them by working out the reason. .. Once they are tied down, they become knowledge, and are stable.


There is a standing potential for good reasons that have not played a part in the belief’s acquisition to come back to undermine its continued maintenance. The belief is thereby fragile. Good reasons that have played a part in the belief’s acquisition, stabilise and maintain its continued possession across a multitude of potential challenges it may encounter.

III

III.i
A Caution: Good and Bad Reasons

Such stabilisation, however, will not hold good across every challenge the belief may encounter. For there is not only a standing potential for ‘objectively’ good reasons which are out there - though not occurrently possessed - to challenge a true belief’s continued maintenance. There will always be certain ‘objectively’ bad reasons which, for this community, this believer, in this era, constitute a standing potential to implode the true belief. The ‘objectively’ bad reasons of the French Anthropological Society (guilt by crude thematic association) stood to undermine the true belief in the presence of a language centre in the brain. And although ‘objectively’ bad reasons, these will by no means tend to be subjectively bad reasons - by no means bad reasons as such and sans phrase at all. (Hence the scare-quotes regarding ‘objective’ reasons). So, in finer detail, the neuropsychologically holistic objections of the Anthropological Society turn out to be by no means bad from all angles; they too had played, and would later play again, their part in the development and growth of scientific knowledge
. 


Regardless of the fact that a belief is acquired for, and hitherto maintained by, ‘objectively’ good reasons; should it be confronted by certain situations, certain tests, the true belief will be abandoned - for ‘objectively’ bad reasons. Any belief, held for any reason, however good, will have its particular nemesis, its epistemic bogeyman. Every reason, ‘objectively’ good though it be, is good to stabilise a belief only within certain tolerances; for a certain range of epistemic tests. If chance, or the causal unfolding of intellectual history, should subject a belief to the wrong epistemic tests for it to face at a time, an ‘objectively’ good reason will crumple, and a true belief be abandoned.


Further, in a given case it might even be ‘objectively’ bad reasons which stabilise true beliefs; or ‘objectively’ good reasons which actively undermine them. Regarding the former possibility, envisage a tribesman who places great credence in his witch doctor’s animistic justification of a certain herb’s magical healing powers (the herb actually has medically effective properties, let us suppose). Such beliefs could be tied down with great stability over many centuries in this way
. 


Suppose one acknowledged that ‘objectively’ bad reasons like this may stabilise true beliefs for a time, but that in the long term, or very long term, the modern scientific world-view will be encountered by this tribe, and with it, the world of ‘objectively’ good reasons. How long a term though, must that be? Must our idealised state of ‘objectively’ good reasons even be attainable in a finite time span? Must we wait for a millennial state of incorrigible reasons? Or, at least some condition of stability asymptotic to such an ideal? Good reasons are supposed to offer us the resources to account for stabilisation of our beliefs; are we to have it that this stabilisation must await a perfect, ideal, Absolute, stabilisation of the reasons in turn?


Well, suppose for the sake of argument, that one day a stable enough scientific world-view does indeed arrive for the successors to this tribe - such that then and only then we may deem them to have access to ‘objectively’ good [enough] reasons. Once this framework is in place though, there arises the other possibility mentioned: of ‘objectively’ good reasons undermining the true belief. For the new, scientific, outlook will not necessarily preserve the true belief in the plant’s medical efficacy. On the contrary, it is entirely plausible that the reaction against the superstition hitherto underpinning this folklore will lead to the plant’s medical efficacy being dismissed. Perhaps by the time its efficacy is apt to be rediscovered and vindicated by science, the rainforest has lost that species for good even. 

II.ii
Reasons for Reasons

These issues become yet more vexed when we consider the reasons for our reasons. So, Auburtin was heroic, in being amongst the first to have access to the (‘objectively’) good reasons that were ‘out there’ for his true belief. But he was also maybe lucky, to an extent, because he was immune to the ‘objectively’ bad reasons of his scientific community - so that they couldn’t implode his true belief. However, he might have been receptive to these (‘objectively’) good reasons - and thus resistant to these ‘objectively’ bad reasons - for good or bad reasons in turn. It turns out that Auburtin’s teacher and father-in-law, Bouillaud, was himself a fanatical adherent of the belief that there was a speech centre in the frontal lobes; and had endowed a prize fund for anyone corroborating this hypothesis. One can only conjecture that family and professional loyalty played a role here. But Bouillaud in turn got this idea from his teacher, Gall, and Gall’s related view that this area was devoted to ‘verbal memory’ (e.g. naming abilities). Gall, however, was the very founder of the quack pseudoscience of phrenology which the Anthropological Society (rightly, it turns out - though partly for the wrong reasons) had assimilated the localisationist hypothesis to. And Gall developed and justified his idea with just the kind of absurd, unfounded, anecdotal methodology that led all the rest of his quackery into disrepute - in this instance, his noting that school-friends of his who had had bulging, protruding, eyes had always possessed better memories than he
.


There can be major reversals of warrant - of whether, and the extent to which, something is a good reason - depending on one’s era, the framework of evidence and argument available at the time. Do the foregoing considerations mean that talk of ‘objectivity’ in reasons is misplaced? It is hard to agree with that. Flourens opposed Gall’s localisation for objectively good reasons - Flourens’ well-controlled animal experiments; his devastating polemic against Gall’s shoddy, anecdotal methodology; his establishing the existence of the phenomena that we now know as ‘neuronal plasticity’ and ‘transfer of function’. But his holistic arguments were opposed by Auburtin and Broca for objectively good reasons in turn - their discovery of the crucial role in motor aphasia of the third frontal gyrus (‘Broca’s area’). Flourens’ holistic arguments were however, substantially recapitulated in the objectively good Twentieth Century scientific research of Lashley - and so on. These objectively good reasons will have helped to fix the overall framework of beliefs of each of these pioneers, and will thus have stabilised such of their individual beliefs as were true.

These considerations do not teach us that we should abandon the notion of objectively good reasons, only that there are limits to this process of ‘objectification’. The attempt to idealise reasons beyond a certain point will ignore the reality of such tortured cases as these - a tangle of wrong beliefs for the right reasons and right beliefs for the wrong reasons and wrong reasons for right reasons and right reasons for wrong. Sometimes we want to endorse a belief as having been knowledge only when objectively good reasons were stabilising it - stopping those statues from wandering. And sometimes these good reasons in turn had bad reasons behind them. (If you take an ‘audit trail’ of your reasons back far enough, that’s a near certainty)
. The possibilities here are baroque; isn’t it better to cut that knot? Agreed, stability of belief is important in many contexts of explanation. And agreed, stability of belief can only sometimes be accounted for with proximal, often compromised, psychological factors; sometimes we must indeed reach for more distal, abstract, and idealised things to account for the stabilisation of such beliefs - closer to what epistemologists have traditionally assumed knowledge required (‘objectively’ good reasons). But there are limits to this process of abstraction, idealisation, and objectification. In the limit, reasons are not static things. The concept of a reason is originally and fundamentally an epistemic, not a metaphysical concept
. 

IV

We want then, to take account of the Meno insight, and acknowledge that sometimes belief must be stabilised with distal, idealised, ‘objective’ reasons. But we want to avoid hypostatising these reasons - pushing this process of ‘objectification’ beyond the point at which these things are recognisably reasons at all. Why then, do we not just ask ourselves what degree of stability is needed of the true belief in question for it to be sufficiently stable in the context of explanation under consideration? That is, we could simply make a judgement, in the context of explanation that concerns us now, as to how proximal/distal, how concrete/abstract, how idealised/actualised, the reasons must be which led to the belief’s acquisition, and hence which predict, to this extent, its continued maintenance. 


A belief may be counterfactually robust for these idealised tests of its rational acquisition, yet may be desperately fragile across these actual testing grounds - the ill-founded framework of doubt it will in fact encounter - or vice versa; or all kinds of other possibilities. Why don’t we just note the degree of fragility, its range of likely sources, qualitatively describe how the belief in question may be undermined should this or that come to pass (or have come to pass) and then leave it at that? No belief is robust across all possible changes of circumstance - and this is rightly so. A belief would be pathological were it not apt to be changed (sometimes, it transpires, incorrectly) as and when the infinity of possible situations which might test it, do or do not unfold. The search for ‘superlative’ reasons, a provenance of acquisition that could not come to be undermined, is itself pathological. The best reasons for belief only stretch back so far, no further, then for us to encounter the most compromised of reasons. Sometimes intellectual progress requires a ‘push’ from the dirtiest of hands. Sometimes a belief held for the ‘right’ reasons would be undermined when one held for the ‘wrong’ reasons would not. Sometimes it would be quite impossible to have a decent reason at all, but it is still reasonable to have the belief
.


Considerations such as these suggest that analytic epistemology’s huge concentration on actual (rather than perceived) provenance, on objective rather than subjective reasons, is at least a mistake in emphasis. One may allow that ‘idealised’ and ‘objectified’ reasons will sometimes have a role to play in explaining stabilisation of belief, hence in psychological explanation - including explanation of action. Yet one should be doubtful whether the investigation of these objective reasons, this objective provenance, can be pushed anything like as hard as it has been over the last forty years and more of analytic epistemology. To be fit to count as knowledge, we may sometimes - perhaps quite often - need to have a belief that is held for reasons ‘objectively’ good enough for it not to go a wandering. But we can leave it at that: good enough, for our purposes, such that it does not go a wandering - outside of these (vaguely indicated) tolerances. These reasons can be important, and sometimes must be idealised. But there must be a limit to that idealisation; and for decades, analytic epistemologists have greatly over-stepped that limit, searching for superlative reasons, reified reasons. Beliefs are not statues, and the reasons which fix them should not be set in stone.
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