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Abstract

Radical skepticism about the external world is founded on two assumptions: one is that the mind and the external world are logically independent; the other is that all our evidence for the nature of that world consists of facts about our minds.  In this paper, I explore the option of denying the epistemic, rather than the logical assumption.  I argue that one can do so only by embracing externalism about justification, or, after all, by rejecting the logical independence assumption.  Since (I argue) externalism is not a solution to the problem of skepticism, this means that skepticism is false only if the mind and the world are not logically independent.
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I
This paper is concerned with the logical space of solutions to the traditional problem of skepticism about the external world, which I will argue is smaller than one might have supposed.
  Skepticism about the external world I take to be the problem, not of showing how knowledge or justified belief is possible, but of providing a reflective grounding for our beliefs about the external world.  The salient fact about this project for our purposes is that success in carrying it out requires that we be able to show or give reasons
 to believe that a belief is justified, if it is.
  This requires minimally that we be able to show that we have more reason than not to believe what we do about the world around us.


Radical skepticism about the external world, in this sense, rests on two assumptions about the mind-world relation:
(L) 
Propositions solely about our minds are logically independent of propositions solely about the external world.

(E) 
Facts solely about our minds are all our evidence for facts about the external world.
I will call these the assumption of logical independence and the assumption of epistemic priority, respectively.  


I believe that (L), the logical independence assumption, appropriately understood, is correct, but I do not argue for that in the following.  Instead, I explore the possibility of rejecting (E), the assumption of epistemic priority.  I argue that it is not possible to reject (E) without either embracing epistemic externalism or denying (L).  Since (as I will argue) epistemic externalism is not a solution to skepticism as I have characterized it, the logical space of solutions to skepticism is very small.  Skepticism is false only if (L) is false.  


My procedure is the following.  First, I clarify premises (E) and (L) of the skeptical argument.  Then I show how these lead to radical skepticism about the external world.  Next, I argue that epistemic externalism does not offer a solution to this traditional skeptical problem.  Finally, I examine the considerations in favor of (E), and explore the options for rejecting it, given (L).  I conclude that the conjunction of (L) and the negation of (E) entails epistemic externalism.
II

I begin with a clarification of the notions of logical independence and epistemic priority at work in the skeptical argument.  

The relation of logical independence is in the first instance a relation among propositions.  The proposition that p is logically independent of the proposition that q if and only if neither entails the other or its negation or anything about its probability.  If (L) is true, then no proposition solely about our minds entails any proposition solely about external world, and no proposition solely about the external world entails any proposition solely about our minds.  I return in a moment to the question what it is for a proposition to be solely about our minds or solely about the external world.
  


To say that the proposition that p entails the proposition that q is not the same as saying 


[N] necessarily, if it is the case that p then it is the case that q, 
where we interpret the conditional as the material conditional.  Entailment requires an ‘internal connection’ between entailing and entailed propositions.  However, [N] may be true even if there is no ‘internal’ connection between the proposition that p and the proposition that q.   For example, [N] is true if the proposition that p is necessarily false, or the proposition that q is necessarily true.  In this case, [N] can be true though there is no connection between the proposition that p and the proposition that q.  In addition, arguably, in certain special cases, there may be an ‘internal connection’ between the proposition that p and the proposition that q, though [N] is not true.  For example, the proposition that Aristotle was the actual teacher of Alexander the Great entails that Aristotle was the teacher of Alexander the Great.  But it is not necessary that if Aristotle was the actual teacher of Alexander the Great, then Aristotle was the teacher of Alexander the Great.  If the antecedent and consequent here express different propositions, then we have an entailment between two propositions though the conditional linking them is not necessary.


For present purposes, I take entailment to be basic.  I understand it as a priori entailment in the sense that if the proposition that p entails the proposition that q, then anyone who grasps both propositions is thereby in a position to know that the latter follows from the former a priori.  In the special case in which the proposition that p and the proposition that q are both contingent, the truth of [N] suffices for the proposition that p to entail the proposition that q.   


I do not count non-inferential knowledge of facts about our own minds as a priori knowledge.  Some recent work in the philosophy of mind has use ‘a priori’ to cover our non-inferential knowledge of our own mental states.  This is a departure from the use of ‘a priori’ that stretches back to Kant.  Kant did not treat knowledge based on inner sense as a priori.  I adhere to this traditional usage and treat knowledge of one’s own mind, even non-inferential knowledge, as a posteriori.


The characterization of entailment I have given above leaves open that entailments may be synthetic a priori.  I do not believe that there are any synthetic a priori entailments.  However, (L), interpreted as here specified, entails that there are no synthetic a priori entailments between propositions solely about the mind and propositions solely about the external world.   Thus, in the framework developed here, a response to skepticism that relies on the claim that there are synthetic a prior entailments between propositions solely about the mind and propositions about the external world must reject (L).


By ‘necessity’ in the foregoing I have in mind conceptual necessity or what has been called ‘broadly logical necessity’.  I take conceptually necessary truths to be a priori knowable, though I do not take all a priori truths to be necessary.  For example, it is a priori that all actual philosophers are philosophers, but it is not necessary that all actual philosophers are philosophers.  I do not think there are any necessary a posteriori propositions, but I cannot go into the reasons for that in this paper; in any case, I mean to exclude these, if there are any, from the extension of my use of ‘necessary truths’.

What about the possibility of nonconceptual a priori necessary truths, that is, synthetic a priori necessities?  I do not believe that there are any synthetic a priori necessities.   But if there should be, let them be included in the extension of ‘necessary truths’ as I use the term in the following.  

According to (E), all our evidence for facts about the external world consists of facts solely about our own minds.  A fact is solely about our own minds if it is expressed by a proposition that is solely about our own minds.  (E) expresses the view that propositions solely about the mind are epistemically prior to propositions about the external world.  For this reason I call it the assumption of epistemic priority.  I use ‘epistemic priority’ to express an asymmetric relation of support between propositions for an epistemic agent.  I will treat this relation as relative to an agent.  If one proposition is epistemically prior to another for an agent, that implies something about what could serve as evidence for the other for the agent.  I will say that the proposition that p is epistemically prior to the proposition that q for x if and only if the proposition that p would, certain other conditions being met, be evidence for the proposition that q for x.  The other conditions include that x believe that p, that x be justified in believing that that p, and that it is a fact that p.
  If x has evidence for the proposition that q, then there is a proposition, let us say the proposition that p, such that the proposition that p is evidence for x for the proposition that q.  If propositions solely about our own minds are globally epistemically prior to facts about the external world, then all our evidence for facts about the external world consists of facts solely about our own minds.  I will not undertake any further analysis of these notions here.  This will be enough for our purposes.  


I take up the question what it is for a proposition to be solely about the mind or solely about the external world in two stages.  In the first stage, I consider what it is for a proposition to be about the mind or about the world.  In the second stage, I consider what it is for a proposition to the solely about the mind or solely about the world.  


Both the category of propositions about the mind and the category of propositions about the external world have to be relativized to a thinker.  When we are interested in the problem of the external world, we are each of us interested in the relation between facts about our own minds and facts about the rest of the world, if any.  Thus, for example, for one thinker, a proposition solely about another’s mind would be a proposition about the world external to him, while for the other, it would be about his own mind and not about the external world.


In speaking of propositions about someone’s mind, I do not take ‘mind’ seriously as a count noun.  I mean rather a proposition that entails that he has a pure psychological state.  A state of an individual at a time t consists in his instantiating some property at t.  An individual has a psychological state at a time t then just in case he instantiates a psychological property at t.  A state is a pure psychological state just in case it involves being in a psychological state and having it does not entail that it is warranted, justified, true or probably true.
  Henceforth I drop the qualifier ‘pure’, but it should be understood throughout.  Psychological states are either conscious states or intentional states.  For present purposes, we will want to focus on those psychological states of a person to which he has direct unmediated non-inferential access.  I will leave open how to analyze this sort of access we have to some of our psychological states.  It implies being in a position to have knowledge of or justified belief about them without any inference from antecedent knowledge or justified belief, but this falls short of an adequate account.  We can also have non-inferential knowledge of such simple conceptual truths as that everything is identical with itself, though this does not exemplify the kind of direct unmediated non-inferential access we have to many of our psychological states.
  Examples of states to which we have this sort of access are certain occurrent beliefs and desires, states of feeling pain, anxiety, joy, many perceptual experiences, and so on.  I will call these basic psychological states.  Among the psychological states that are not in this sense basic are propositional attitudes whose contents are characterized by direct reference to individuals distinct from the thinker, so that the individuals themselves are involved in the individuation of the content.  For example, my belief that Mars is the fourth closest planet to the Sun is not a basic psychological belief because to know that I have it I must know or be in a position to know that Mars and the Sun exist, and these are not things I could know non-inferentially.
  Basic psychological states are those that are supposed to be preserved invariant under traditional skeptical scenarios such as the brain in a vat hypothesis, and Descartes’s Evil Demon Hypothesis.  In saying this I do not mean to presuppose that such states are invariant across these traditional skeptical scenarios as skeptics have supposed, but only to draw attention to the class of states I have in mind.  I will say, then, that a proposition is about the mind for x (or about x’s mind) if and only if it entails that x has a basic psychological state.  


I will say that a proposition is about the external world for x if and only if (a) its truth requires that (i) there is (or (ii) is not) a contingent entity that is wholly distinct from x or that (iii) it is more likely than not that there is (or (iv) is not) a contingent entity that is wholly distinct from x or (b) it entails that (i) there is (or (ii) is not) a spatial particular or that (iii) it is more likely than not that there is (or (iv) is not) a spatial particular.
  


Both (a) and (b) are required.  (b) would not be adequate by itself because we want to treat the existence of other thinking beings, whether in a spatial world or not, as involving facts about the external world.  If the truth of a proposition requires that there is another thinking being distinct from myself, even if it does not require that there be any spatial particular, then, in the relevant sense, it is about the external world; and similarly for any other contingent particulars wholly distinct from me whether thinkers, spatial particulars, or anything else.  


In (a) I say ‘requires that’ rather than ‘entails that’ because the condition is not that a proposition about the external world for x entail that there is a contingent entity not identical to x or that there is not a contingent entity not identical to x.  That would not capture the intended class of propositions.  The proposition that there is a mathematician does not entail that there is (or is not) a being wholly distinct from me.  If it did, then it would not be possible for me to be the only mathematician (or it would not be possible for there to be mathematicians distinct from me).  It is at least possible that I be a mathematician while no one else is (or that there be others who are mathematicians).  But given that I am not a mathematician, the truth of the proposition that there is a mathematician would require the existence of something wholly distinct from me, and consequently the proposition that there is a mathematician is a proposition about the external world for me.  


However, (a) by itself is not adequate either.  For we want to count any proposition whose truth entails that there is (or is not) or that it is more likely than not that there is (or is not) a spatial particular as also about the external world, whether or not that particular is wholly distinct from oneself.  The proposition that I am the only human being with such and such a fingerprint entails that there is a spatial particular, but if ‘the only human being with such and such a fingerprint’ denotes me, the proposition that I am the only human being with such and such a fingerprint does not require the existence of a contingent particular distinct from me.  But if I am a spatial particular, that fact about me is a fact about the external world.  (b) then is required in addition to (a).

We require (a.ii) because the proposition that there are no thinkers other than x is as much a proposition about the external worlds for x as the proposition that there are; we require (b.ii) because the proposition that x does not have a body is as much a proposition about the external world for x as the proposition that x does.


We required (a.iii) and (a.iv) in addition to (a.i) and (a.ii) because a proposition that requires it to be likely that there is (or is not) a contingent particular wholly distinct from x is, in the sense we wish to capture, clearly a proposition about the external world for x, but does not require either that there be or that there not be a contingent particular wholly distinct from x.  Similarly for (b.iii) and (b.iv).


For convenience, in the following I will omit ‘for x’, but the relativization to individuals should be understood throughout.


This classification of propositions into those about the mind and those about the world is not meant to be exhaustive, or mutually exclusive.  Let ‘M’ express a proposition about the mind and ‘E’ express a proposition about the external world.  The proposition that M or E is not about the mind or about the world, provided that M and E are entailment independent and have no common entailments about the mind or world; no logically necessary proposition such as the proposition that E or ~E is about the mind or world either; and of course propositions of number theory, for example, that 6 is a perfect number, are not about the mind or world. Some propositions may be about both the mind and world, as in the case of the proposition that M and E.  More importantly, this classification of propositions into those about the mind and those about the world leaves open that a proposition which is not “logically complex” may be both about the mind and about the world.


What is it for a proposition to be solely about the mind or solely about the external world?  A proposition is solely about the mind (or external world) just in case it is about the mind (or external world) and does not have as a logical consequence a proposition that is about the external world (or mind).  

The relation of logical consequence invoked here is a relation between propositions.  It is distinct from, and more restrictive than, that of entailment.
  It is derived from the technical notion of logical consequence which relates declarative sentences (henceforth ‘sentences’) in a language.  A sentence C in L is a logical consequence of a sentence or set of sentences S in L if and only if on all interpretations of non-logical terms in L on which S or sentences in S are true in L, C is true in L.   We can extend this to propositions as follows.  The proposition that p is a logical consequence of the proposition that q just in case in some language a sentence that expresses the proposition that q has as a logical consequence a sentence that expresses the proposition that p.
  I here take propositions to be as finely individuated as sentence meanings.  Two sentences express the same proposition if and only if they are the same in truth-conditionally relevant meaning in their respective languages.
  Differences in compositional structure will be counted as differences in meaning, so that two sentences of different logico-semantic forms will not count as synonymous.  

As noted, logical consequence as a relation between propositions is to be distinguished from entailment.  One proposition may entail another, though the second is not a logical consequence of the first.  The proposition that John is an uncle entails the proposition that John is male, but the latter proposition is not a logical consequence of the former.  One proposition may be a logical consequence of another though the latter does not entail it.  The proposition that A or not A is a logical consequence of every proposition, but it not entailed by every proposition.  It is entailed only by propositions logically equivalent to it and by propositions which entail one or the other or both of its disjuncts.  And, of course, one proposition may be a logical consequence of another and be entailed by it.  The proposition that A is a logical consequence of the proposition that A and B, and it is also entailed by it.  


This definition of ‘solely about’ leaves it open whether any proposition solely about the mind entails a proposition about the external world and whether any proposition solely about the external world entails a proposition about the mind.  For though a proposition about the mind (or world) may not have any proposition about the external world (or mind) as a logical consequence and, hence, by our definition be solely about the mind (or world), this leaves it open that it entails a proposition about the external world (or mind).  This is necessary if (L) is not to be definitionally true.  (L) asserts the substantive claim that there are no entailments between propositions about the mind and propositions about the external world which are not based on logical structure.
III
If the mind-world relation is correctly characterized by (L) and (E), then we can give neither an a priori nor an a posteriori grounding for our beliefs about the external world.  (E) requires that we provide reasons for beliefs about the external world by appeal to facts solely about our own minds and a priori entailments — that is, in any argument we give to show that our beliefs about the external world are justified, all of the premises must be either propositions solely about our own minds or a priori propositions about links between such propositions and propositions about the external world.  If (E) is correct, then we are not non-inferentially justified in believing any propositions about the external world.  Thus, we do not start out with any justified beliefs about the external world, that is, no propositions about the external world are part of our basic evidence for how things are.  This rules out inter alia there being any a priori or necessary propositions about the external world.
  For if there were some a priori or necessary truth about the external world, it would be something we could know about the external world independently of inferring it from facts solely about our minds.  Thus, it would be false that all our evidence for the nature of the external world consisted of facts about our own minds.  If (L) is true, then no proposition solely about the mind entails any proposition solely about the external world.  Therefore, since (E) constrains our starting point to propositions solely about our minds and necessary truths and a priori entailments, there is no possibility of arguing a priori from facts solely about the mind to any facts about the external world.  To provide an a posteriori argument we would have to have provide reflective support for a projectible correlation between events and states involving our minds and events and states involving the external world.  To provide reflective support for such a correlation we would have to have independent reflective access both to our own minds and to the external world.  We would have to be justified in believing on at least one occasion that we had a mental state or that a mental event had occurred and, independently of this or any other reflectively justified belief solely about a mental state, be justified in believing a proposition about some state or event involving the external world.  However, any such independent access to the external world is ruled out by (E).  If we were justified independently in believing something about the external world, then not all our evidence for facts about the external world would be restricted to facts about our minds.  Therefore, if (L) and (E) are true, it is impossible to show that we have even minimally justified belief about the world around us.  If the possibility of a reflective grounding of our beliefs about the external world is a necessary condition on their being justified, then it is impossible to be justified in believing anything about the world around us.


This last requirement amounts to a weak transparency requirement on justified belief.  This does not require that if we are justified in believing that p, then we are justified in believing that we are justified in believing that p; nor is it necessarily met if being justified in believing that p entails being justified in believing that one is justified in believing that p.  It does require that to be justified in believing that p we be in a position to show that we are justified in believing that p.  To show that we are justified in believing that p would suffice for us to be justified in believing we are justified in believing it, but not necessary.
It might be thought that this argument fails because it does not block the possibility of arriving at justified belief about the external world by way of inference to the best explanation.  However, for inference to the best explanation to be a mode of acquiring justified belief about the external world that meets the skeptical challenge, we must be able to identify features of the best explanation of our mental lives without independently establishing that the explanation is true or likely to be true.  So by ‘best’ in ‘best explanation’ we cannot mean simply ‘correct explanation’ or ‘probably correct explanation’.  The best explanation then would have to be identifiable on the basis of formal features of it such as its scoring highest on some measure of simplicity, or some measure involving other features which are identifiable without regard to whether it is correct or likely to be correct.  Then in addition one would have to have reason to think that scoring highest with respect to such features at least made it likely that the explanation was correct.  Let us say that the relevant features are F, and call the evaluation of an explanation relative to others with respect to its F features its F-score.  Then we need minimally to establish the Best Explanation Principle [BE]. 

[BE] The explanation with the highest F-score is more likely to be correct than not. 

We cannot appeal to an a posteriori justification of [BE] because that would presuppose we had contrived independently to meet the skeptical challenge, making the appeal to inference to the best explanation superfluous.  Thus, we would have to establish [BE] a priori.  

I think the prospects for this are dim. But independently of this assessment, if [BE] could be established a priori, and it could be established that the best explanation of our mental lives required most of our beliefs about the external world to be true (or likely to be true), then it would in effect show that certain facts about the actual character of our mental lives entailed that it was likely that our beliefs about the external world were true.  This would in turn show that it was likely that certain propositions about the external world were true.  For what determines which explanation of a domain of facts has the highest F-score are the facts in that domain.  For fixing that, it is fixed which is the best explanation of them—whether we have come across it or not.   Hence, it is determined by the facts in the domain in question that a certain explanation is more likely than not to be true and so that things are likely to be a certain way.  If the best explanation, in the relevant sense, of the facts about the sequence and character of our mental states required the external world to be a certain way, then we could infer a priori from those facts to various propositions about the external world.  If (L) is true, this is not possible.  Thus, if (L) is true, [BE] is not a priori.  We may argue, alternatively, to the same end, as follows.  As noted above, if the proposition that p and the proposition that q are contingent propositions, neither necessarily true nor necessarily false, then the proposition that p entails the proposition that q provided that necessarily, if the proposition that p is true, then the proposition that q is true.  If [BE] is, being a priori, necessary, then necessarily if some contingent propositions solely about the mind are true, then some contingent propositions about the external world are true.  Thus, [BE] is a priori necessary only if (L) is false.


If this account of the assumptions underlying skepticism about the external world is correct, then skepticism is false only if (L) is false or (E) is false.  Traditional responses to skepticism about the external world have denied (L) by making the nature of the world depend logically on our minds.  More recently, externalist theories of thought content have held out the hope that we could deny (L) without the traditional commitment to idealism.  Though I will not argue for it here, in my opinion, neither of these responses is successful.  If this is right, then skepticism about the external world is false only if (E) is.  

IV
There is a different response to skepticism that might be thought to succeed without denying either (L) or (E), namely, epistemic externalism.  The epistemic externalist argues that the skeptic has misconceived the conditions necessary for justified belief, and, in particular, argues typically that what is required is not that we be able to construct an argument from what we are justified in believing about our minds to facts about the external world, but simply that certain non-epistemic relations hold between our beliefs and what they are about — for example, for our beliefs to be justified, that they be formed by processes that reliably produce true beliefs.  This maneuver strongly suggests identifying externalist theories of justification with theories that seek to reduce those epistemic relations the skeptic denies we can bear to the world to non-epistemic relations.  One of the benefits of our investigation will be that it shows clearly that, though this is a sufficient condition for a theory to be externalist, it is not necessary.  On such a view whether or not we have justified beliefs about the external world is up to the nature of the external world itself, and not something that we need to be able to cite legitimately in an argument to show that our beliefs are justified.  Externalist theories of justified belief aim to solve the problem of skepticism by showing not that our beliefs are justified but by showing that it is possible that they are.

Epistemic externalism does not entail the negation of either (L) or (E).  This is obvious in the case of (L).  What about (E)?  An externalist account of justification, such as a form of perceptual reliabilism, which makes room for justified beliefs about the external world on the basis of their having been produced by a reliable perceptual mechanism, represents beliefs so produced as justified non-inferentially.  Such beliefs would count as foundational in the sense that they would be justified beliefs that were not justified by inference from prior justified beliefs.  From them in turn we could infer other things which would inherit their justification.  If a form of perceptual reliabilism were true, and in fact our perceptual beliefs were produced by a suitable reliable process, then we might be said, in a sense, to have evidence for facts about the external world independent of facts solely our about minds; for many of our perceptual beliefs would be true non-inferentially justified beliefs which could form the basis for further beliefs about the external world which did not rely wholly on inference from facts about our own minds for justification.  However, this result is secured only if our perceptual beliefs are produced by a suitable reliable process.  If they are not, then we do not thereby have any justified beliefs about the external world independently of inference from facts solely about our minds.  Since externalism does not entail that our perceptual beliefs are produced by a suitable reliable process, it does not entail that (E) is false.   So externalism per se is compatible with both (E) and its negation.  

I do not think any satisfactory reductive externalist theory has been proposed.  But I will not argue that externalism is false.  Instead, I will argue that externalism does not respond to our problem.  Skepticism of the sort we are concerned with is directed against the possibility of providing a reflective grounding for our beliefs about the external world.  If epistemic externalism is true, this would show that the skeptic would be wrong to put his conclusion by saying that justified belief about the external world is impossible.  But this would not show that the project that gave rise to the skeptical problem could be carried out.  The difficulty is that the strategy that externalists employ to show how justified belief can be possible in the face of the skeptical challenge deliberately puts the conditions for justification on the external world side of the traditional appearance-reality gap.  Thus, from the point of view of the traditional project, the problem of showing that our beliefs are justified remains untouched.


The difficulty is not that externalist theories do not have the resources to allow that we are justified in believing that our beliefs about the external world are justified.  If we interpret ‘justified’ throughout as the externalist urges, then there is no more difficulty in being justified in believing a belief about the world is justified than there is in being justified in believing something about the world.  In each case, the requirements are that the belief be appropriately related to its object, such as that it be produced by a reliable mechanism.  Only an inept formulation of the externalist condition would prevent this from being logically possible.  However, we want to show not just that we could be justified in believing that our beliefs about the world around us are justified, but that they are justified, and in particular in the light of (L) and (E).  (E) constrains the reflective project to show this by constructing an argument whose premises are solely about our own minds or a priori.  The properties that on typical externalist accounts make our beliefs justified are not psychological properties.  To show that our beliefs about the external world are justified, given (E), we would have to show that our beliefs had those properties by appealing only to facts solely about our minds, necessary truths, and a priori entailments.  But since these properties are not psychological, and our beliefs do not have them necessarily, epistemic externalism provides no solution to a skepticism founded on (L) and (E).

The conclusion can be reached by another route if we assume that if externalism is true and we have justified beliefs about the external world, then we have, in the sense indicated above, evidence for the nature of the external world that extends beyond facts solely about our own minds.  For given that if externalism is true and we do not have justified beliefs about the external world, then we do not have evidence for it independent of facts solely about our own minds, it follows that if externalism is true, then (E) is true if, and only if, we do not have justified beliefs about the external world.  This shows that externalism is a help in the project of showing we have justified beliefs only if we can independently show that (E) is false.  But externalism does not by itself put us in a position to do that, since it does not follow from externalism that (E) is false.  


The externalist might try to turn this argument around by urging that if externalism is true, we are not in a position to know whether or not (E) is true, independently of knowing something about the external world.  Thus, if the skeptic is right, his argument is self-defeating: for to use the argument we must know the premises, but if the conclusion is that we cannot be justified in believing anything about the external world, and to know one of the premises, if externalism is correct, we must be able to have justified beliefs about the external world, then we cannot use the argument unless its conclusion is false.   But this does not help if the project is to show that our beliefs about the external world are justified.  For if we cannot determine whether (E) is true or false, if externalism is true, that is because we cannot show that the conditions necessary on the externalist account for our beliefs about the external world to be justified obtain or not.  Thus, in this context, even if it is true that we cannot determine whether (E) is true or false, it is for a reason which shows that we cannot carry out the reflective project.  
V

If my account of the reasoning underlying radical skepticism is correct, then if we retain the logical assumption and epistemic internalism, but deny skepticism, then we must deny the epistemic priority of the mind to the world.  If we want to avoid raising a skeptical problem about our own minds, this requires that we hold that our epistemic access to the world and to our own minds is independent, that is, that we can be justified in believing things about our own minds and about the external world independently, just as we can be justified in believing things independently, for example, about the heavens and the earth.  This position I call direct realism.  One way of putting my conclusion is that it is not possible to be an internalist, accept (L), and deny (E): the only way to be a direct realist and retain (L) is to be an epistemic externalist, which, as we have seen, is not a solution to the skeptical problem.  Consequently, the only solution to the problem of skepticism in its own terms is to deny (L).

The source of the difficulty for direct realism lies in the possibility of making a certain kind of mistake about the external world, in which our error is referred not to some misleading feature of the world, but to a misleading feature of our experience.  If I mistake a decoy duck for a real duck, then what I knew that misled me, what I went on in forming my beliefs, so far as explaining this error goes, was a fact about the external world, that a certain object I was in perceptual contact with looked like a duck.  In explaining my error we are not forced to cite any proposition about experience as epistemically prior to a proposition about the external world.  We do not, that is, have to cite any experience in explaining how I was led to my mistaken belief.  In contrast, if I hallucinate a duck, or dream that I see a duck, I cannot cite features of an object in my environment with which I am in perceptual contact, since I am not in perceptual contact with anything.  To explain my error in a fashion parallel to the explanation of my error about the duck I must cite my experience as what misled me.  In doing so, I treat it as part of my evidence, and, consequently, treat propositions solely about my experience as epistemically prior to propositions about the world.  


These familiar facts do not lead to skepticism.  It is compatible with propositions about my experiences being sometimes epistemically prior to propositions about the external world that they are not in every case epistemically prior to propositions about the external world.  And it is compatible with my experiences always being part of my evidence for the nature of the external world, that they are not always or even ever my sole evidence.  It would be a mistake to infer from the fact that my experiences are sometimes or even always part of my evidence for the nature of the world around me that they are all I have to go on.


The difficulty arises when we conjoin this model for explaining error with the apparent coherence of globally misleading hallucinations or dreams, the logical or conceptual possibility that all of our experiences and other psychological states are the same as they are, although all of our beliefs about the world around us are false and all our perceptual experiences nonveridical.  The apparent coherence of traditional thought experiments such as the dream doubt and the Evil Demon Hypothesis illustrates both the logical independence of our minds and the external world and provides the strongest case for the epistemic priority of the one to the other.  


Let us call a possible world a d-world if it is a world in which (a) we have all of the basic psychological states that we in fact have, although (b) our beliefs about the external world are false, (c) our perceptual experiences non-veridical, and (d) we have no way to discover that they are from how the world appears to us.  In a d-world we would neither know nor be justified in believing anything about the external world.  In a d-world all of our beliefs about the external world are false, and all our perceptual experiences are non-veridical, so we cannot know anything about the external world in a d-world.  Moreover, there is no connection, logical, nomological, or probabilistic, between our having the beliefs and experiences we do in a d-world and the truth of any proposition about the external world.  We could say that in a d-world we were, to varying degrees, internally justified in believing what we do, in the sense that given our most firmly held beliefs, our practices in forming and rejecting propositions about the external world would be to varying degrees epistemically responsible.  But such justification would promote the epistemic goal of believing truths and avoiding falsehoods only relative to beliefs whose truth or probability is assumed.  In a d-world those beliefs are neither true nor probable.  If justification does not guarantee truth, it must still retain some connection with it on pain of divorcing justification from the epistemic goals it must promote.  If a belief is justified for an agent, there must be some true beliefs of his relative to which it is more likely than not to be true.  In a d-world, this condition is not met, for there would be no connections between our beliefs and what they were about.  Consequently, in a d-world, we would not know or be justified in believing anything about the external world.


Why would we have incorrect beliefs about the external world in a d-world?  It is natural to take this as a request for a source of misleading evidence.  But then the only possible answer seems to be that, in a d-world, we would be led by our experiences to believe that the world was very different from the way it was.  For in a d-world, if we have evidence, this cannot consist of any facts we know or are justified in believing about the external world.  There are no such facts.  If we have evidence, it must consist of facts about our minds.  None of our beliefs about the external world are justified a priori.  So our beliefs about the external world are not our ultimate evidence for other beliefs about the external world.  If anything is our evidence, it must then be our perceptual experiences, how the world perceptually appears to us to be.  Thus we must cite (if anything) our perceptual experiences as our evidence for the nature of the world around us.  That it is appropriate to cite our experiences in a d-world as our evidence is suggested by the legitimacy of citing it in cases of more limited error.  And if in a d-world there is no possibility of finding out that we are misled, it must be that propositions solely about our experiences as a whole in d-worlds are epistemically prior to propositions about the external world.  If we had any other evidence, then it would be possible to correct in part our beliefs, but by hypothesis this is not possible in a d-world.  So if we have evidence for our beliefs about the external world in a d-world, (E) is true of us in that world.

This conclusion does not strictly require the claim that in a d-world none of our beliefs about the external world would be justified.  All that is needed is the observation that instances of (2) follow from instances of (1), and that the proposition that p is evidence that x has for the proposition that q only if x believes that p.

(1) That p is evidence that x has for its being the case that q
(2) p
Since none of our beliefs about the external world would be true in a d-world, we could not have any evidence for facts about the external world other than facts about our own minds in a d-world.

But if (E) would be true of us in a d-world, how can we resist the conclusion that (E) is true of us in the actual world, and that consequently there is no escaping the skeptical argument if we accept (L)?  To resist this, we must hold that in the actual world, in contrast to a d-world, some of our evidence for the nature of the world around us consists in facts about the external world that we are justified in believing, but not on the basis of any facts solely about our minds.  We must hold that we have independent access to the external world.  But if in a d-world we would not be justified in believing anything about the external world, we would not there have independent access to the external world.  So our having independent epistemic access to the external world would have to be a contingent fact about us even fixing out psychological states.  It follows that epistemic facts about warranted or justified belief about the external world do not logically supervene on facts about our psychological states, since these are by hypothesis the same in d-worlds and in worlds in which we are supposing we would have independent epistemic access to the world around us.  So far as anything we have said goes, it can be taken to involve a primitive epistemic relation to the external world.


This is an unsatisfying philosophical position.  To hold it is to accept that there can be no philosophical explanation for knowledge of or justified belief about the external world; it is to hold that our knowledge of or justified belief about the external world is a brute fact.  There can be no philosophical explanation of our knowledge or justified beliefs because if we are forced to this position, the only explanation we could give would have to rely on the very knowledge or justified belief whose possession we were trying to understand.


But this in itself would not show that this response to the skeptic is inadequate.  Such a response must serve us in some areas, as in the case of knowledge of or justified belief about our own minds.  The greatest obstacle to adopting this position as a response to skepticism about the external world is not that it is philosophically unsatisfying.  It is more surprising than this and reveals something important about what it is to take up the reflective standpoint.  The problem is this.  If we accept (L) and reject (E), then, as we have said, facts about warranted or justified belief about the external world do not logically supervene on facts about our psychological states.  However, if these sorts of epistemic facts do not logically supervene on facts about our psychological states, then the justification of our beliefs about the external world, if any, can make no difference to us, in the sense that it cannot be anything that we can, after all, show that we have in the sense required to carry out our project.


The reason is twofold.  (1) First, what is available to us from the standpoint of providing a reflective grounding of our beliefs about the external world aside from necessary truths is the evidence we have available to us without any further investigation, that is, how things initially seem to us.  (2) But, secondly, how things seem to us is not a fact about the world around us but rather a fact soley about our mental lives, and in particular our conscious mental lives.  If our conscious mental lives are the same in two possible worlds, then how things seem to us is the same in each world.  In saying that all our basic mental states could be the same in a d-world and in the actual world, we allow that how things seem to us is the same in both worlds.  But if we maintain that in the actual world, in contrast to a d-world, we have epistemic access to the external world, then we must hold that, for example, the fact that the belief that I have a body is justified makes no difference to how things seem to me.  But if this makes no difference to how things seem to me, then whether I am justified in believing that I have a body is inaccessible to me from the standpoint of reflection.  Seemings are on the appearance side of the traditional appearance-reality gap, and if the epistemic status of my beliefs about the external world could make no difference to how things seem to me, then their epistemic status is no more available to me than are facts about the external world.  Such knowledge or justification must fail the test of a reflective endorsement of our beliefs about the external world.


We rejected externalism above as a solution to the skeptical challenge when we took it to be a way of trying to avoid denying either of the two assumptions (L) or (E).  Now we have tried to reject (E).  Yet, paradoxically, this does not seem to offer us a solution to the traditional problem in its own terms.  We have no sense of having escaped being trapped behind or within the stream of our own experiences.  Our problem is that, on this view, whatever epistemic status our beliefs about the external world have is not, if it cannot impinge on our conscious mental lives, something that is available to us from the point of view of reflection.  This shows us that to have evidence about the world in a way that will meet the skeptical challenge what we have must be accessible to consciousness.  It must be something that, as we review our beliefs, desires, intentions, experiences and so on, makes a difference to what we find.  


Why should the reflective standpoint require that having evidence for something make a difference to consciousness?  The difficulty is that the standpoint of reflection is how things seem to one.  For the traditional project was to show how to get from how things seem to how things are.  How things seem to me is how things appear to me; how things appear to me is a matter of the states of my mind, not of the world, and specifically conscious mental states, since things do not seem any way to me at all when I am unconscious.  Thus accepting (L) while trying to reject (E) drives us to embrace a form of externalism.   Externalism frustrates the traditional project by putting beyond the standpoint of reflection the properties we seek to show our beliefs possess.  Consequently, unlike (L), there is a sense in which (E) is dictated by the nature of the project itself.


We can see now why it would be a mistake to characterize externalist theories as theories that reduce epistemic relations to non-epistemic relations, although in practice this is the externalist’s procedure.  Reducing epistemic properties of beliefs about the external world to non-epistemic facts about the external world is sufficient to place them beyond the reach of appearances.  But the position we have reached, which postulates primitive access to the external world, shows that this is not necessary.  For by allowing that our primitive access makes no difference to how things seem to us, it gives this primitive epistemic property, in the context of our project, the same status as any other fact about the external world.  


Let us say that things seem the same to us in possible worlds w and w( provided that the sequence of conscious mental states we have in w is the same as that in w(; and that if it is possible for things to seem the same to us whether or not it is the case that (or is more likely than not to be the case that) F, then we cannot tell whether or not it is the case that F.  This provides us with the resources for a simple characterization of externalist theories of justification.  An epistemic theory of justified belief about a domain of facts W is externalist if and only if it does not require that we can tell whether or not the conditions that distinguish a justified belief from an unjustified belief about facts in W obtain.  Thus, what makes a theory externalist is that it is treats the question whether or not we can tell  the difference between a world in which we are justified in believing W-facts and one in which we are not as irrelevant to whether beliefs about W-facts are justified.   This is compatible with the theory holding that justified belief requires knowing or being justified in believing that one is justified in believing what one does about W-facts, or that one can come to know or be justified in believing that one is justified in believing what one does about W-facts.   But that is because such higher level justification is itself externalist, and does not require that we be able to tell whether or not we are justified.  

Can we reject (E) but avoid embracing epistemic externalism?  To do so we would have to hold that the epistemic status of my beliefs must make a difference to how things seem to me.  But if the epistemic status of my beliefs about the external world must make a difference to how things seem to me, it cannot be that there is a possible world in which all of my psychological states are the same, and, hence, a possible world in which everything seems the same to me, and yet in which I am not justified.  So to insist that the epistemic status of my beliefs about the external world must make a difference to how things seem to me is to deny the possibility of a d-world, and therefore to reject (L).  We are faced with a dilemma.  Either we deny the logical assumption or we open as wide a gap between our experiences and the epistemic status of our beliefs as that between our experiences and the external world and so embrace a form of externalism.


Is there another option?  Can we deny that in a d-world all our evidence for the external world would be our experiences?  We could do this only by denying that we had any evidence at all.  This would amount to charging that the question we ask about agents in a d-world, “Why do they believe these things about the external world?”, when interpreted as a request for their grounds, has a false presupposition, that there is some evidence that they go on.  But it might be said that they go on no evidence at all, any more than someone who acquires a belief by being knocked on the head, and that consequently we are not committed to the claim that all their evidence for the nature of the world around them consists of their experiences.  We would have no difficulty then in accounting for why our experiences are not our sole evidence. 


However, this is not a way out of the dilemma.  For if we are to provide a reflective account of the epistemic status of our beliefs, we must be able to show that we do have evidence for the nature of the external world.  In a d-world, on our current assumption, we would not have any evidence for the nature of the external world.  So if in the actual world we do have evidence for the nature of the external world, it is a contingent fact about us.   If the fact that we have evidence for the nature of the external world in the actual world makes a difference to how things seem to us, then a genuine d-world would not be possible.  So our evidence, if we had it, would be “as nothing to us” in the sense that it would make no difference to how things seem to us, no difference to our conscious mental lives.  But then we would not be able to tell whether or not we had such evidence, which is crucial for our beliefs being justified, and so would not be able to tell whether or not our beliefs were justified.  Thus, again, we must either reject (L) or accept some form of externalism about justification.  
VI

There is no solution to the skeptical problem in this domain, or in any other domain in which it has the same structure, which respects both our desire to give a reflective account of our knowledge of or justification for beliefs about the domain in question and to maintain the logical independence of our evidence and what it is evidence for.  Another way to put the conclusion is that the connection we require between justification and truth for genuine justification (that justification make for probable truth in some objective sense) can be secured only by denying the logical independence of thought and the world or by accepting externalism and giving up the reflective project.  If this is right, then what it shows is that it is the conception of a fully mind-independent objective world itself, in the sense of a world that is logically independent of our minds, that gives rise to the impossibility of carrying out the reflective project of showing that our beliefs about it are justified.  

� I have benefited greatly from discussion about the topics of this paper with Tony Brueckner, Steve Jacobson, Peter Klein, Ram Neta, and Russell Wahl.  I owe a more general debt to Thompson Clarke and Barry Stroud for their influence on my thinking about skepticism though they would not agree with the conclusion.  First drafts of this paper were written originally circa 1993-95.  © Kirk Ludwig.


� For stylistic variation and sometimes for brevity I use ‘external world’, ‘world around us’, and ‘world’ interchangeably


� For convenience I drop the second disjunct below.


� My discussion throughout focuses on justified belief.  Justified belief is a necessary condition on knowledge, and so to that extent the discussion also applies to skepticism about knowledge of the external world.  However, I believe that the central problem about our knowledge of the external world has always been how to show that our beliefs are justified, rather than that they constitute knowledge, and this will be the focus of my discussion.


� I do not consider, in this paper, responses to skepticism which question the intelligibility of the concepts or terms in which the skeptical puzzle is developed, and in particular I will not consider responses which deny the intelligibility of the modal concepts of conceptual or broadly logical necessity and possibility, or the distinction between a priori and a posteriori justification, which are central to this formulation of the traditional problem.


� For convenience I sometimes talk about the mind and the world being logically independent or the mind being epistemically prior to the world, but in each case these expressions are to be interpreted as about propositions solely about the mind and propositions solely about the external world.


� Plausibly one has the evidence that p for the proposition that q only if x knows that p, but I will not rely on this, but only on the weaker requirement that x believe justifiably that p.


� Perhaps one cannot have a conscious mental state without knowing that one does.  But this does not entail that that state itself is warranted or justified.  What about representations of one’s conscious mental states?  While one may know one is in a conscious mental state if one is, it does not follow from believing or representing oneself as being in a conscious mental state that the belief is true, probably true, or warranted, or justified.  For example, under post-hypnotic suggestion subjects can be led to believe that they have a headache when they do not.  Their beliefs are not true, probably true, justified or warranted.  


� In addition, on certain externalist accounts of knowledge or justification, we can have non-inferentially justified belief or knowledge of the external thing, though it is clear that this does not exemplify the kind of access we have to many of our own psychological states.


� See my “Singular Thought and the Cartesian Theory of Mind” Nous, 30(4), 1996: 434-460.


� This definition has the consequence that if there is a necessary non-abstract being, then that there is such a being (though not facts about its spatial properties, if any) is not a fact about the external world in the sense relevant to this argument.  


� I realize that my use of ‘logically independent’ in (L) and explanation of that in terms of entailment independence is apt to lead to some confusion about this.  The choice of the initial way of putting (L) is a concession to a traditional way of expressing that assumption.  


� This has the consequence that two sentences which are not logically equivalent may express propositions that are.  For example, (i) ‘~p or a = a’ and (ii) ‘if p then a = b’ are not logically equivalent sentences, but they express logically equivalent propositions provided that ‘a=b’ is true, and we take ‘a = a’ and ‘a = b’ to express the same proposition on the condition that ‘a = b’ is true.  For then ‘if p then a = a’, which is a logical consequence of (i), expresses the same proposition as (ii).  


� The restriction to truth-conditionally relevant meaning is meant to exclude meaning differences relating to conventional implicatures, markers for illocutionary force, and expressive meaning. 


� This does not mean that we might not infer a priori the existence of a necessary being distinct from us.  See footnote 8 in this connection.  It only means that such a being would not be necessarily spatial, and its existence would place no constraints on how the world is given how things are solely with our minds and would place no constraints on how our minds are given how things are solely with the world.  Otherwise, we could deduce a priori from the fact that we have certain mental states (or that the world was a certain way) facts about the world (or mind), which is ruled out by (L).


�  This second argument is weaker than the first because it assumes that if [BE] is a priori, it is necessary, while the first argument does not.  Perhaps it is an option that [BE] is a priori but not necessary, as in the case of ‘Any actual F is an F', but it is mysterious what it would come to in the case of [BE].


� Barry Stroud makes this point persuasively in “Understanding Human Knowledge in General,” in Understanding Human Knowledge: Philosophical Essays (2000), New York: Oxford University Press.
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