
Abstract
This essay is concerned with solipsism, understood as the extreme sceptical view that I have no knowledge except of my subjective state. A less rough formulation of the view is mooted, inspired by a Quinean combination of naturalism and empiricism. An objection to the resultant position is then considered, based on Putnam’s argument that we are not brains in vats. This objection is first outlined, then pitted against a series of counter-objections. Eventually it is endorsed, but only at the price of exposing the formulation of solipsism in question as not, after all, a satisfactory formulation. This leads to further speculation about the status of solipsism itself. Two of the possibilities that are considered are, first, that it is incoherent and, secondly, that it is inexpressible.
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Solipsism and Subjectivity

1. Solipsism and its formulation
Of the many ways in which the term ‘solipsism’ can be used, one is to stand for a familiar and extreme form of scepticism.
 A standard formulation of this scepticism would be that I have no knowledge except of how things seem to me; another, that my knowledge extends no further than my experiences. Both these formulations are rough. They may not even be equivalent. But a Quinean combination of naturalism and empiricism (however antithetical to the spirit of solipsism it may be) suggests the following recipe for providing an improved formulation.
First, define a world as any distribution of microphysical states across the whole of space-time.
 Then single out some part of the actual world that has privileged evidential status for me. Huge empirical and philosophical questions will be involved in determining what might count as privileged evidential status here, and thus what should be singled out. Arbitrary decisions may also have to be taken. Quine, when discussing evidence, typically talks in terms of the stimulation of sensory receptors, or impacts on sensory surfaces.
 Neurophysiology suggests that we can focus on something spatially more confined. The details do not matter. What matters is that what is singled out should include a good deal less than we ordinarily take to be fixed by what I know. For the sake of argument let us suppose that what is singled out is the biography of my brain, on some reasonable interpretation of that phrase. Then the formulation in question—the formulation of solipsism that results from following this recipe—is the following:
(S) Any world that includes the biography of my brain is, for all I know, actual.
These worlds vary enormously. At one extreme are all those worlds that are compatible with everything I believe. Provided that I do not have incompatible beliefs, there are very many of these. At another extreme is that world in which the whole of the rest of space-time, by which I mean the complement of the region involved in the biography of my brain, is empty: there is just my brain, popping into existence, ticking over for a few decades, then popping back out of existence. In-between are worlds representing possibilities that have become familiar through philosophical discussions of scepticism. For instance, there are those worlds in which I am a brain in a vat. (S) is the claim that I know nothing that distinguishes between the actual world and any of these rivals.
(S) is by no means the strongest claim formulable in these terms that might be thought to do justice to the original sceptical position. In particular, (S) makes no provision for variations in the topology of space-time itself. (Not much scepticism is required to think that the topology of space-time is left undetermined by what I know.) Nor does (S) make any provision for structure-preserving variations in the biography of my brain. For instance, it leaves out of account worlds in which my brain suddenly doubles in size half way through my life, or in which my brain suddenly stops working on my eighth birthday and starts up again only after a billion years of total inactivity, or in which, as a result of suitable logarithmic stretching, my brain’s biography is temporally infinite (so that I always have existed and always shall exist). There are natural ways of strengthening (S) to allow for all of these. But for current purposes (S) itself will be a suitable focus for discussion.
There are countless familiar ways of trying to refute (S), or, if not to refute it, then to fend it off by some other means, say by showing that it is meaningless or by showing that, even if it is true, it is innocuous. Quine himself is impatient with questions about what individuals do or do not know.
 Scepticism is not an issue for him. He acquiesces in the world-view that we have arrived at by ordinary scientific endeavour, and is not disposed to doubt that world-view except at the dictate of further scientific endeavour. It is only by so acquiescing, he would say, that we can see (S) for the sceptical claim that it is in the first place.
 This illustrates the naturalism that is part of the framework within which (S) was formulated.
Others, not I,
 would say that this in turn should make us doubt the suitability of that framework for formulating any such scepticism. True philosophical scepticism, they would say, undermines our very right to work within this kind of framework. However that may be, there are certainly ways of casting doubt on the truth of (S) that are at the same time ways of casting doubt on its entitlement to represent the original sceptical position, as roughly formulated at the beginning of this essay. One of these is to deny that keeping fixed the biography of my brain suffices for keeping fixed either how things seem to me or what my experiences are like. (Henceforth I shall elide any difference between these by talking in general terms about my subjective state.) Among the many philosophers who do deny this, some go further: they deny that keeping fixed the biography of my brain suffices for keeping fixed the fact that I have any subjective state at all. Certainly, the claim that keeping fixed the biography of my brain does suffice for this, and more specifically that it suffices for keeping fixed my actual subjective state, is far from obvious. Let us refer to this claim as the Sufficiency Claim:
The Sufficiency Claim: Keeping fixed the biography of my brain suffices for keeping fixed my subjective state.
If ‘suffice’ is understood constitutively, then the Sufficiency Claim is an extraordinarily ambitious piece of philosophy. If ‘suffice’ is understood empirically, that is to say with reference to the laws of nature, then the Sufficiency Claim is under threat from the fact that, in most of the worlds in which the biography of my brain remains fixed, the laws of nature do not. (Of course, this last point would be irrelevant if we restricted attention to those worlds in which the laws of nature do remain fixed. The result might still be an interesting form of scepticism. For instance, among the worlds in which the laws of nature do remain fixed might be those, or some of those, in which I am a brain in a vat.)
To reject the Sufficiency Claim is, as I said, to cast doubt not only on the truth of (S), but also on (S)’s entitlement to represent the original solipsism. If the Sufficiency Claim is false, then this formulation of solipsism is at best too strong and at worst irrelevant. Indeed, if the Sufficiency Claim is false, then the original rough formulation of the position in question—namely, that I have no knowledge except of my subjective state—may itself be unsatisfactory, though this time by being too weak. For if the Sufficiency Claim is false, then my subjective state might already place significant restrictions on how things are; so much so, that to deny me any further knowledge is to urge a comparatively mild philosophical circumspection with respect to the distinction between appearance and reality. (I shall come back to this point at the end of the essay.)
I myself am persuaded that the Sufficiency Claim is false. One of my aims in this essay is in fact to cast doubt on it. But my procedure will be a circuitous one. I shall devote most of the essay to an objection to (S) that does not involve denying the Sufficiency Claim. According to this objection, even if keeping fixed the biography of my brain does suffice for keeping fixed my subjective state, still it does not suffice for keeping fixed what thoughts I have.

My strategy will be as follows. I shall first outline this objection to (S). I shall then defend the objection against various counter-objections. These counter-objections will cut successively deeper. To fend them off I shall need to show that the objection itself is able to cut correspondingly deep. Eventually I shall need to show that it can cut deep enough to challenge the Sufficiency Claim, even though it does not trade on this fact. The whole exercise, I hope, will serve to cast some further light, and some further doubt, on solipsism, in the sense in which I am taking it.
2. The Putnam objection to (S)
First, then, what is the objection to (S)? I shall refer to it as the Putnam objection. This is because I shall be trading on Putnam’s celebrated proof that we are not brains in vats.
 ‘Trading on’ is the operative phrase though. I shall not be directly rehearsing anything in Putnam. In calling the objection the Putnam objection I only mean to be affiliating it to his work. I do not mean to be making any imputation.
The Putnam objection runs as follows. What thoughts I can have is constrained by what I am in causal contact with. For example, if I never come into suitable causal contact with trees, then I cannot have any thoughts about trees. But I do have thoughts about trees, and I know that I do, witness this very argument. So, given what I know, there must be trees in my environment. This is enough to refute (S), since many worlds that include the biography of my brain are tree-free.
Not that there is anything very special about trees. These remarks about trees apply to much else besides. The Putnam objection therefore places a significant restriction on which worlds are compatible with what I know. It is not effective, and is not meant to be effective, against milder forms of scepticism. For instance, it is compatible with my not being able to rule out the following possibility: that my brain was surgically removed last night, during my sleep, and then put into a vat that it has been in ever since. But the objection does tell against (S).
Why accept the premise that what thoughts I can have is constrained by what I am in causal contact with? Or, in terms more in keeping with Putnam’s own discussion, why accept that reference is causally constrained? (Putnam himself devotes much of his discussion to linguistic reference, which raises further complications. We can, however, ignore these.) Prima facie it is odd that Putnam should accept any such premise in this context. His own argument occurs in the first chapter of a book whose second and third chapters consist largely of a defence of a Quinean indeterminacy thesis, according to which there is no one privileged reference relation that is compatible with all ‘the appropriate operational and theoretical constraints’.
 Furthermore, before outlining his vat argument, Putnam tells us that it ‘first occurred to [him] when [he] was thinking about a theorem in modern logic, the “Skolem-Löwenheim Theorem”’,
 which is the very theorem that underpins the later indeterminacy arguments.
 This is an odd juxtaposition, because precisely what those indeterminacy arguments seem to show is that reference is not causally constrained; that I can have thoughts about anything whatsoever, irrespective of what I am in causal contact with; that there are perfectly good ways of making sense of me whereby all my thoughts are about, say, ordinals between (2 and (3.

However, the tension is not as great as it appears. What the later indeterminacy arguments show is that reference is not determined by content. In other words, given the content of what I think, or of what I say, there are endless different reference relations in terms of which it can be specified. What the premise of the vat argument is concerned with is what determines content in the first place. The sense in which I cannot have thoughts about trees without coming into suitable causal contact with trees is the sense in which my thoughts cannot have arboreal content unless my having those thoughts is sensitive to what trees are like.
This premise—that what thoughts I can have is constrained by what I am in causal contact with—illustrates a general principle to the effect that a subject cannot have any thought of a certain basic empirical kind unless the subject’s having that thought is suitably sensitive to whether things are how they must be for the thought to be true, or, as I shall put it, unless that thought is suitably sensitive to its own content. Both ‘of a certain basic empirical kind’ and ‘suitably sensitive’, of course, have a colossal amount of work to do here, and each needs extensive discussion of its own. But for current purposes this highly schematic formulation of the principle—with the relationship between trees and thoughts about trees serving as a kind of paradigm
—will suffice. Let us refer to this principle as the Sensitivity Constraint:
The Sensitivity Constraint: A subject cannot have any thought of a certain basic empirical kind that is not suitably sensitive to its content.
One thing that I think follows from the Sensitivity Constraint is that most of a given subject’s beliefs are true. And I think an argument to show that it follows is implicit in things that Putnam himself says when he talks about the content of the beliefs that a brain in a vat would have, content, roughly, concerning what was going on in and around the vat.
 Nevertheless, I also think it would be misleading to give such an argument. A full account of these matters, I believe, would indicate that the order of derivation is rather the reverse: that the Sensitivity Constraint is required to ensure that most of a subject’s beliefs are true, which must in turn be assumed if the subject is to be credited with any beliefs at all. That some such exercise of charity is integral to making sense of a subject is a celebrated thesis of Davidson, and one for which he has provided a number of arguments.
 It is given further support, of a rather different kind, elsewhere in Putnam’s own book.
 There is obviously much more to be said about it. But let us at any rate grant the premise of the Putnam objection, namely that what thoughts I can have is constrained by what I am in causal contact with.

3. The natural counter-objection
The Putnam objection is met by a natural counter-objection, which, for convenience, I shall refer to simply as the natural counter-objection. (The literature is replete with instances of people responding to Putnam in this kind of way.
)
The natural counter-objection does not aim to defend (S) against the Putnam objection. It aims rather to lessen the force of the Putnam objection by showing that, if the Putnam objection holds, then all that ultimately follows is that (S) does not after all do justice to the original solipsism. The argument is as follows.
Even if the Putnam objection enables me to conclude that there are worlds including the biography of my brain that are not compatible with all I know, still, in those worlds, I may be able to undergo seemingly identical thought processes to reach a seemingly identical assurance. For example, in a treeless world, I may be able to reach a conclusion that carries precisely the same significance for me as is carried, in this world, by the conclusion that there must be trees in my environment. Moreover, if the Putnam objection holds, I am right to reach that conclusion in that world. For what I am then concluding is, so to speak, that there must be ‘pseudo-trees’ in my ‘pseudo-environment’—which indeed there must. Granted this, it follows that the Putnam objection gives me an assurance of the falsity of (S) only at the price of showing that I do not fully understand it. In particular, I cannot rule out that the worlds with which it deals are, from some external standpoint, mere constructs of my own phenomenal bubble and not real variations on how things are. In sum, I do not know what (S) comes to at the level of things in themselves. Furthermore, this leaves room for, and indeed encourages, the following genuinely solipsistic thought:
(S*) For all I know, any ‘noumenal’ possibility that includes whatever sustains my subjective state is, for all I know, actual.
(The reason for the ugly repetition of ‘for all I know’ in (S*) is that these ‘noumenal’ possibilities may in fact be worlds as construed in this essay, and what sustains my subjective state may in fact be the biography of my brain. So without the first occurrence of ‘for all I know’, there is no guarantee that (S*) is not simply a re-formulation of (S), which the Putnam objection shows to be false.) I cannot be any more specific about these ‘noumenal’ possibilities. If I try, say by talking about brains in vats, then I am dealing once again with worlds, as construed in this essay—‘phenomenal’ possibilities—and my scepticism is vulnerable to the Putnam objection. But I do not need to be more specific. All I need to do, in order to sustain this genuinely solipsistic thought, is to transcend the naturalistic framework within which (S) was formulated and entertain these ‘noumenal’ possibilities, in the abstract.

4. The Putnam reply
Here my essay begins to resemble a tennis rally: the natural counter-objection is met by what I shall call the Putnam reply.
 The Putnam reply begins with the following strengthened version of the Sensitivity Constraint: a subject cannot have any thought that is not suitably sensitive to its content. Let us refer to this as the Generalized Sensitivity Constraint:
The Generalized Sensitivity Constraint: A subject cannot have any thought that is not suitably sensitive to its content.
The Generalized Sensitivity Constraint applies, in particular, to thoughts about what is possible, about what is real, and the like. Hence no matter what nuance I may introduce into my thinking, no matter how carefully I may qualify what I say with references to the noumenal or with cautionary scare-quotes, no matter how hard I may thump the table, I cannot have these thoughts (that is to say, thoughts about what is possible, what is real, and the like) unless my thinking is suitably sensitive to what is possible, to what is real, and the like. If the best conception that I can form of what the possibilities are is a conception in terms of worlds, then I have no alternative but to assume that worlds do after all constitute real, ultimate possibilities. What I cannot help but conceive of as the realm of the possible I cannot help but conceive of as the realm of the possible and is indeed the realm of the possible. Scepticism couched in terms of unspecifiable ‘noumenal’ possibilities falls prey to the original objection in precisely the same way as scepticism couched in more specific terms (in terms of brains in vats, say).

5. The reinforced counter-objection
The Putnam reply is met by a reinforced counter-objection. The reinforcement is simply that some thoughts are available to a subject irrespective of what the subject’s thinking can be relevantly sensitive to (in other words, the Generalized Sensitivity Constraint is false).
There is more than one model that can be used to develop this reinforcement. One is a Kantian model. On this model, my concepts of what is possible, of what is real, and so forth are a priori. I have them irrespective of how and where I am situated: I do not glean them from anything with which I am in empirical contact. And although I cannot use them, or use anything else for that matter, to gain substantial knowledge of that which is transcendent, I can use them to think about that which is transcendent.
 A brain in a vat could share these concepts with me. It could think about things in themselves and entertain thoughts about ‘noumenal’ possibilities. More specifically, it could entertain the thought that, for all it knew, any ‘noumenal’ possibility that included whatever sustained its subjective state was, for all it knew, actual—even though it could not be more specific about what these ‘noumenal’ possibilities might be like. Similarly, I can entertain my own counterpart of this solipsistic thought: namely, (S*).
A different model that can be used to develop the reinforcement is a Nagelian one. At times Nagel seems to embrace a realism robust enough to entail that no thought need be relevantly sensitive to its content.
 At any rate Nagel argues that we can use extrapolation from actual cases of limited cognitive ability—he mentions the congenitally blind or deaf—to entertain thoughts about what might be beyond our own cognitive abilities, or our own powers of specification. Similarly, he imagines a species whose intellectual limit is that of a normal nine-year old human. Just as there are features of reality that they would never be able to grasp, so too, Nagel says, we can entertain the thought that there are features of reality that we shall never be able to grasp.
 It seems clear that Nagel might have used the fantasy of the brain in the vat to make the same point. And as with the Kantian model, this in turn seems enough to show that I can entertain the solipsistic thought (S*).
I said these models were different. On the Kantian model, I can have thoughts that are not relevantly sensitive to their content by exercising a priori concepts. On the Nagelian model, I can have thoughts that are not relevantly sensitive to their content by extrapolating from what I am in empirical contact with. None the less, the models are very closely related—much more closely related than these remarks suggest. The latter is indeed a variant of the former. For on the Nagelian model, I need to be able to exercise concepts that reach beyond what I am in empirical contact with in just the way in which my a priori concepts of possibility, reality, and so forth do on the Kantian model—a prime example being the concept of analogy, as expressed by the tetradic predicate ‘x1 is to x2 as x3 is to x4’.

Whatever form the reinforcement to the counter-objection takes, sheer modesty seems to call for it. To see why, imagine a brain in a vat being manipulated in such a way as to simulate precisely the activity of your own brain. And imagine yourself observing it. As you are doing so, it must be thinking that it too is observing a brain in a vat, thinking that it is observing a brain in a vat, thinking that it is observing a brain in a vat, and so on, in ‘Russian doll’ fashion, ad infinitum. Now, if the Generalized Sensitivity Constraint holds, then each thinker in this nested structure, with the exception of you, must have a limited conception of reality, or a limited conception of what the possibilities are, as revealed from the vantage point of its predecessor. Not you, however! You have a kind of a priori guarantee that your conceptions of these things fit them perfectly. For you, there is not so much as the possibility of mismatch. Surely modesty indicates that there is something wrong with this picture; that there is something wrong with the idea that an infinite series of phenomenologically indistinguishable thoughts should suddenly culminate in something with an a priori assurance that the series does not, and cannot, extend any further.
6. Whither solipsism?
Well, yes; there is something wrong with this picture. But the problem lies not with the Generalized Sensitivity Constraint. It lies rather with how the story has been told. There is not an infinite hierarchy of thinkers in this scenario, any more than there is an infinite hierarchy of brains. At most, there are two: you and the brain. (I say ‘at most’, because the brain will soon be giving pause.) Apart from you two, and again at most, there is a ‘pseudo-thinker’ having ‘pseudo-thoughts’, a ‘pseudo-pseudo-thinker’ having ‘pseudo-pseudo-thoughts’, and so on. Once the story is told in these terms, modesty scarcely seems to come into it. For you to say, of a brain bobbing about in a vat, that it has at best a limited conception of reality, while denying that the same is true of yourself (where this of course does not mean denying that you are both mistaken and ignorant about all sorts of things), is not an arrogation, whatever else might be said against it.
For my own part, I think the Generalized Sensitivity Constraint must hold. Admittedly I have stated it in such an anodyne way as to leave little room for dispute about it. But I think I have said enough to indicate how it rules out the ascription of certain thoughts to certain subjects: how, more particularly, it does this in the case of thoughts about what is possible, about what is real, and the like; and how this in turn prevents the reinforced counter-objection from sustaining (S*) as a deeper expression of solipsism than (S). I shall not now try to argue for the Generalized Sensitivity Constraint however. My interest, for now, is to see how things stand in this debate if it holds.
Prima facie they stand much as they stood when the Putnam objection was first formulated. That is, (S) seems both to have been refuted and to do justice, of sorts, to the original solipsism. But we can perhaps say more now than we said before about worlds that are ruled out by what I know. Not only must there be trees in my environment—or at least, not only must there be as much in my environment as there must be to ensure that I know as much as I do know about my own thinking on such matters (there is still room for debate about how much this is)—I must also have whatever access to my environment I need to be able to conceive of the full range of worlds. The world in which there is nothing but the biography of my brain, for instance, is ruled out on the grounds that, in it, I would have no conception of real space. In that world, nothing in my thinking could target the centre of gravity of my left hemisphere, for example, or not under that description. Nor could I conceive of the full range of worlds, construed as distributions of microphysical states across the whole of space-time. But I can conceive of that range, and I know that I can. So my knowledge rules out that world’s being actual.

But now consider: I have been making claims about what ‘could’ be the case in one very austere world. Are these to be understood as claims about what is the case in some other world? They had better not be. For some of what I deny ‘could’ be the case in that world I am prepared to say is the case in the actual world. (For instance, I am prepared to say that I have thoughts about the centre of gravity of the left hemisphere of my brain.) No, they are claims about capacities and dispositions, the sorts of capacities and dispositions that are at work in the ‘suitable sensitivity’ of the Generalized Sensitivity Constraint. The ‘could’ here is more restrictive than a mere existential quantifier ranging over worlds. Something which, in this sense, ‘could’ not be the case in one world, but is the case in another, betokens capacities and dispositions that are absent from the former world but present in the latter. Compare: I cannot lift a ton weight, though there are worlds in which I do.
I have belaboured this relatively simple point because I think it is important to be clear about what the implications of the Generalized Sensitivity Constraint are. That I can conceive the full range of worlds, for example, and that I can recognize the actual world as one among them, is not just due to the fact that the biography of my brain is part of the actual world, nor yet to the fact that it is part of that world and of others. It is due to the fact that I have thoughts that are suitably linked, through the range of capacities and dispositions that I have in virtue of possessing a normal body, to different parts of space-time. This cuts deeper than the fact that I have thoughts that are suitably sensitive to what trees are like. If my thinking lacked this connection with space-time, then it would be out of touch with its own most fundamental nature; I would lack a proper self-conscious awareness of what my thinking came to, not because I could not see what the content of my thoughts was, but because I could not see what it was for them to have that content. What I actually have, and what I would thereby lack, is the capacity to think ‘objectively’ about my own thoughts, and thus to arrive at a self-conscious awareness of their standing in the world, including their standing with respect to other potential thoughts about that same world. I have, and would lack, self-conscious awareness of my point of view on the world.
But what is that, if not an aspect of my subjectivity? At long last the Sufficiency Claim—the claim that keeping fixed the biography of my brain suffices for keeping fixed my subjective state—seems to be coming under threat.
To make this point more graphic, imagine a trans-temporal counterpart of some of the trans-world variations that we have been considering. Imagine a world that includes the biography of my brain and in which the following is true: up until my thirtieth birthday, say, my brain is in a vat being manipulated by scientists; it is then taken out of the vat and implanted in a normal body; and things so develop that, from my thirty-second birthday onwards, they are just the same as in the actual world. On the current reckoning, I can, in that world, begin to conceive of the full range of worlds and come to a proper self-conscious awareness of my own thinking some time after my thirty-second birthday, not before. But if the Sufficiency Claim is true, then this world is subjectively indistinguishable to me from the actual world. And this makes a complete mystery of my actual subjectivity. It means that my subjective state is a kind of epiphenomenon, accidentally relevant, at best, to whatever awareness I can achieve of my own point of view—which is absurd. What my subjective state is, at least in part, is a representation of things from my own point of view of such a kind that, granted self-consciousness, I can see it as a representation of things from my own point of view. Quite how much this requires, and quite what room it leaves for error on my part (such as the massive error involved in my failing to realize that my brain has been in a vat since last night) are huge philosophical questions that I cannot address now. But certainly it requires more than that my brain be ticking over. It requires, among other things, that I have a proper conception of space-time. If, in worlds where I lack this conception, I have any subjective state at all (something that there is increasing reason to doubt), then the most that can be said of that state is that I think I can see it as a representation of things from my own point of view. (Perhaps I can see it as a ‘pseudo-representation’ of things from my ‘pseudo-point of view’.) At any rate the Sufficiency Claim has at last been discredited—on the assumption that the Generalized Sensitivity Constraint holds.

There may have been reason to doubt the Sufficiency Claim anyway, reason which these reflections have served only to highlight. For granted that my subjective state controls my thinking in the way in which it does, the Sufficiency Claim renders obscure how my thinking can ever be about anything beyond the biography of my brain—whatever correlations there may be between activity within my brain and activity without. Given the Sufficiency Claim, the only sense in which I can ever experience that things are thus and so, other than within the biography of my brain, is by being in a certain subjective state while things independently are thus and so, which in turn means that my grasp of the world beyond my brain is radically indirect, indirect enough to render deeply problematical how I can so much as think about that world. But if the Sufficiency Claim threatens my capacity even to think about what is beyond my brain, then we are within sight of a transcendental argument against it. (Here I am trading on ideas that have become familiar through the work of McDowell.
)
However that may be, my (actual) subjective state is grounded in a point of view that I have, not just in the world, but on the world. It affords me a kind of ‘possession’ of the world. This relates back to something that I remarked upon near the beginning of this essay, namely that, if the Sufficiency Claim is false, then even the rough formulation of solipsism with which we began—that I have no knowledge except of my subjective state—may be too weak to do it justice.
 For, as it now appears, my subjective state already determines a good deal about the world beyond me. Or at any rate, it does unless we are forced by these considerations into a radical re-thinking of what counts as ‘me’, in which case solipsism, as I have been construing it, may cease even to be an issue.
What then is the upshot of the Putnam objection for solipsism?
Well, pressed hard enough, the Putnam objection challenges the Sufficiency Claim, as we have seen. This means that it is not just an argument against (S). It is an argument against (S)’s entitlement to represent the original solipsistic position. However, granted the point just made, it is also an argument against the entitlement of the original rough formulation to do that. This cannot but leave us wondering whether there is any such thing as ‘the original solipsistic position’. Perhaps what we are witnessing here are the exposure and the disintegration of a merely apparent position.
That, certainly, is my own view. I think that the Putnam objection, ultimately, feeds into a critique of the very coherence of solipsism. But there is nothing yet to force this conclusion. Two other possibilities—at least—remain to be considered. One of these is that solipsism is a perfectly genuine position for which we simply have not (yet) found a suitable formulation. The other, altogether headier, possibility is that solipsism is a perfectly genuine position that has no suitable formulation. (This of course puts us in mind of Wittgenstein’s famous remark, in the Tractatus, that ‘what the solipsist means is quite correct; only it cannot be said, but makes itself manifest.’
) The first of these is much likelier to recommend itself to initial sober reflection. And yet what could the formulation in question be? Not (S*). Given the Generalized Sensitivity Constraint, (S*), if it means anything at all, means much the same as (S). The Generalized Sensitivity Constraint nullifies any attempt on our part to reckon with ‘deeper’ possibilities, which is what (S*) involves. On the other hand, if we resist the temptation to try to delve deeper, then it is not clear how we can avoid producing a formulation that is hopelessly weak, something that in effect just says that I know nothing beyond what I know; or that the actual world is, for all I know, the actual world.
The fact of the matter is that, once we have got this far, unless we are prepared to deny that there is any genuinely solipsistic position, then it is very tempting to embrace the headier alternative of thinking that it is a position that is immune to proper formulation. It is tempting to think that brains in vats, for instance, can share something with us, a kind of ‘ultra-subjectivity’, which enables them to entertain phenomenologically identical thoughts to those which we are now entertaining; then to think that the only proper way to formulate solipsism is in terms of how this ‘ultra-subjectivity’ stands with respect to ‘deeper’ possibilities; and then, finally, having seen how this must fail, to conclude that solipsism is inexpressible.
I myself am convinced that this temptation must be resisted, and that, if inexpressibility does come into the reckoning, then it comes in differently. That is something I have tried to argue elsewhere.
 For the time being, I am content to have given some indication of the challenge that the Putnam objection poses for solipsism.
One final and very brief observation. The Putnam objection, or at least its reinforced version, depends on various assumptions that I have made no attempt to defend. The most blatant of these is the Generalized Sensitivity Constraint itself. But another is the assumption that I know my own thoughts (for example, I know that I have thoughts about trees). A large and fascinating literature has arisen concerning whether I am entitled to this assumption in view of the underlying externalism.
 It is worth noting, however, that there is a much more humdrum reason why I may need to be cautious about this assumption. If knowledge requires confidence, and if one effect of indulging in reflection of this kind is that I lose my confidence, however irrationally, then it may be that, while I am reflecting in this way, I do not know my own thoughts. This would be an interesting variant on Williams’ contention that reflection can destroy knowledge.
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