Philosophy versus literature? Against the Discontinuity Thesis
According to what I call the ‘Discontinuity Thesis’, literature can never count as genuine philosophizing: there is an impermeable barrier separating it from philosophy. While philosophy presents logically valid arguments in favor of or against precisely formulated statements, literature gives neither precisely formulated theses nor arguments in favor of or against them. Hence, philosophers don’t lose out on anything if they don’t read literature. There are two obvious ways of questioning the Discontinuity Thesis. First, arguing that literature can indeed do what philosophy is generally taken to do. Second, arguing that philosophy is not, in fact, the presentation of logically valid arguments in favor or against precisely formulated statements – what it does is closer to what literature is generally taken to do. I use a combination of these two strategies and argue that philosophy is not as intellectually straightforward as it is advertized to be and literature is not as intellectually impoverished as it is generally taken to be.

I. Introduction
There has been a lot of discussion recently about whether and how philosophy can and should learn from the sciences – for example, philosophy of perception from vision science. Much less attention has been paid to whether and how philosophy can and should learn from literature or from the arts in general.
 Most contemporary philosophers (or, at least those who don’t specialize in philosophy of literature) accept, explicitly or implicitly, the following picture of the relation between literature and philosophy. Literature may be used for popularizing philosophical arguments, but it will always be discontinuous with philosophy. It can never count as genuine philosophizing: there is an impermeable barrier separating it from philosophy. While philosophy presents logically valid arguments in favor of or against precisely formulated statements, literature gives neither precisely formulated theses nor logically valid arguments in favor of or against them. Hence, philosophers don’t lose out on anything if they don’t read literature. I call this picture of the relation between philosophy and literature the ‘Discontinuity Thesis’.
 


There are two obvious ways of questioning the Discontinuity Thesis: to argue that literature (maybe some outstanding examples of high literature) can indeed do what philosophy is generally taken to do. This would be the ‘Don’t Underestimate Literature’ strategy. The converse strategy is to argue that philosophy is not, in fact, the presentation of logically valid arguments in favor or against precisely formulated statements. What it does is closer to what literature is generally taken to do. We can call this the ‘Don’t Overestimate Philosophy’ strategy. 


I will use a combination of these two strategies and argue that philosophy is not as intellectually straightforward as it is advertized to be and literature is not as intellectually impoverished as it is generally taken to be. I don’t take this to demonstrate that philosophy and literature are really two labels for describing the same human enterprise. There are genuine differences, but they are continuous with each other. But if they are continuous, then literary works can count as real philosophy and it would be a mistake for philosophers to ignore these. 

II. The Discontinuity Thesis 

Consider the following picture of the relation between literature and philosophy. Philosophy presents unambiguously formulated premises that would necessitate an unambiguously formulated conclusion. Literature does not. Hence, we have a barrier between literature and philosophy that would prevent any literary text from counting as genuine philosophy. I call this view the Discontinuity Thesis. 


The Discontinuity Thesis, as it stands, requires some clarifications and qualifications. First, is it a descriptive or a normative claim? It seems that the most charitable interpretation of the Discontinuity Thesis is a normative one: good philosophy presents unambiguously formulated premises that would necessitate an unambiguously formulated conclusion. Good literature does not. Other things being equal, making the premises and conclusions of a philosophy paper more unambiguous makes the paper itself better. The same is not true of a novel or a short story. 


Second, the Discontinuity Thesis goes well beyond the claim that philosophy and literature are different intellectual enterprises. The negation of the Discontinuity Thesis is the claim that the barrier between philosophy and literature is permeable. And this is consistent with a view according to which there are important differences between philosophy and literature.
 In other words, rejecting the Discontinuity Thesis does not have to lead to postmodernist relativism, according to which every text is philosophy and every text is literature. 


Third, what is the scope of the Discontinuity Thesis? Is this true of all philosophy or philosophy per se or for what is considered to be analytic philosophy? One not particularly original way of arguing against the Discontinuity Thesis would be to point out that not all philosophy is analytic philosophy and it is only analytic philosophy (or maybe even only some versions of analytic philosophy) that present unambiguously formulated premises that would necessitate an unambiguously formulated conclusion.
 This way of questioning the Discontinuity Thesis misses the target. Proponents of the Discontinuity Thesis could simply describe philosophy, with Plato, as the dispassionate quest for truth. And as Plato himself, presumably the earliest proponent of the Discontinuity Thesis, argues, literature, by its very nature is not the dispassionate quest for truth. So for those who find the formulation of the Discontinuity Thesis too biased towards analytic philosophy can substitute this more general formulation when evaluating the Discontinuity Thesis. 


Fourth, the Discontinuity Thesis is very closely related to another important theme in the philosophy of literature, namely, the question about whether literature can express truths that are beyond philosophy’s reach. The relation between the two debates is not always straightforward. While the view that “there may be some views of the world and how one should live in it […] that cannot be fully and adequately stated in the language of conventional philosophical prose”
 may remind one of the Discontinuity Thesis inasmuch as it allocates different and distinct epistemic roles to literature and philosophy, Nussbaum’s view is in fact very much against the spirit of the Discontinuity Thesis - which she is strongly opposed to.
 Nussbaum is one of the most outspoken proponent of the idea that there is no barrier between literature and philosophy (while they express truths of different kind). Those, like Nussbaum, who hold that certain truths can be expressed by literature but not by philosophy, are not forced to endorse the Discontinuity Thesis. 

Finally, what is meant by philosophy and literature here? The texts? The mental processes of the person writing these texts? The mental processes of the person engaging with these texts? While the Discontinuity Thesis can be formulated in any of these three ways, much of the argumentative support for the Discontinuity Thesis comes from taking the discontinuity to be the last one of these: when we are properly engaging with a philosophical text and when we are properly engaging with a piece of literary fiction, we are supposed to have very different mental processes. 


This takes us to the arguments in favor of the Discontinuity Thesis. Without attempting to give a full inventory of pro-Discontinuity Thesis arguments, I will mention the three most important strands of arguments. A very general way of characterizing them would be that they aim to point out that while philosophy is the dispassionate quest for truth, literature is (a) not a quest, (b) it does not aim at the truth and (c) not dispassionate,. 


First, philosophy is a (sometimes tedious, sometimes cumbersome) quest: it starts with generally accepted premises and, going through logical steps of necessitation, arrives at a not generally accepted conclusion. This is not the way literature works. As Tim Williamson says, “serious philosophy is always likely to bore those with short attention-spans.”.
 For those with short attention-spans, there is always literature. 


Second, the oldest pro-Discontinuity Thesis arguments comes from Plato: philosophy aims at the truth, whereas literature lies – it deliberately presents something that is not true. While this argument may not move many these days, it played an important role in establishing the view that there is an impenetrable barrier between philosophy and literature. 


But the most important and influential argument in favor of the Discontinuity Thesis is about the role of emotions in philosophy and literature.
 Philosophy is the dispassionate quest for truth. It is a bad thing if emotions interfere with the argumentation of a philosophy paper. Emotions, on the other hand, are the bread and butter of literature: it is a good thing if a literary text triggers emotions. Note that this argument is about the proper engagement with philosophy and literature. While the proper engagement with philosophy presupposes dispassionate, emotion-free mental processes, the proper engagement with literature presupposes emotionally laden mental processes. 


Literary works influence us emotionally: they seduce us to feel or think in some way or another, sometimes even in spite of our rational beliefs. Philosophy, in contrast, does not use such suspicious means of convincing: it proceeds only in rational and emotion-free logical steps. If a philosophical argument appeals to emotions, it is, as it is widely held, a bad argument. But then how could we take literary works to be genuine contributions to philosophy? I call this argument the Discontinuity of Emotional Engagement argument. 


As we shall see, this argument is the most difficult challenge for those who want to reject the Discontinuity Thesis. And surprisingly few of the existing attempts to argue against the Discontinuity Thesis have taken this argument seriously enough. My aim is to explore a way of arguing against the Discontinuity Thesis that is not vulnerable to this objection.  

III. Against the Discontinuity Thesis 

There are two general strategies for arguing against the Discontinuity Thesis: questioning what it says about philosophy and questioning what it says about literature. The latter is what we may call the ‘Don’t Underestimate Literature’ strategy: at least some works of literature present genuine and maybe even novel philosophical arguments that are of the same quality as the best of any bona fide philosophy. This strategy often proceeds through case studies of analyzing the philosophical content of certain novels. 


The converse strategy could be labeled the ‘Don’t Overestimate Philosophy’ strategy. The claim there is that the picture of philosophy that would be needed for the Discontinuity Thesis to be plausible is an unrealistic one. Philosophy is not the highly intellectualized enterprise it is often made out to be. 


The two strategies can, of course, combine.
 If we move philosophy closer to literature (by not overestimating it) and literature closer to philosophy (by not underestimating it), then the distance between them could be diminished considerably. I will discuss these two strategies in turn. 

IV.  The ‘Don’t Underestimate Literature’ strategy

The ‘Don’t Underestimate Literature’ strategy of arguing against the Discontinuity Thesis questions the assumptions made about the nature or function of literature. Its general upshot is that literature is not as intellectually impoverished as it has been suggested by the Discontinuity Thesis. But there are very different ways of arguing for this claim. I will consider the three most important versions of this strategy in this section. 

IV. a The role of imagination
The ‘Don’t Underestimate Literature’ strategy of arguing against the Discontinuity Thesis is very often intertwined with arguments in favor of aesthetic cognitivism: the position that artworks can teach us and that this contributes to their artistic value. What matters from the point of view of this paper is whether literature can teach us – regardless of whether this contributes to artistic value. And the proponents of aesthetic cognitivism argue that literature can teach us nontrivial truths. Note that aesthetic cogntivism, in some of its form, would be compatible with the Discontinuity Thesis – one can maintain that literature can teach us truths, but not philosophical truths. Or, that while we can learn from literature, the way we do so is very different from, and is indeed incompatible with, the way we learn from philosophy.


But the ‘Don’t Underestimate Literature’ strategy can nevertheless use one of the main arguments in favor of the aesthetic cogntivist view: that we can learn from literature because literature guides our imagination in such a way that leads to knowledge.
 One can extend this argument by pointing out that imagination plays an important role not only in our engagement with literature, but also in our engagement with philosophy, and especially our assessment of thought experiments.
 


Here is Hilary Putnam, one of the earliest contemporary proponents of this argument (talking here more specifically about moral philosophy, rather than philosophy in general): 

Literature does not, or does not often, depict solutions. What especially the novel does is aid us in the imaginative re-creation of moral perplexities, in the widest sense. […] If moral reasoning, at the reflective level, is the conscious criticism of ways of life, then the sensitive appreciation in the imagination of predicaments and perplexities must be essential to sensitive moral reasoning.
 

The general idea is that as imagination is at play both when we are engaging with literary fictions and when we are reading philosophy, we have no reason to consider literature and philosophy to be dramatically different: both confronts us with non-actual situations. 


One may be skeptical about this way of applying the ‘Don’t Underestimate Literature’ strategy, for two reasons. First, one may worry about how much of philosophy really relies on imagination. While imagination undoubtedly plays an important role in thought experiments, the importance (and relevance) of thought experiments itself has recently been questioned.
 It would significantly weaken the ‘Don’t Underestimate Literature’ strategy if it had to take sides in these grand debates concerning the uses of thought experiments in philosophy. 


Second, and more importantly, even if imagination plays as crucial a role in our engaging with philosophy as it does in the case of literature, this would still not guarantee the success of this version of the ‘Don’t Underestimate Literature’ strategy, for the simple reason that imagination may work very differently in these two contexts. One way to flesh out this worry is to return to what I take to be the main argument in favor of the Discontinuity Thesis, the Discontinuity if Emotional Engagement argument, according to which literature is supposed to evoke emotions, whereas philosophy isn’t. Some imaginative episodes are completely dispassionate, for example, when I am buying curtains without having measured the windows and I try to imagine what size they are. Other imaginative episodes are not at all dispassionate, and imagination triggered by literary works is generally taken to be a very emotional affair indeed.
 But when reading philosophy (or, when assessing thought experiments), we are supposed to exercise our imagination in a dispassionate way. In other words, the emphasis on imagination will not help us to address the most important and influential argument in favor of the Discontinuity Thesis: the Discontinuity of Emotional Engagement argument. 

IV. b Changing the way we see the world
Some other proponents of the ‘Don’t Underestimate Literature’ strategy, notably, Philip Kitcher and Stanley Cavell, follow a different route.
 They show us by example that some Shakespeare plays, Joyce’s Ulysses, or Mann’s Death in Venice present philosophical arguments that are comparable to the arguments of any philosopher in the canon (some other eminent candidates include Borges’s short stories and Proust’s novel). 


Kitcher even provides explicit (but brief) methodological remarks about how this strategy should work. According to him, the common denominator between philosophy and literature is that masterpieces of both can radically change the way we see the world and our lives. Philosophy can make us see the world differently and so can literature.
 


While  this similarity would be difficult to question, it is important to note that the advocate of the Discontinuity Thesis does not need to deny this. The proponent of the Discontinuity Thesis could agree that both literature and philosophy can make us see the world differently, but they can insist that while philosophy does so by means of dispassionate and rational arguments, literature makes us to see the world differently by seducing us with the help of emotions into doing so. In other words, Kitcher’s version of the ‘Don’t Underestimate Literature’ strategy is also vulnerable to the Discontinuity of Emotional Engagement argument. 

IV. c Putting us in the position to draw conclusions
A third way of applying the ‘Don’t Underestimate Literature’ strategy is, like the first one, suggested by Hilary Putnam (again, in the context of moral philosophy, rather than philosophy in general): 

Novels and plays do not set moral knowledge before us, that is true. But they do (frequently) do something for us that must be done for us if we are to gain any moral knowledge.
 

In Putnam’s original article, this suggestion is not properly distinguished from his main theme about the role of imagination, but it is possible to consider the two proposals independently. The general point here is that literature puts us in a position where we can draw conclusions in more or less the same way as we do when we read a philosophical argument. The difference is that in the case of the literature this last step (the step of QED) has to be taken by the reader herself. 


I take this version of the ‘Don’t Underestimate Literature’ strategy to be the most promising. Here is an example. The protagonist of Robert Musil’s The Man without Qualities is Ulrich and one of the least likable characters in the book is Arnheim. But their general outlook is very similar in many respects. Most importantly, they are both against taking the human mind to be fully and entirely rational and they both emphasize the non-rational elements in human behavior and life. But the similarity of their views highlights the very few but nonetheless even more important differences – that the denial of rationality can lead to a pan-romantic attitude and also to a cheerfully skeptical anti-romatinc attitude. Musil doesn’t explain this as if he were writing a carefully argued philosophy paper about the way the mind works, but by showing us two examples that have so much overlap that we immediately focus on the differences and the reasons for these differences.

While the ‘Putting us in the position to draw conclusions’ version of the ‘Don’t Underestimate Literature’ strategy may be the most promising, it is important to note that this move in itself is still insufficient for countering the Discontinuity of Emotional Engagement argument. The proponent of this argument could point out that in the case of philosophy, the concluding step of the philosophical argument must be made purely on the basis of rational and logical considerations. And this is not guaranteed in the case of literature that could lure us with its emotional biases to draw a conclusion in a way that is neither rational nor logical. In order to meet the challenge posed by this argument, it is not enough to use the ‘Don’t Underestimate Literature’ strategy. We also need to question the assumptions the Discontinuity Thesis makes about philosophy. In other words, we need to use the ‘Don’t Overestimate Philosophy’ strategy as well. 

V. The ‘Don’t Overestimate Philosophy’ strategy
The ‘Don’t Overestimate Philosophy’ strategy is the converse of the ‘Don’t Underestimate Literature’ strategy: it points out that philosophy is not as highly rational, logical and intellectual as it is taken to be by the Discontinuity Thesis. Again, there are various versions of this strategy: 

V.a. What counts as philosophy?

The most widespread version of the ‘Don’t Overestimate Philosophy’ strategy argues that concept of philosophy the Discontinuity Thesis relies on is unacceptably narrow. Philosophy is not logic: it does not present unambiguously formulated premises that would necessitate an unambiguously formulated conclusion. Or at least it doesn’t have to do this in order to count as genuine philosophy. 


But this version of the ‘Don’t Overestimate Philosophy’ strategy would be of little use if it did not go beyond this merely negative claim and lay out some alternative models that would count as philosophy as much as the logically necessary inferences model. Here is Martha Nussbaum’s proposal (in the context of moral philosophy): 

If the enterprise of moral philosophy is understood […] as a pursuit of truth in all its forms, requiring a deep and sympathetic investigation of all major ethical alternatives and the comparison of each with our active sense of life, then moral philosophy requires such literary texts, and  the experience of loving and attentive novel-reading for its completion.
 

One worry about this suggestion is that it is explicitly about moral philosophy and it is far from clear how it could be generalized to other branches of philosophy. Maybe it is true that (part of) what moral philosophy does is that it compares various ethical alternatives ‘with our active sense of life’. But it is difficult to see how philosophy of science or metaphysics could be described as doing the same. 


But even if we grant that some important examples of philosophy are based on such comparisons, this would not save Nussbaum’s version of the ‘Don’t Overestimate Philosophy’ strategy from the Discontinuity of Emotional Engagement argument. Proponents of the Discontinuity Thesis could argue that even if we accept that philosophy is often based on the comparison of various alternatives with each other and with one’s ‘active sense of life’ (whatever that may mean), a serious dissimilarity still remains between philosophy and literature. In the case of literature, these comparisons should be dispassionate: they should be made on rational and logical grounds only. We need to judge one alternative to be preferable to the other on the bases of rational considerations. And this is very different from what happens in literature, where these alternatives are presented in an emotionally colored manner, which rules out such dispassionate rational judgments. In short, Nussbaum’s version of the ‘Don’t Overestimate Philosophy’ strategy is vulnerable to the Discontinuity of Emotional Engagement argument. 


When characterizing (moral) philosophy, Nussbaum talks about ‘a pursuit of truth in all its forms’.
 That is, not only in its dispassionate, but also in its emotionally loaded forms. But then this characterization (and with it, her version of the ‘Don’t Overestimate Philosophy’ strategy) will be rejected by everyone who takes philosophy to be exclusively the dispassionate pursuit of truth. 


Philip Kitcher also outlines an alternative conception of philosophy that is more similar to literature than to logic.
 Kitcher’s alternative is in some respects similar to Nussbaum’s, but it is different enough to consider it separately. Kitcher admits that literature very rarely present arguments: unambiguously formulated premises that would necessitate an unambiguously formulated conclusion. As he says: 

Wagner and Joyce do not argue.  They do not even present precisely-articulated theses about the worth and value of human lives. Nevertheless, they do philosophy, real philosophy that can lead listeners and readers to improved perspectives on a (if not the) central philosophical question. […] Instead of a rigorously-connected sequence of clear and precise declarative sentences, we are offered a rich delineation of possibilities – accompanied by a tacit injunction: Consider this.
 

Kitcher’s strategy then is to point out that there are some philosophers, even very good philosophers and even contemporary, highly regarded analytic philosophers whose work is important not because of the arguments they present, but because of the way they “describe, exactly and in rich detail, some […]work of a type overlooked by orthodox philosophical accounts; by considering the phenomena she portrays, her readers are expected to recognize the superiority of the precise claims […] she offers as replacements for orthodoxy”.
 


One potential worry is about how widespread this strategy is. Kitcher explicitly mentions Nancy Cartwright’s work as an example, and there may be others, but this still leaves open the question about whether we can take this to be a genuine trend in philosophy rather than some isolated examples of somewhat idiosyncratic philosophers. But even if we grant this point, the general problem with Kitcher’s proposal (and one he is very much aware of)
 is that it fails to engage with the Discontinuity of Emotional Engagement argument. Even if we accept that both philosophy and literature offers ‘a rich delineation of possibilities – accompanied by a tacit injunction: Consider this’,
 this would still be compatible with the Discontinuity Thesis: philosophy, but not literature, offers the rich delineation of possibilities in a dispassionate, purely rational, manner. Thus, Kitcher (and Nussbaum) would need to supplement this alternative picture of what philosophy is with an argument that would disarm the Discontinuity of Emotional Engagement argument. 

V.b. The psychology of philosophy

We have seen that the main problem with all three versions of the ‘Don’t Underestimate Literature’ strategy as well as the most influential versions of the ‘Don’t Overestimate Philosophy’ strategy we have considered in this section was that they failed to give an appropriate response to the Discontinuity of Emotional Engagement argument: the argument that while philosophy is supposed to be dispassionate, literature isn’t. 


The aim of this subsection is to address this argument head on. As we have seen, most versions of the ‘Don’t Overestimate Philosophy’ strategy endeavor to broaden our conception of what philosophy is. This was both Kitcher’s and Nussbaum’s project. The version of the ‘Don’t Overestimate Philosophy’ strategy I want to explore here is not about what philosophy is, but about how we engage with it. 


We have seen in Section II that the Discontinuity Thesis can be formulated in three ways: as a claim about (a) the discontinuity between texts, (b) the discontinuity between the mental processes of the person writing these texts or (c) the discontinuity between the mental processes of the person engaging with these texts. The arguments Kitcher and Nussbaum give are arguments about (a). I explore a different line of attack, one that is about (c). If we formulate the Discontinuity Thesis this way, it amounts to saying that when we are properly engaging with a philosophical text and when we are properly engaging with a piece of literary fiction, we are supposed to have very different mental processes. The Discontinuity of Emotional Engagement argument provides direct support to this version of the Discontinuity Thesis and, as a result, it is easier to question this argument in this context. 


There has been a lot of research recently on what has been labeled as the ‘philosophy of philosophy’: the philosophical discussion of what philosophy is: for example, whether it is an a priori or an a posteriori enterprise.
 What we would need in order to substantiate the ‘Don’t Overestimate Philosophy’ strategy is a project that could be labeled as the ‘psychology of philosophy’: what psychological processes are (or can be) involved when we are philosophizing. 


The Discontinuity of Emotional Engagement argument presupposes a very specific view about the psychology of philosophy: that the psychology of philosophy can be described exclusively by talking about explicit beliefs and the logical relation between them.
 According to this picture, the proper way of engaging with philosophical texts is the following. We are starting out with beliefs we have rational reasons to accept and as a result of going through logically valid inferences, we add some further beliefs to these that we also have rational reasons to accept. We can call this picture of the psychology of philosophy the ‘Pure Logical Inference’ picture. I will argue against this ‘Pure Logical Inference’ picture of the psychology of philosophy. But if the Pure Logical Inference picture is false, then the Discontinuity of Emotional Engagement argument, which presupposes this picture, will appear much less persuasive. 

My argument against the ‘Pure Logical Inference’ picture is threefold. (i human reasoning in general is unlikely to follow the ‘Pure Logical Inference’ picture, (ii) reasoning in an academic context is even more unlikely to follow the ‘Pure Logical Inference’ picture and (iii) philosophical reasoning is yet even more unlikely to follow the ‘Pure Logical Inference’ picture. In other words, we have three sets of arguments for rejecting the claim that philosophical reasoning follows the ‘Pure Logical Inference’ model: (i) ones generally true of all kinds of human reasoning, (ii) ones true of reasoning in an academic context and (iii) ones specific to philosophical reasoning. I will consider these in turn. 

(i) Human reasoning in general does not follow the ‘Pure Logical Inference’ picture

There is a wealth of recent empirical findings about how we actually reason that seems to flatly contradict the ‘Pure Logical Inference’ picture of human reasoning. Reasoning is sensitive to order effect, to framing effects and even to such banal environmental factors as the dirtiness of one’s hands or whether we are holding a cup of coffee or a teddy bear.
 Maybe the way we should reason is by going through a series of cognitive states connected by inference, but it is unlikely that this is what in fact happens when we reason. I will return to this normative/descriptive distinction in Section V.b.iv. 
These findings are difficult to explain within the framework of the ‘Pure Logical Inference’ model of reasoning –  our beliefs and other cognitive states are not altered by the mess on the table in front of us or by the film sketch we have just watched. A possible worry about this conclusion is the following: maybe what changes in these examples is not our beliefs, but the weight that we assign to them. The suggestion would be the following: the warm coffee in my hand (or the dirty desk in front of me) does not change my beliefs, but rather it makes me attend to certain beliefs of mine and makes me ignore some others. But as beliefs are supposed to form a (by and large, most of the time) coherent network, shifting one’s attention from one belief to the other should not result in any significant change in the reasoning process. In short, it is unlikely that focusing on one belief, rather than another, would be able to bring about the differences in reasoning that are demonstrated by the experiments I mentioned above. 

An even more general worry is this: maybe these findings show that human reasoning does not follow the Pure Logical Inference model, but they say nothing about whether it should do so. These findings may support a descriptive claim about how (most) humans reason, but they are silent on the normative claim about how we should reason. So the proponent of the Pure Logical Inference model (and a proponent of the Discontinuity of Emotional Engagement argument) could say that they pose not danger to the claim that good (great, appropriate, etc) human reasoning does follow the Pure Logical Inference model. And, as good philosophy must employ good reasoning, these findings have no direct impact on the debate about the Discontinuity Thesis. I address this important worry in Section V.b.iv. 
(ii) Reasoning in an academic context does not follow the ‘Pure Logical Inference’ picture
Some may dismiss the empirical findings about the impurity of human reasoning I mentioned above by saying that while some people are undoubtedly subject to these biases, no self-respecting academics can possibly be subject to them. Here is a representative quote:  “we should acknowledge that not all intuitions are created equal […] For example, the physical intuitions of professional scientists are much more trustworthy than those of undergraduates or random persons in a bus station”.
 In short, expertise makes us immune to the effects described above. This argument is most often made about philosophical expertise (in the context of the merits and demerits of armchair philosophy), but a version of it can be used for academia in general: only the hoi polloi gets fooled by ordering effects, the experts don’t. 


But recent empirical evidence suggests that in most cases expertise has no effect on ordering effect, framing effect and the other biases discussed above.
 If these studies are to be relied on, expert reasoning is in no better position in relation to the Pure Logical Inference model than the reasoning of non-experts. 


The debate about expertise is a complex one and I do not want to rely on one side or the other in order to establish the claim that reasoning in an academic context does not follow the Pure Logical Inference picture. But there are reasons to believe that in an academic context reasoning is even further from the Pure Logical Inference model than in an everyday context. And the main reason for this is confirmation bias. 


Confirmation bias is the phenomenon that we treat evidence in favor of and against the theory we accept differently. This phenomenon was already recognized by Francis Bacon, who writes in the Novum Organum: 

The human understanding when it has once adopted an opinion (either as being the received opinion or as being agreeable to itself) draws all things else to support and agree with it. And though there be a greater number and weight of instances to be found on the other side, yet these it either neglects and despises, or else by some distinction sets aside and rejects; in order that by this great and pernicious predetermination the authority of its former conclusions may remain inviolate.
 

Confirmation bias can also be, and has been, empirically studied and recent studies show that this phenomenon is well-documented in all academic disciplines.
 


But confirmation bias is difficult to reconcile with the Pure Logical Inference model: the inferences we make under confirmation bias are not logically valid inferences. On the other hand, confirmation bias can be, and has been, explained in emotional terms. Simply put, if a scientist has spent thirty years defending a specific thesis, it is hardly surprising that she becomes emotionally invested in it and this emotional investment is responsible for the confirmation bias.
 


But we still have the following worry. Maybe some (or even most) academics are subject to confirmation bias. But not the really good ones. Confirmation bias can give us a descriptive claim about how academics in fact reason. It cannot tell us anything about how they should reason. And this normative claim is the one that is at stake in the Pure Logical Inference picture. I will address this worry in Section 5.b.iv.  
(iii) Philosophical reasoning does not follow the ‘Pure Logical Inference’ picture
But the Pure Logical Inference model is even less convincing if we consider philosophical reasoning. Confirmation bias in, say, mathematics or chemistry is a result of the fact that the mathematician or the scientist is heavily invested in the theory she is defending. But, normally, the only reason why the mathematician or the scientist is invested in the theory she is defending is that it is her own theory. Presumably, there is no personal, non-mathematical reasons for wanting the Galois theory to be true. 


The same cannot be said about philosophical debates, like the one about free will or dualism. Given that these (and other) philosophical themes are directly relevant to our lives and everyday choices, we should expect even stronger confirmation biases. It is not only the philosophical theory that one has endorsed that biases our assessment of new evidence. In the case of philosophy, it is also our most deeply held personal convictions. And our most deeply held personal convictions very rarely come about as a result of rational and logical judgments.
 


The usual worry remains: that these results say nothing about the normative claim: about how we should do philosophy. This is the worry I now turn to.
(iv) The descriptive versus the normative claim
Couldn’t we defend the Pure Logical Inference model by insisting that it is a normative model of how we should engage with philosophical reasoning? The reality is that we do not always reason the way we should. In this case, all the experiments I mentioned in this section would count as deviations from the norm. A version of this claim is to say that the ‘Pure Logical Inference’ model describes rational reasoning, but we are not always and not fully rational beings. And another version of this general claim is that the ‘Pure Logical Inference’ model is the right description of the phylogenetically more recent, conscious and deliberative System 2, but the automatic and mainly unconscious System 1 often overrides System 2.
 The general moral of all of these distinctions (normative/descriptive, rational/irrational, System 2/System 1) is that the empirical findings I mentioned above do not challenge the ‘Pure Logical Inference’ model, they only explain why it sometimes fails to apply to actual philosophical reasoning. 

These considerations about the difference between the normative and descriptive claims may very well save the Pure Logical Inference picture as a valid model for (i) how we should reason and for (ii) how we should reason in an academic context. While mathematicians are subject to all kinds of biases, mathematics (as it should be done) is, or it should be, a series of steps of pure logical inference. 


But the normative/descriptive move does not work for philosophical reasoning, for the following simple reason. Our acquisition of beliefs in general, and of beliefs concerning philosophical topics in particular, depends to a large extent on what other beliefs we already have. It happens very rarely that someone comes to believe that free will is impossible, because she reads a logically valid argument supporting it, all of whose premises she already accepts. Most often, we are already invested in the claim that free will is impossible (or that it is possible). Whether we come to believe that free will is impossible depends on what other (largely not rationally acquired) beliefs we have and how difficult we find it to make the new belief consistent with them. As Oscar Wilde says (The Ideal Husband, Act I): “A man who allows himself to be convinced by an argument is a thoroughly unreasonable person”. 

This old Quinean point applies differently in the case of philosophical reasoning and in the case of reasoning in general. In the latter case, it counts as yet another reason why the Pure Logical Inference model of reasoning is doomed – as the majority of our beliefs have been acquired not by logical analysis but by perceptual learning or other non-rational means, we should not treat belief acquisition as a fully rational, inference-based process. But this argument still only establishes the descriptive and not the normative claim about reasoning in general. 

In the case of philosophical reasoning, however, we need to proceed differently. Philosophy – even naturalistic philosophy at  its extreme – needs to take the ‘manifest image’ seriously. Besides telling us how the world is, philosophy also needs to tell us how the way the world is relates to the way we take the world to be. This point can be made in Sellarsian terms: while the sciences are about the ‘scientific image’, the starting point of philosophy is the ‘manifest image’. Philosophy then can explore the relation between the ‘scientific image’ and the ‘manifest image’ or it can clarify the ‘manifest image’ itself, independently of what science tells us. But ‘manifest image’ is part of who we are and it is also part of what philosophy is. In other words, it is not a bias or a bug in philosophical reasoning that it starts out with a set of beliefs that we are dragging along with us and whose rational origins are dubious at best. It is a feature: without this, we would lose what makes philosophy philosophy. 


If this is true, then, at least when it comes to philosophical reasoning, we can’t make the normative/descriptive move. It is part of what philosophy is and what it should be that it does not pretend that only rationally justified beliefs are in our mind. If we did so, this would eliminate the manifest image altogether. In short, the Pure Logical Inference picture fails not only as a descriptive, but also as a normative model for philosophical reasoning. 


But then, as the Discontinuity of Emotional Engagement argument presupposes the Pure Logical Inference picture of the psychology of philosophy, the Discontinuity of Emotional Engagement argument will lose its support. And as a result, the Discontinuity Thesis itself will sound  less convincing as well. 
VI. Conclusion: The importance of the Discontinuity Thesis
Finally, a word about the relevance of the claim I argued for in this paper. What if the Discontinuity Thesis is false? Why should we care? The short answer is that we should care a great deal. 

First, the rejection of the Discontinuity Thesis has direct implications for a number of debates in the philosophy of literature. The most important example is the aesthetic cognitivism debate. As we have seen, according to aesthetic cognitivism artworks can teach us and this contributes to its artistic value. This is a conjunctive claim and the second conjunct is notoriously difficult to assess, but if the argument I presented in this paper is correct and we should reject the Discontinuity Thesis, then we have very good reason to accept the first conjunct: not only can we learn from literature, or from art in general, we can even learn philosophy from them. In contrast, if we do accept the Discontinuity Thesis, then aesthetic cognitivism seems doomed. 

Second, if the Discontinuity Thesis is false, then philosophy has no excuse for ignoring literature – while philosophy can and does learn a lot from science, it can also learn from literature. I started this paper with a contrast between the way there has been a lively and ongoing discussion of whether and how philosophy can and should learn from the sciences and the relative lack of interest in the equivalent question about whether and how philosophy can and should learn from the arts. My aim was to show that philosophy should take the arts seriously and, ironically, the main considerations in favor of this come from the sciences. If we have reason to reject the Discontinuity Thesis, philosophers may be persuaded to read not only Science and Nature, but also Proust and Joyce.
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