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1.  How much must I give to aid groups that help people who suffer from starvation, poverty, and preventable disease?  Peter Singer’s famous answer is that I must give until I “reach the level . . . at which, by giving more, I would cause as much suffering to myself or my dependents as I would relieve by my gift.”
  In other words, I must give until it hurts.  Pure forms of consequentialism offer a similar answer.  As Shelly Kagan writes, “consequentialism claims that . . . agents are morally required to make their largest possible contributions to the overall good—no matter what the sacrifice to themselves.”
  This Extreme Claim conflicts with the intuitions and behavior of most affluent Westerners.  Yet most thoughtful persons also reject what can be called “yuppie ethics,” which sees obligations of beneficence as weak and easily discharged, perhaps by attending a few charity fund-raisers or dropping some coins into the Salvation Army bucket at the holidays.
 An attractive moderate approach would claim that the demands of beneficence are not weak or trivial, but they are far less severe than the Extreme Claim asserts.  Much philosophical discussion has centered on whether the moderate approach can be defended.  This paper addresses a more basic problem: how to formulate the moderate position.  Section one discusses this problem; section two attempts to solve the problem by developing the idea that beneficence is an imperfect obligation; section three sketches a defense of this view.  


The moderate view is intuitively appealing; however, it is difficult formulate it in a way that maintains all of its intuitive appeal.  James Fishkin has shown that, given the present state of the world, even a modest requirement of beneficence will become relentlessly demanding simply because of the sheer number of people in need.  Fishkin’s work poses a dilemma:  Any principle of beneficence strong enough to require a person to save a life at a minor cost becomes overwhelming when applied successively to each of the millions of people who could be saved at a minor cost.  Yet a principle of beneficence weak enough to avoid overwhelming the agent would require so little sacrifice—permitting her to let someone die rather than incurring a small cost to herself—that it would seldom require any beneficence at all.


Samuel Scheffler’s well-known theory falls prey to this problem.
  Its starting point is impartially optimizing consequentialism, but it gives each agent the prerogative to assign extra weight to her own interests over and above the importance they have from an impartial perspective.  The moral agent is then permitted to act so as to produce the best possible outcome according to this modified evaluative perspective rather than the impartial perspective.  Because her own interests get extra weight in this modified evaluative perspective, she will sometimes be permitted to pursue them even though doing so would not be optimal from the purely impartial perspective.  However, it is extremely difficult to find a level of extra weight that allows an agent to promote her own interests in the face of world poverty without making the obligation of beneficence counter-intuitively weak.  Suppose that fulfilling my lifelong dream to learn to play the guitar is 25% as important to me as my own eyesight, and that the lessons I would need to achieve this end will cost $5,000.  Now consider that millions of the desperately poor suffer from trachoma—a disease which, if untreated, renders its victims blind.  Early treatment costs less than $2 per patient.  In order for the prerogative to allow me to pursue my dream of learning to play the guitar rather than curing 2500 cases of trachoma, it must allow me to rank my own interests as being ten thousand times as important as the interests of others.  Such a prerogative seems implausibly strong:  Roughly speaking, it would allow me to refuse to spend a dollar to buy a bottle of water to put out a small, nearby fire that will, if allowed to burn, ruin a stranger’s uninsured $10,000 car.  A theory that condones such callousness toward one’s neighbor fails to do justice to intuitions that moderates presumably want to capture.  In short, Scheffler’s proposal avoids the relentless demand to help the poorest only by making beneficence implausibly weak.

Although Scheffler’s arguments for the moderate position remain influential, recent work by moderates has often taken a rather different approach to formulating the position.
  This approach posits a cap on the demands of beneficence, so that there is some level of beneficent sacrifice, call it L, such that beneficence does not obligate an agent to perform an action or set of actions that (collectively) require her to make a sacrifice greater than L. A number of moderates—including Liam Murphy, Brad Hooker, and Garrett Cullity—have taken this approach to formulating the moderate position.  Despite its popularity, I believe that this approach is flawed.  To see why, let’s briefly examine a couple of examples of this approach.

Liam Murphy suggests that what is most bothersome about the Extreme Claim is that part of the reason why so many people are desperately poor is that most of the affluent have done so little to help.  If each affluent person did his or her “fair share” to help, then doing my own “fair share” would not be excessively demanding.  As Murphy puts it, “Why should I have to do more just because others won’t do what they ought to do? . . .  Surely I should only have to do my own fair share.”
  Murphy suggests a “compliance condition” on any plausible principle of beneficence: it “should not increase its demands on agents as expected compliance with the principle by other agents decreases.  Demands on an agent under partial compliance should not exceed what they would be . . . under full compliance.”
  For Murphy, L is the level of sacrifice that would be optimal under the assumption that everyone else makes an optimal sacrifice.


However, as Richard Arneson demonstrates, Murphy’s theory has some very counter-intuitive consequences.
 Suppose that one hundred people are drowning.  Nearby, Mel and ninety-nine others are standing next to a hundred life-preservers.  The conception of fairness on which Murphy relies would require each bystander only to do his or her “fair share” of the rescue--to throw one life preserver each–but no more.  But suppose that none of the others is willing to take the trouble to throw a single life-preserver.  Is it really plausible to say that Mel’s moral obligation still ends after she throws one life preserver?  Although Murphy seems right to note a kind of unfairness in having one’s own moral obligations increase simply because other people are not fulfilling theirs, his theory (or at least the conception of fairness motivating it) has consequences that most moderates would find deeply counter-intuitive.  Although one could argue that we should abandon an intuition that conflicts with a well-supported theory, it is not clear that the intuition about the unfairness of having to do more because others do less is stronger than the intuition that beneficence requires Mel to throw more than one life-preserver.


Arneson’s objection to Murphy’s theory exemplifies a general problem with attempts to cap the level of required beneficent sacrifices.  Suppose that Alice has already made beneficent sacrifices that equal or exceed L.  Ex hypothesi, Alice is not required to incur any further costs in the name of beneficence.  Suppose that Alice now encounters a child drowning in a shallow pond whom she could save at the cost of muddy clothes.
  Since Alice has already reached the cap, incurring this cost to save the drowning child is purely optional.  A theory with such a cap would permit Alice to ignore the child and still congratulate her for being beneficent.  This is a highly counter-intuitive result—especially for a theory often touted for its fit with our moral intuitions.    

Next, consider Brad Hooker’s rule consequentialist version of the moderate position.  His theory includes the following principle: “Over time agents should help those in greater need . . . even if the personal sacrifices  . . . add up to a significant cost to the agents.”
  Although beneficence can require sacrifices that add up to a “significant cost,” once agents have met the “significant cost” threshold, they “would not be required to go beyond this threshold, even to save lives.”  Hooker’s argument for this principle has two main components.  First, he defends a rule-consequentialist framework by appealing to moral intuitions:  Rule consequentialism, he claims, fits with “the moral convictions we have after careful reflection.”
  Second, he argues that rule consequentialism favors a limited principle of beneficence because the cost of inculcating more demanding principles of beneficence would outweigh their benefit to the needy.

I leave aside the question of whether Hooker can successfully defend his moderate principle of beneficence by appealing to the costs of inculcating more demanding principles.
  My concern is with the principle itself.  Hooker realizes that it allows a person who has met her quota of required sacrifice to refuse to help anyone else, no matter how easily she can do so.  And he realizes that this is counter-intuitive: “Any principle which allows you to say that you have done your part to help others and now want to work on other interests of yours can sound counterintuitively mean.  How could it ever be morally permissible to ‘shut the gates of mercy on mankind’?”  But he regards a principle with such a cap as the only alternative to the Extreme Claim:  “I cannot see how to keep morality from being outrageously demanding without drawing some kind of line limiting your duty to help strangers.”
  Now if Hooker is correct that the only way to avoid the Extreme Claim is to draw such a line, then perhaps the moderate should bite the bullet and accept its counter-intuitive implications.  But given the vital role that intuition plays in justifying Hooker’s theory, it is worth asking whether an alternative construction of the moderate position might avoid these counter-intuitive implications.

Finally, let us consider Garrett Cullity’s intriguing formulation and defense of the moderate position.  Cullity observes that our ordinary understanding of beneficence seems to include not just a morally compelling reason to save a person’s life if this can be done at little cost, but also a morally compelling reason to help a person get or keep various life-enhancing goods, like personal relationships, happiness, and autonomy, if this can be done at little cost.  For example, if Mary and her long-lost sister Jane are desperate to reunite, and I can help them do so by emailing Jane’s address to Mary, then (ceteris paribus) beneficence seems to require me to do this.  Next, Cullity argues that there can be no moral requirement to help a person get or keep something that it is wrong for her to have; thus, if beneficence requires you to help me get or keep G, then it cannot be wrong for me to have G.  Cullity concludes that, because beneficence can provide others with reasons to help us get and keep our life enhancing goods, it cannot also say that it is wrong for us to have those goods.  Hence, beneficence cannot require sacrifices large enough to force us to relinquish these goods.
  

Like Murphy and Hooker, Cullity adopts a capping strategy for limiting the demands of beneficence, so that “there is a line that you can reasonably draw in relation to your personal spending, and that it is reasonable for you not to cross that line.”
  Thus, I am required to make beneficent sacrifices until “the aggregate cost to me of my successive contributions to helping needy people has become great enough to excuse refusing to go further,” at which point, “it is not wrong for me to stop contributing.”
  Moreover, “when my overall sacrifice is being assessed . . . what is being assessed is the impact on my life as a whole,” so we count the cumulative total of the person’s beneficent sacrifices over the course of her life to determine whether she has reached this threshold.
  Cullity redeploys the concept of life-enhancing goods to define this threshold: It is the point at which further sacrifices would deprive the agent of sufficient resources to get and keep her life-enhancing goods.
  

But what if the agent reaches this line and then encounters a child drowning in a shallow pond?  Cullity argues that his theory does not have the counter-intuitive implication that the agent is now permitted to ignore the child.  His argument is based on two claims:  (1) an agent can help the drowning child and then deduct the cost of the ruined trousers from, say, next month’s donation to Oxfam, and (2) it is better to save a life directly than indirectly.
  Although Cullity defends (2) at some length, I think that (1) is the real problem, since it assumes without justification that the agent follows an “installment plan” for beneficence.  This assumption misses the point of the example: the question is not about someone in the process of meeting her obligations, but someone who has already met them, perhaps by donating all of a large inheritance to UNICEF, or by working with Médecins Sans Frontières for twenty years.  

Cullity wants to resist the idea that I have a “moral account extending across my life, into which I can deposit moral credit until I have made the cumulative sacrifice . . . that is required of me, at which point I can stop helping people thereafter.”
  But given his earlier talk about lines and thresholds, it is not clear that he really can avoid this picture.  He does claim that “what is being assessed is whether my overall policy of personal spending involves restricting it in a way that makes it reasonable to think that going further would be a requirement-grounding loss [i.e., a loss not required by beneficence].  I now ought to be restricting my personal spending in line with this policy; and this makes it hard to see how a policy of ceasing to make any further sacrifices beyond a certain date could be defensible.”
  However, as far as I can see, nothing that Cullity says here precludes the possibility of a person reaching the kind of threshold that he has clearly endorsed.  Consider someone who has pursued beneficence to the exclusion of all other life-enhancing goods for most of her adult life, so that now her only hope of pursuing even a meager package of life-enhancing goods requires her to “retire” from beneficence, secure in the knowledge that her policy has already involved giving up some of the life-enhancing goods that, according to Cullity, beneficence cannot require us to forgo.  Or imagine a firefighter who, during a heroic rescue of children from a burning school bus, sustains injuries that permanently deprive her of several life-enhancing goods.  She too seems to have already crossed the line marking the limits of what beneficence—on Cullity’s view—can require.  Such cases may not be common, but they do seem to count as cases in which the person would be allowed—by Cullity’s own lights—to stop making further beneficent sacrifices.  Of course, we cannot simply ignore these past sacrifices, for if we do not count past sacrifices in deciding whether a person has met the demands of beneficence, then we are right back to the original problem of being faced with numerous successive appeals for inexpensive aid, which, when aggregated, become extremely demanding.  In short, Cullity fails to make a convincing case for denying what seems obvious—that if the demands of beneficence are capped, and one’s previous actions count toward meeting that cap, then it possible in principle for an agent to meet that cap.




To be sure, capping proposals will work to limit to the obligation of beneficence.  But they imply that an agent could reach the cap and then be free from any further requirement to help others—even if the other is a child drowning in a shallow pond twenty feet away who could be saved at a small cost.  Although it might be sensible for moderates to accept this counter-intuitive consequence if there were no other way to avoid the even more counter-intuitive consequences of the Extreme Claim, I will argue that moderates can reject the Extreme Claim without thereby implying that a person can ever be “over and done with” beneficence.
2.   I believe that moderates should avoid capping proposals and instead treat beneficence as an imperfect obligation.  It is rather striking that this approach has not been taken very seriously in recent work on the aid question and the limits of beneficence.  When mentioned at all, it is usually dismissed quickly, often on the assumption that an imperfect obligation of beneficence must be implausibly lax.  Thus, Liam Murphy dismisses this approach because he thinks that “a few minor acts of beneficence from time to time” would satisfy an imperfect obligation of beneficence.
 Judith Lichtenberg writes that an imperfect obligation of beneficence would include latitude that is “so great that in effect it lets people off the hook and makes charity supererogatory in spirit if not in letter.”
  Daniel Statman worries that treating beneficence as an imperfect duty seems to “lend support to . . .  a minimalist approach to morality” that he regards as a form of yuppie ethics.
  Brad Hooker claims that “the imperfect duties view . . . ignores questions of how much help to provide, how much sacrifice to make, and how to choose between potential beneficiaries” and that it “can fail to require people to do enough for others.”


The locus classicus for the idea that beneficence is an imperfect obligation is, of course, Kant.  Kant’s picture of beneficence is complex, and moral philosophers who are dismissive of it often seem to focus on only one element of his view.  This element—which emerges from Kant’s discussion of the Universal Law Formula—is the claim that beneficence requires us to reject a policy of never helping anyone, so that we must “sometimes, to some extent, do acts that promote the happiness of others.”
  If this were Kant’s complete view, then it would seem rather  lax, since it would seem to leave open the possibility that a few minor acts of beneficence might count as “sometimes, to some extent” promoting the happiness of others. 

However, there is another important element to Kant’s view.  This element, which is derived from the Humanity Formula and emphasized in the Metaphysics of Morals, characterizes beneficence in terms of setting the happiness of others as an end.  Thomas Hill, Jr. describes this idea as “requiring us to make the happiness of others a serious, major, continually relevant, life-shaping end” that is an “always potentially relevant moral consideration.”
  Marcia Baron characterizes it as requiring “a genuine commitment to the obligatory end” of the happiness of others—a commitment that requires more than “helping only when it is convenient.”
 These remarks suggest a Kantian approach to beneficence that is far from lax.  However, this suggestion has yet to be sufficiently developed to provide a full-blooded alternative to the capping model of limited beneficence.  My goal is to develop this idea that beneficence is an imperfect duty arising from the adoption of the welfare of others as an end, and to show that it is actually a very promising strategy for the moderate.  (Although I will draw on key Kantian ideas, my goal is not to offer or defend any particular interpretation of Kant’s work.)  

Kant claims that whereas a perfect duty requires a certain fairly specific action or omission, an imperfect duty requires the adoption of an end.
  Imperfect duties do require us to act, but the requirement is indirect:  When a person adopts an end, she thereby commits herself to a policy of choosing actions that would promote the end and avoiding actions that would thwart it.  Having a policy to promote an end does not entail maximally promoting the end; rather, it involves adopting a propensity to promote it.  Having a propensity to A does not imply that one As at every favorable opportunity.  For example, to say that Fred has a propensity to drink alcohol does not mean that Fred drinks whenever possible or even at every favorable opportunity.  Fred may retain a propensity to drink even if he sometimes turns down drinks at parties that are good opportunities for drinking.  Thus, one or a few failures to A even at good opportunities for Aing need not raise doubts about a person having a propensity to A.  However, a pattern of continual failures to A despite many favorable opportunities would cast doubt on the claim that a person has a propensity to A.  

Suppose that Jane adopts the restoration of her craftsman bungalow as an important intrinsic end.  We would not expect her to promote this end at every favorable opportunity, or to maximize the resources she allocates to it.  Rather, we would expect her to adopt a propensity to allocate some of her resources (including time, effort, and money) toward it.  Hence, Jane’s occasional forgoing of favorable house-restoration opportunities is consistent with her having a propensity to promote this end.
  But suppose that, despite ample opportunities and resources, Jane never allocates any resources toward restoring her house.  This would cast doubt on Jane’s claim to regard the house restoration as an important end.  There is no precise limit on how long Jane may forgo promoting her project before we would conclude that she has abandoned it.  Rather, the longer she goes without pursuing it, the more doubt she casts on her claim to regard it as an end.  Notice that such judgments are context-sensitive.  If Jane has a demanding job that leaves little time or energy to work on the house, if she lacks sufficient money to promote all of her ends, or if her previous work on the project has been especially taxing, then even a prolonged failure to work on the house would not necessarily falsify her claim to regard it as an end.


I suggest that the moderate should think of beneficence as an imperfect duty arising from adopting as an end the welfare of other persons generally (i.e., not just certain other persons).  But what sort of end should this be?  Obviously, moderates should say that the welfare of others is to be treated as an intrinsic end—for the idea that we should see the welfare of others as a mere instrumental end would lead us in a Hobbesian direction rather than a moderate one.  But it is not quite enough to say that beneficence involves treating the welfare of others as an intrinsic end, for an intrinsic end can still be utterly trivial.  Sometimes, for lack of anything better to do, I adopt the end of reading a cereal box at breakfast.  This end is intrinsic; I do not adopt it as a means to anything else, including pleasure (the box is not entertaining) or information (I’m already familiar with the cereal’s nutritional properties).  Yet this intrinsic end is completely trivial.  Adopting the welfare of others as an intrinsic but trivial end—like my end of reading the cereal box—is a recipe for yuppie ethics rather than a genuinely moderate position.  

I suggest, then, that moderates should regard beneficence as requiring an agent to treat the welfare of others not just as an intrinsic end, but as one of her fundamental concerns or “ground projects.”
  A ground project is an intrinsic end whose pursuit is fundamental to the meaningfulness of the life of the person whose end it is.  Consider a parent’s ground project of promoting his child’s welfare.  It is a fundamental part of his life and his identity in a way that reading a cereal box is not.  Both are intrinsic ends, but one is central to his sense of what his life is about, while the other is trivial; one is an end that he could not seriously consider giving up, while the other is readily expendable.  I’ll use the term “ultimate end” to describe an intrinsic end that is a fundamental and indispensable part of the agent’s life and identity in this way.

An agent will not readily sacrifice a truly ultimate end, except perhaps in a tragic forced-choice situation where she is compelled to sacrifice at least one of her ultimate ends.  Such situations are horrific to contemplate:  Consider the heart-wrenching scene from Sophie’s Choice in which Sophie must choose which of her two children to sacrifice.
  The only thing that makes this choice possible is the threat that her failure to sacrifice one child would doom both children.  Sophie’s tragedy illustrates an important fact about ultimate ends: an agent will sacrifice almost anything else to avoid sacrificing an ultimate end.  In particular, an agent will readily sacrifice a non-ultimate end in order to avoid sacrificing an ultimate end.  By contrast, an agent will not seriously consider sacrificing an ultimate end in order to avoid sacrificing a non-ultimate end.  The only circumstances in which an agent will choose to sacrifice an ultimate end are tragic situations in which every available option involves sacrificing at least one ultimate end.  

A fortiori, an agent will not treat an ultimate end as a mere means that can be sacrificed in order simply to promote some other end (even another ultimate end).  By contrast, an agent may sometimes sacrifice a non-ultimate end in order to promote an ultimate end.  For example, suppose that Jamie has set watching the final game of the World Cup as an intrinsic but non-ultimate end, while the welfare of her spouse, Carl, is one of her ultimate ends.  If Carl suffers a heart attack during the game, we would expect Jamie to sacrifice the end of watching the game in order to help Carl.  But we would not expect Jamie even to consider sacrificing Carl’s welfare to avoid sacrificing her end of watching the game.  Nor would we expect her to consider sacrificing Carl’s welfare simply to better promote her end of watching the game.  


One way to sacrifice an end is to destroy it.  Another is to stop treating it as an end.  But it seems possible to sacrifice an end in less radical ways as well.  If an agent chooses to produce a significant net setback to an end in order to promote some other end, then she could be said to have sacrificed the first end in order to promote the second.  If the end is the welfare of a person, causing a significant (but non-fatal) harm to the person is at least a partial sacrifice.  However, this harm must really be significant to count as a sacrifice.  So if Jamie sold one of Carl’s kidneys, or even his beloved pet, to buy a ticket to the final game of the World Cup, we would regard this as a (partial) sacrifice of Carl’s welfare to promote the end of watching the game—a sacrifice that would call into question the claim that Jamie regards Carl’s welfare as an ultimate end.  But causing a very small setback to Carl’s welfare would not seem to have this effect.  If Carl hates soccer and finds it irritating that Jamie likes to watch it, then Jamie’s choice to watch the game might annoy Carl, causing a slight decrease in his happiness.  But it would be hyperbole to accuse Jamie of sacrificing Carl’s welfare to watch the game.  

The fact that non-ultimate ends can be sacrificed for the sake of ultimate ends but not vice versa is one way that ultimate ends take priority over non-ultimate ends. Another involves resource-allocation.  When allocating her available resources, an agent will place a higher priority on promoting her ultimate ends than on promoting her non-ultimate ends.  While I would only expend the slightest effort to read the cereal box, I would gladly expend significant resources—not only financial resources, but also time, attention, and effort—to promote my child’s welfare.  This priority, however, is not absolute.  An agent can devote some resources to the promotion of a non-ultimate end that could have been used to promote an ultimate end instead.  Otherwise an agent with ultimate ends that she cannot promote fully—either because they are open-ended or because she lacks the resources to promote them fully—might never pursue any intrinsic ends other than her ultimate ends.  For example, the mere fact that Jamie watches the game during time that could have been spent, say, hiking with Carl, does not falsify the claim that she regards Carl’s welfare as an ultimate end and watching the game as a non-ultimate end.  However, if Jamie gave no priority to Carl’s welfare over her non-ultimate ends, then we would doubt whether she really did regard Carl’s welfare as an ultimate end.

Treating beneficence as an ultimate end entails that it is not morally sufficient to treat helping others as a trivial pursuit; rather, an agent must make beneficence a central life project.  As such, it must enjoy a strong (but not absolute) priority over non-ultimate ends in the agent’s resource-allocation decisions.  Moreover, the agent must not regard it as an expendable end which can be sacrificed simply to promote some other end—even another ultimate end.  

Clearly, then, this approach avoids yuppie ethics.  But just how demanding is it?  To what extent is the adoption of beneficence as an ultimate end compatible with pursuing other ultimate ends, including one’s own welfare, the welfare of loved ones, and one’s other fundamental concerns?   To answer this question, we need to know how we would expect an agent to allocate resources among multiple ultimate ends.  We can approach this question by asking a more general question:  How do we expect agents to allocate resources among (intrinsic) ends that are “on a par” with one another, that is, ends that are similar enough in importance that we would not expect an agent to sacrifice one in order to promote the other?  Since ultimate ends are, in this sense, on a par with one another, if we understand how we expect an agent to allocate resources among ends that are on a par with one another, then we can see how an agent should allocate her resources among her ultimate ends once she adopts beneficence as one of them.  

Suppose that Amy has two lifelong dreams—restoring her 1967 Ford Mustang and touring Europe—which she purports to regard as being on a par with one another.  Notice that we would not necessarily expect Amy to allocate her available resources equally between these two ends.  One may be more urgent than the other: perhaps if she does not go to Europe before starting medical school, she may never go; or perhaps rust will destroy the car’s structural integrity if it is not painted soon.  She may be in a better position to promote one end than the other—perhaps her current job pays so poorly that she has little to save for either project, but it leaves lots of time to perform labor-intensive work on the car.  Or one may simply be more expensive than the other.  There is, in general, no particular reason to think that an agent must always make equal contributions toward promoting ends that are on a par with one another.    

However, suppose that over a long period of time, Amy allocates all of her disposable resources toward touring Europe, and none to the car restoration.  Without a compelling explanation, we might doubt whether she really has set the two ends on a par with one another.  These doubts would grow stronger if we found that Amy was also upgrading her travel plans beyond what would be necessary to satisfactorily achieve her end: instead of traveling by Eurail, staying in hostels, and eating with the locals, she now plans to stay in fancy hotels, eat at the finest restaurants, and travel by rented luxury car.  Spending additional resources beyond what is necessary to satisfactorily achieve the end of touring Europe while spending nothing on the car restoration would cast serious doubt on her claim that both ends are on a par with one another.

In fact, Amy’s behavior here is quite the opposite of what we would expect if she really had placed both ends on a par with one another.  If both ends really were on a par with one another, we would expect her to cut costs on the Europe trip in order to leave some resources available for the car restoration.  Thus, she might save some money for the car restoration by seeking a traveling companion with whom to share costs, cutting the length of her visit, or skipping some of the more expensive tourist destinations.  Certainly we would not expect Amy to sacrifice the tour of Europe in order to restore the car.  But neither would we expect her to forgo promoting the car restoration when she could promote it simply by touring Europe more frugally and reallocating some of the savings accordingly.  In short, we would expect her car restoration end to impinge on her decisions about how much money to spend on the trip.

Since ultimate ends by definition are on a par with one another, these considerations suggest that when an agent adopts a new ultimate end, it should impinge upon the resource allocation decisions she makes regarding her other ultimate ends.  Consequently, when a person sets a new ultimate end that cannot be fully or maximally promoted with her available resources, then, ceteris paribus, we would expect her to reduce the resources allocated to the promotion of at least some of her other ultimate ends (perhaps by seeking less resource-intensive ways to promote them) in order to free up resources to allocate toward the new ultimate end.  However, an agent can allow her ultimate ends to impinge on one another in this way and still allocate her resources unequally among her ultimate ends, since, as we noted earlier, there is no general requirement to allocate resources equally among ends that are on a par with one another.  Thus, the requirement that ends that are on a par with one another should impinge upon one another still leaves an agent with considerable discretion in allocating her resources among them.

If this is a correct account of how an agent’s actions are affected by the adoption of a new ultimate end, then we can see what sorts of latitude would be available to a moral agent if beneficence is an imperfect obligation that arises from the adoption of the welfare of others as an ultimate end.  On this view, morality requires making beneficence a central project of one’s life, though it does not require making it the only project.  A person who fulfills this duty will make a significant commitment to allocate some of her resources to promoting the welfare of others.  This commitment will take strong but not absolute priority over her promotion of non-ultimate ends, and it will be significant enough to impinge upon her decisions about how to allocate resources to the promotion of her other ultimate ends.  She need not sacrifice her own happiness, her commitments to the welfare of specific other persons, or her most fundamental projects, but she will reallocate some of the resources previously allocated to promoting these ends to promoting the welfare of persons in general.  Furthermore, she will seek less expensive ways to promote her other ultimate ends, and will commit some of the freed up resources toward the project of beneficence.  Finally, it is difficult to see how one could set human welfare as an end without giving significant priority in one’s beneficent activities to those whose welfare faces the greatest threats.  Thus, beneficent agents will tend to favor aid organizations which do the most good with the resources they receive and which carefully balance projects that meet urgent needs with those that focus on long-term solutions to chronic problems.


While this view allows an agent to maintain her commitment to her own projects, her own happiness, and the welfare of her loved ones, it is a far cry from “yuppie ethics.”  An agent fulfills the obligation of beneficence only if she commits herself to the effective promotion of the welfare of others as a central life-project, on a par with her other ultimate ends.  A few coins in the Salvation Army bucket at the holidays may satisfy yuppie ethics, but it would be laughable if presented as the only evidence that an affluent person has adopted beneficence as an ultimate end.  Indeed, this view implies that most affluent Westerners are now doing far less than they should to help the needy.  But while this view may make beneficence inconvenient, it does not make it overwhelming, since beneficence needn’t be one’s only project.  Moreover, it implies that the demands of beneficence vary according to the resources that an agent has to pursue her other projects.  A desperately poor person who must devote her time and energy to subsistence needs would be required to make little if any contribution to the project of beneficence.  For a moderately affluent person, something like the traditional tithe might put her charitable giving in line with her other project-related expenditures.  A rich person with vast sums to devote to her projects will need to make significant donations to charity in order to count as having made beneficence a ground project on a par with her other very-well-funded projects.  This account does not offer a specific formula for beneficence, but rather it requires an agent to devise her own plan for living in such a way that beneficence is one of her central life projects.

Critics may charge that this account of beneficence is intolerably vague.  But I contend that its vagueness is an advantage.  Recall the problems encountered by moderate approaches that place a cap on required beneficent sacrifices.  No matter how well-motivated this cap is, such accounts allow a person to reach a point at which her beneficent obligations are “over and done with.”  At that point, such theories would allow an agent to ignore the child drowning in the nearby shallow pond without jeopardizing her claim to be beneficent.  Since this deeply counter-intuitive result will arise with any attempt to draw a line between obligatory and optional helping, a conception of beneficence without such a line seems just what the moderate needs.

Consider what this account implies about a beneficent person who has already allocated a significant portion of her resources to helping others.  A failure on almost any given subsequent occasion to allocate resources to promoting the welfare of others would not falsify her claim to have adopted the welfare of others as an ultimate end.  Indeed, if the agent has often forgone the promotion of her other ultimate ends by allocating resources to the promotion of the welfare of others, we would certainly expect her to begin allocating more of her remaining or newly-acquired resources toward the promotion of her non-beneficent ultimate ends.  However, since the end of promoting the welfare of others is never fully satisfied, the propensity to allocate resources to it never entirely disappears.  Consequently, as her non-beneficent ends become better promoted, we would expect her once again to allocate new resources to promoting the welfare of others.  But even before this happens, her propensity to promote the welfare of others is still apt to be triggered by emergencies or “golden opportunities” such as the chance to save a child drowning nearby at the cost of muddy clothes or to make a special contribution to UNICEF after a new disaster, or if she enjoys a sudden windfall of new resources.  One is never allowed to “shut the gates of mercy;” the obligation of beneficence is never “over and done with.”

Moreover, there may be situations in which beneficent action would be virtually obligatory, even for an agent who has already performed a great many beneficent acts.  Deciding whether a given omission to provide aid is consistent with the claim that an agent has adopted beneficence as an ultimate end is much like deciding whether omitting to promote a non-beneficent ultimate end is consistent with its status as an ultimate end.  For example, suppose that Edmund claims to have adopted as an ultimate end the climbing of half a dozen tall mountains.  He has already done much to pursue this end, and has—at considerable sacrifice to his other ends—already climbed three of them.  Suppose that Edmund knows that a billionaire has lost a prized necklace and has announced a reward for its return that would more than pay for another of his mountain climbing expeditions.  We would hardly believe that Edmund has really retained his commitment to climbing all of his mountains if he refused to wade into a shallow pond to retrieve the missing necklace he sees resting at the bottom.  Similarly, if an agent is the only one able to help the child drowning in a shallow pond, then it is difficult to see how she could maintain that she is truly committed to the welfare of other persons without helping—even if she has already made great sacrifices in the name of beneficence.


On the other hand, a failure to help every needy person whom one could help no more demonstrates a lack of commitment to beneficence than, say, a failure to read every philosophy article that one could read demonstrates a lack of commitment to philosophy.  But where do we draw the line between omissions which are consistent with having adopted an ultimate end and those which are not?  On this view, we simply can’t draw a sharp line, any more than we can say how many hairs a person must lose to become bald.  But just as the concept of baldness is not empty just because we cannot draw a precise line between bald and non-bald, the lack of a precise line between beneficence and non-beneficence need not imply that this view makes the concept of beneficence empty.  In practice, we can usually recognize whether or not someone has adopted the study of philosophy as an ultimate end, even though we cannot assign a definite cut-off as to how many books and articles one must read in order to have adopted philosophy as an ultimate end.  Although there are gray areas, we are usually comfortable saying whether a given colleague or student is “serious about philosophy.”  Roughly speaking, the account of beneficence being offered here requires us to be “serious about beneficence” in the way that we might advise a graduate student to be “serious about philosophy.”  
3.  My main goal in this paper has been simply to formulate a moderate theory.  I conclude with a few remarks about how it might be defended. Fortunately, most arguments used to defend other moderate views can also be used to defend this view.  For example, considerations about alienation and integrity put forward by Bernard Williams, Samuel Scheffler, and others could be used to defend this version of the moderate approach, as could Garrett Cullity’s observations about beneficence.  Also, one could plausibly argue that the consequences of widespread acceptance of this view would be as good as the widespread acceptance of principles that include caps.  Finally, the appeal to intuition supports this moderate position even better than other moderate views, since it lacks the counter-intuitive consequences of capping proposals.  

However, my favored way to defend this view against both extremists and minimalists is somewhat different from these approaches.
  I contend that any adequate theory of morality must embody a coherent response to the fact that it is directed toward persons, each of whom shares the world with other persons—a fact that Thomas Nagel famously captures in his statement that “I am one person among others, equally real.”
  This insight has two components:  First, morality is addressed to the individual person—a being with her own unique evaluative perspective shaped by her own unique patterns of concerns, loves, and goals.  Second, each person is alike in having a unique set of concerns, loves, and goals.  The first element of this insight tends to pull us toward egoism, while the second pulls us toward impartiality.  

Egoism, along with its close cousin “yuppie ethics,” allows a person to recognize her own unique status, but both views are rather anemic when it comes to recognizing the significance of other persons.  Although such views may forbid harming other persons, any view that allows me to live in way that is almost completely unaffected by the vast human suffering in our world seems to pay insufficient attention to the fact that other persons are “equally real.”  

Impartially Optimizing Consequentialism—the natural home of the Extreme Claim—certainly asks each person to respond to the equal status of each person.  It gives each person’s concerns equal weight in defining the impartial perspective which is then to guide (either directly or indirectly) each agent’s decision-making.  The problem, though, is that this approach fails to do justice to the first part of the insight, namely that the person to whom moral requirements are addressed is a being who, by her very nature, possesses a unique evaluative perspective that arises from her unique pattern of concerns, loves, and goals.  Consequentialism requires a person to abandon this perspective—or at least to ignore it in her decision-making—and act in the manner that is optimal from the impartial perspective.  Of course, her unique evaluative perspective is one of the multitudes of inputs into the impartial perspective.  But once the impartial perspective has been constructed, she must abandon (or at least ignore) the very perspective that was her unique contribution to it.  Thus, consequentialism allows the “among others” component of the insight to run roughshod over the “I am one person” component.


The moderate view developed here seeks a non-arbitrary way to reflect fully both components of the “one person among others” insight.  It begins by recognizing that moral requirements are addressed to beings who view the world from a perspective defined in part by a unique pattern of concerns, loves and goals.  Not only does it acknowledge this fact, it treats it as something to be respected rather than scorned.  It does not require a person to discard or ignore her unique evaluative perspective—and the ultimate ends to which it gives rise—in favor of an impartial perspective.  Instead, it requires her to discard only those ends that fail to respect other persons, and, more importantly, to add the welfare of others as an ultimate end on a par with her other ultimate ends.  These modifications, while significant, respect her status as a person—that is, as a being whose unique pattern of concerns give rise to the ultimate ends that she pursues.  

This view also reflects the second half of the “one person among others insight” by requiring persons to treat the welfare of others as an ultimate end.  On this view, the proper response to the reality and significance of other persons is not to abdicate one’s own status as a person, but to adopt the welfare of one’s fellow-persons as an ultimate end, and to allow this end to impinge upon one’s other ultimate ends.  This, I suggest, is the most coherent way of merging the two halves of the “one person among others” insight.  Because ultimate ends are not to be subordinated to any other ends—including other ultimate ends—this view requires agents to take the reality and significance of other persons as seriously as they take anything else.  Hence, this view embodies a method for asking persons to take maximal account of the significance of other persons without undermining their own status as persons.
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