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Abstract
We often learn the credences of others without getting to hear the
evidence on which they’re based. And, in these cases, it is often unfeasible or overly onerous to update on this social evidence by conditionalizing on it. How, then, should we respond to it? We consider
four methods for aggregating your credences with the credences of
others: arithmetic, geometric, multiplicative, and harmonic pooling.
Each performs well for some purposes and poorly for others. We describe these in Sections 1-4. In Section 5, we explore three specific
applications of our general results: How should we understand cases
in which each individual raises their credences in response to learning
the credences of the others (Section 5.1)? How do the updating rules
used by individuals affect the epistemic performance of the group as
a whole (Section 5.2)? How does a population that obeys the Uniqueness Thesis perform compared to one that doesn’t (Section 5.3)?

We often learn the opinions of others without getting to hear the evidence behind them. Researchers report conclusions without going into all
the details of the underlying data; news stories omit testimony and statistics they relied on; and acquaintances share impressions, much of the basis
for which they’ve long since forgotten. What’s more, even when we do
have access to the underlying evidence, we rarely have time to examine it.
How should we modify our own opinions in these cases? The orthodox
Bayesian response is to treat the reported opinion as evidence itself and
update in the usual way: simply conditionalize on the fact that so-and-so
holds such-and-such opinion. Numerous arguments support conditionalization as a general policy, hence as an answer to our question here.1
But sometimes this policy isn’t feasible. We might not have the requisite
priors, or we might have them but lack the cognitive wherewithal to calculate the corresponding posteriors. Or, we might be designing software that
can’t afford the time for the full computation. In these situations, a simpler way of combining one’s existing opinion with opinions reported by
1 See

for example Brown (1976), Oddie (1997), Lewis (1999), Greaves and Wallace (2006),
Briggs and Pettigrew (2018), and Gallow (2019).
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others would be useful. Especially if that method yields the same result
conditionalization would, or at least approximates it.
So we will focus on pooling as a means of extracting evidence indirectly.
We ask how we can effectively update on the evidence behind a reported
opinion, without learning that evidence directly. This is part of what we
mean when we call this a user’s guide. We are more interested in using
others for the evidence they’ve gathered, than for what they’ve made of
that evidence. But we’ll see that the results have philosophical implications
beyond the mere usefulness of the methods we describe (see Section 5).
Our approach differs from much other work on probabilistic opinion
pooling because it is not axiomatic. We do not lay down a list of formal
properties that we would like our pooling rules to have and then characterise the set of all and only those rules that have them.2 Rather, we ask
what we’d like our pooling rules to do, and then explore which do it best,
and in what situations.
The paper has two parts: the theory (Sections 1 to 4) and the applications (Section 5). In the former, we bring together some known results
from philosophy, statistics, and management science, extend and generalize many of those results, and add new results of our own concerning the
effects of different pooling methods when treated as ways of aggregating
evidence. In the latter, we bring these results to bear on philosophical questions.
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Arithmetic Pooling

If you assign probability 3/4 to A, and someone else reports a probability
of 1/4, a natural thought is to take the midpoint 1/2 as your new probability for A. Arithmetic pooling applies this thought over all propositions.
Given two probability functions P and Q defined on the same domain, their
arithmetic mean is the function R that assigns, for every proposition A,
R( A) =

P( A) + Q( A)
.
2

In addition to being intuitive and simple, this operation has the advantage
that R is guaranteed to be a probability function.
The arithmetic mean can be a good approximation of conditionalization, when the opinions in question are predictions. For example, let H be
the proposition that the next toss of a certain coin will land heads. And
suppose P( H ) and Q( H ) are based on large, disjoint samples of equal size.
If P( H ) and Q( H ) closely match the observed frequencies in these sam2 For

surveys of that approach, see for example Genest and Zidek (1986), Dietrich and
List (2015), Russell, Hawthorne and Buchak (2015).

2

ples, then their average ( P( H ) + Q( H ))/2 will closely match the overall
frequency in the aggregated sample you’ve amassed between you.
Why only ”closely” match, why not exactly? Because we have to account for the influence of priors. Your opinion P( H ) doesn’t just reflect the
frequency of heads in your sample, it also reflects your beliefs about the
coin from before you observed that sample. (And likewise for your fellow’s
opinion, Q( H ).) But if the sample is large, and your priors treated the flips
as independent and identically distributed, then the observed frequency
must be very close to the resulting opinion. In which case the arithmetic
mean of opinions will closely match the opinion you would have if you
were to conditionalize on the full, aggregated sample.
A similar analysis extends to 3 or more agents, of course. And it can be
extended to samples of different sizes. For example, suppose your fellow’s
sample is twice as large: you observe k heads out of m flips, they observe l
heads out of 2m flips. Then all you have to do is give their opinion twice as
much weight. The weighted mean of your respective observed frequencies
is the same as the frequency in the aggregated sample:
1 k
2 l
k+l
+
=
.
3 m 3 2m
3m
So again, as long as your respective opinions approximate the frequencies
you’ve each observed, the weighted average of those opinions will approximate the opinion you would have if you were to conditionalize on your
fellow’s evidence.
One catch is that you have to know the relative size of your fellow’s
sample, in order to assign the correct weights. Another is that, if your sample overlaps with your fellow’s, the arithmetic mean can lead you astray.
Suppose you observed 50 heads out of 100 flips, and they observe 100 heads
out of 100 flips—but 50 of their heads are the same 50 you observed. Averaging gives (50/100 + 100/100)/2 = 3/4. But, since there were really only
100 heads out of 150 flips, conditionalizing on the aggregate data would
yield a value closer to 2/3.
More significant for our discussion, however, is that arithmetic pooling
works poorly for opinions about other matters. Suppose that, instead of
opining about the next flip, your fellow shares their views about the coin’s
bias. Then averaging your two distributions over the possible biases could
then be disastrous.3
To illustrate, suppose you and your fellow both start with a uniform
prior over the possible biases. You then observe 70 heads out of 100 flips,
while they observe 30 heads out of a different 100 flips. If you then average your two distributions, the result will be the bimodal distribution
3 This is noted by Winkler (1968, B68, Figure 2), who illustrates the point with a plot
similar to Figure 1.
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Figure 1: Aggregating posteriors about a coin’s bias by arithmetic pooling (red) vs. conditionalizing on the aggregate evidence (green)

in red in Figure 1. But the desired result is the green distribution in the
middle—that’s what conditionalizing your uniform prior on the aggregate
data would give.
So, next, we’ll consider geometric pooling, which performs much better
on this last task.

2

Geometric Pooling

√
The geometric mean of two numbers a and b is ab. Thus, where the arithmetic mean adds, the geometric mean multiplies; and instead of dividing
the result by 2, we take its 2nd root.4
However, taking the geometric mean for each proposition individually won’t usually yield a probability function. For example, suppose you
think a coin is biased toward heads, assigning P( H ) = 4/5, P( T ) = 1/5.
Whereas your fellow thinks it’s biased toward tails: Q( H ) = 1/5, Q( T ) =
4/5. Taking the geometric mean of P( A) and Q( A) for each proposition A,
we get R( H ) = R( T ) = 2/5, which do not sum to 1.
The lesson is that we must renormalize after taking the individual geometric means. Then R( H ) will instead be
p
(4/5)(1/5)
p
R( H ) = p
= 1/2,
(4/5)(1/5) + (1/5)(4/5)
4 For a prominent example of geometric pooling in practice, see Lichtenstein et al. (1978).
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and likewise R( T ) = 1/2.5
Another wrinkle: geometric pooling’s results depend on the partition
in a way that arithmetic pooling does not. Suppose { A, B, C } is a partition,
and our two agents’ opinions are
P( A) = 1/2, P( B) = 1/20, P(C ) = 9/20,
Q( A) = 1/2, Q( B) = 9/20, Q(C ) = 1/20.
Pooling geometrically over this partition yields R( A) = 5/8, whereas pooling over the partition { A, A} gives R( A) = 1/2 instead. So we have to be
explicit about what partition we’re pooling over.
We will write GS ( P, Q) for the geometric mean of probability functions
P and Q over partition S. That is, for each A ∈ S:
p
P( A) Q( A)
p
GS ( P, Q)( A) =
.
∑ B∈S P ( B ) Q ( B )
But we’ll omit the subscript and write G( P, Q) when S is the “ultimate partition,” i.e. the set of singletons {w} where w is a possible world (formally,
an element of the sample space W). Note that G( P, P) = P, a fact we will
make use of on occasion.6
So far, GS ( P, Q) is only defined on the propositions in the partition S.
We can use additivity to fill in the probabilities for other propositions expressible in terms of S’s members.7 But what about other propositions? For
us, S will always be a partition of chance hypotheses. And all other values
we’ll need can be filled in according to a chance-credence principle like the
Principal Principle (Lewis, 1980).8 For example, if R = GS ( P, Q), we will
assume that R( H | X ) = x, where X is the hypothesis that the chance of
H is x. This will be a standing assumption throughout the main text (the
Appendix is more explicit).

2.1

Pooling Over Worlds

The following result makes geometric pooling seem especially appealing.
If two agents begin with a common prior, taking the geometric mean of
5 Notice that we can only do this operation when at least one outcome has positive prob-

ability according to both P and Q. Otherwise each outcome ends up assigned 0, and there
is nothing to renormalize. In this case, geometric pooling is undefined; see Definition 1.
6 This property also holds for arithmetic pooling, and for harmonic pooling as we’ll see
in Section 4. However, it doesn’t hold for multiplicative pooling: see Section 3.
7 See Definition 1 in the Appendix. One can verify that, for countable S, the result is a
probability function over the σ-algebra generated by S. The continuous case is also handled
in the Appendix.
8 Remaining values could be filled in by Geoffrey Conditionalization—that is, geometric
pooling over S followed by Jeffrey Conditionalization on S (Jeffrey, 1965). But we won’t
need to rely on this assumption here.

5

their posteriors is equivalent to conditionalizing the common prior on the
aggregate evidence.9
Proposition 1. If P( EF ) > 0, then

G( P(− | E), P(− | F )) = P(− | EF ).
So geometric pooling seems an excellent way for Bayesian agents to accommodate reported opinions, at least from agents who are disposed to
interpret evidence in the same way they are.
In fact, this result has a generalization that doesn’t require the shared
prior. Suppose our two agents start with different priors, then each conditionalizes on their own body of evidence. Taking the geometric mean of
their posteriors is the same as conditionalizing the geometric mean of their
priors on the total, aggregate evidence. Whether they conditionalize-thenpool or pool-then-conditionalize, the result is the same.10
Proposition 2. If there is w in EF such that P(w), Q(w) > 0, then

G( P(− | E), Q(− | F )) = G( P, Q)(− | EF ).
Observe that Proposition 1 is the special case of Proposition 2 where Q = P,
because G( P, P) = P. And both are special cases of Proposition 11, which
we state and prove in the Appendix.
Nevertheless, Proposition 2 won’t serve all purposes. You might only
be interested in your fellow’s opinion for the evidence that informs it, preferring your own interpretation to theirs. If so, then you won’t want to
distort your interpretation by deforming your prior to be more like your
fellow’s. In other words, you don’t want to conditionalize G( P, Q) on the
aggregate evidence EF; you want P conditionalized on EF.
In fact, even when you do share a common prior, Proposition 1 doesn’t
support geometric pooling as much as it first seems. There are two reasons.
First, other pooling rules enjoy similar status.11 As we’ll see later, multiplicative pooling admits a result parallel to Proposition 2 (see Proposition 8), and harmonic pooling satisfies Proposition 1 (see Proposition 10).
9 See Proposition 11 in the Appendix for a more formal statement and proof.

This proposition is a corollary of Theorem 1 in Baccelli & Stewart (forthcoming). They define geometric
pooling more broadly, to permit different weights for each individual. And their Theorem
1 goes well beyond our Proposition 1, providing an important axiomatic characterization
of geometric pooling.
They also note the further immediate corollary that, for any pooling method ∆ such that
∆( P(−| E), P(−| F )) = P(−| EF ), we have ∆( P(−| E), P(−| F )) = G( P(−| E), P(−| F )). For
our purposes here, it is important to note that this doesn’t rule out different pooling methods ∆ that agree with geometric pooling in these cases, but not in others. In fact there are,
as the main text will explain shortly.
10 We follow the usual abuse of notation, writing P ( w ) as shorthand for P ({ w }).
11 As noted in Footnote 9, Baccelli & Stewart’s Theorem 1 does not preclude this.
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But most telling, perhaps, is that a parallel result even holds for the
following rule:
(
0
if Q(w) = 0,
†
∆ ( P, Q)(w) =
P(w)
if Q(w) > 0.
P(v)
∑
v∈W:Q(v)>0

This rule ignores everything about your fellow’s opinions, except whether
they are zero or nonzero. Really, it just uses the zeros to identify their evidence, then conditionalizes your posterior on that evidence. Small wonder,
then, that we have the following analogue of Proposition 1:
∆† ( P(− | E), P(− | F )) = P(− | EF ),
as long as P( EF ) > 0. And indeed this rule will also usually favour your
way of interpreting the evidence and ignore your fellow’s, which geometric
pooling does not. That is, if Q is regular, so that Q(w) > 0 for all w in W,
and if P( EF ) > 0, then
∆† ( P(− | E), Q(− | F )) = P(− | EF ).
This observation points up the second problem with Proposition 1. In
order to use it, you have to know all of your fellow’s opinions. They need
to tell you Q(w | F ) for every w ∈ W. But if they’ve communicated all that,
and if their prior Q is regular, they’ve already told you what their evidence
F was. So you might as well just conditionalize on F. It’s strictly easier to
ask what their evidence was and conditionalize than it is to get their full
set of opinions and take the geometric mean.
Nevertheless, geometric pooling does have an interesting use, which
we turn to next.

2.2

Pooling Over Chances

Often we aren’t so much interested in the evidence itself, as what it tells us
about certain hypotheses. For instance, we might want to know about the
chance mechanism underlying the process we’ve been observing. So let’s
try geometrically pooling opinions about chance hypotheses.
In Section 1 we considered inferring a coin’s bias from repeated flips.
Arithmetic pooling fared poorly, but geometric pooling does much better.
Suppose our two agents begin with a common prior, and each observes
their own series of coin flips. Each conditionalizes on what they’ve observed, then they share their posterior opinions about the coin’s bias. If
they take the geometric mean of their posteriors over the possible biases,
will the result be the same as conditionalizing their shared prior on the aggregate evidence? Not exactly, but it will be similar. The proportions will
be right, but some information will be lost: it will be as if their sample sizes
were cut in half.
7

Figure 2: Aggregating posteriors about a coin’s bias by geometric pooling (red) vs. conditionalizing on the aggregate evidence (green)

To illustrate, suppose one agent observes 70 heads out of 100 flips, the
other observes 30 heads out of a separate 100 flips. If they conditionalize
and then geometrically pool over the biases, the result will be the same as
if they had conditionalized their shared prior on 50 heads out of 100 flips.
Figure 2 illustrates this example in the case where the shared prior was
uniform over the possible biases.12 The geometric mean (red) only approximates conditionalizing on the aggregate evidence (green). But it does much
better than arithmetic averaging did: compare Figure 1. Later we’ll see another method that gets the exact result, but with a tradeoff.
The general result illustrated in Figure 2 is the following.13
Proposition 3. Let X be the number of heads in the first m flips, Y the number of
heads in the next n flips, and Z the number of heads in some sequence of (m + n)/2
flips. Where S is the partition of possible biases,

GS ( P(− | X = k), P(− | Y = l )) = P(− | Z = (k + l )/2).
One way to think about this result is that taking the geometric mean over
the possible biases correctly gleans the direction the aggregate evidence
points in, but with its force or magnitude understated.
12 Again,

this is noted by Winkler (1968, B68, Figure 2).
the Appendix for a more rigorous statement and proof: Proposition 3 is the special
case of Theorem 14 where α = 1/2 and s = 2. Theorem 14 generalizes results that are noted
in passing by Winkler (1968, B64-5) and Morris (1983, Section 6), who consider it only in the
case in which the priors are beta distributions.
13 See
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Figure 3: Some examples of Beta distributions

Another way to think about Proposition 3 connects back to arithmetic
pooling. Loosely speaking, this result says that taking the geometric mean
over the biases is the same as taking the arithmetic mean of the underlying,
aggregate data. Rather than combining your positive observations with
your fellow’s, you split the difference.
This perspective suggests that geometric pooling over chances will have
the effect of pooling predictions arithmetically, at least approximately. In
fact, when the two agents’ samples are of equal size (m = n), it has exactly
this effect for a wide range of priors known as the Beta distributions (which
include the uniform distribution).14
Proposition 4. Let X, Y, Z, and S be as in Proposition 3, and let H be the event
of heads on an unobserved flip. If m = n and P has a Beta distribution over S,

GS ( P(− | X = k), P(− | Y = l ))( H ) =

P( H | X = k) + P( H | Y = l )
.
2

Insofar as pooling predictions arithmetically is attractive, this result helps
to make geometric pooling over chances attractive as well. The two methods go hand-in-hand in a range of interesting cases. To give a sense of the
result’s scope, Figure 3 illustrates the variety of Beta distributions by way
of some examples.
Now let’s return to Proposition 3, and generalize it in two ways.
First, the same result holds for processes with more than two possible
outcomes. For example, suppose you roll a die behind a screen 100 times,
conditionalizing on the counts you observe. Then your fellow does 100
rolls of their own and conditionalizes on the counts they observe. If you
then take the geometric mean of your respective posteriors over the chance
hypotheses about the die’s tendencies, the result will be the same as if you
14 See

Proposition 15 for a more formal statement and proof.
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had conditionalized your common prior on a sample of 100 rolls, where
the counts are the averages of your respective counts. For example, if you
observed 10 sixes while they observed 16, it will be as if you had observed
13 sixes out of 100 rolls.
Second, we can generalize to the case of differing priors, in the same
manner as Proposition 2 generalizes Proposition 1. Informally speaking,
the effect of conditionalizing-then-pooling is the same as the effect of poolingthen-conditionalizing, except that in the latter case the sample size is effectively cut in half.
The following result incorporates both generalizations.15
Theorem 5. Let X = ( X1 , . . . , Xs ) be the vector of counts from the first m trials,
Y the vector of counts from the next n trials, and Z the vector of counts from a
set of (m + n)/2 trials. If P and Q have overlapping supports on the partition of
possible biases S, then

GS ( P(− | X = k), Q(− | Y = l)) = GS ( P, Q)(− | Z = (k + l)/2).
Note that, as with Proposition 2, the second generalization—to the case of
differing priors—is only interesting to the extent that one agent partially
defers to the other’s interpretation of the evidence, and in such a way that
the geometric mean appropriately captures that deference.

2.3

Synergy

A pooling rule admits synergy if it can cause both parties to raise their probabilities in the same proposition (Easwaran et al., 2016). Christensen (2009)
describes an example where synergy is intuitively appropriate. Suppose a
doctor is deliberating about what dosage to give a patient, and after some
thought, they assign probability .97 to the correct dosage being 10mg. If
another doctor then reports a probability of .96 for the same dosage, both
doctors should become even more confident that 10mg is right. Whatever
reservations they had about their initial judgments, these qualms should
be mitigated by the fact that their fellow concurs almost exactly.
Synergy is impossible with arithmetic pooling. The resulting opinion
always lies between the two pooled opinions, as it does in Figure 1. But geometric pooling does admit synergy, as we can see in Figure 2. In fact there
is an extreme example here: both agents go from assigning almost zero
probability to the coin being (approximately) fair, to being highly confident
that it is.
Geometric pooling is a poor model for Christensen’s doctor example,
however. For definiteness, let’s imagine only two dosages are under consideration, 5mg and 10mg. Then pooling geometrically gives a probability
15 See

Theorem 14 in the Appendix for a more rigorous statement and proof.
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of about .965 for 10mg:
p

p

(.97)(.96)
p
≈ .965.
(.97)(.96) + (.03)(.04)

So our two doctors will meet almost exactly in the middle. The effect of
geometric pooling is very similar to arithmetic pooling in this case.
What’s gone wrong here? Return to the coin toss example of Figure 2.
Geometric pooling can move the peak of certainty to a region that previously had low probability for both agents. This is why it’s capable of
synergy. But the agent is still no more certain overall than they were before. Observe how the peak of the geometrically pooled curve in red is no
higher than the peaks of the blue and purple curves it was pooled from. In
fact it’s slightly lower. Geometric pooling actually creates slightly greater
uncertainty in this example, increasing the variance in the agents’ opinions.
Yet this is the opposite of what Christensen’s example calls for. Even
if the two doctors had initially come to the exact same judgment—say .97
probability for a 10mg dose—synergy would still be appropriate. They
should both become even more confident that 10mg is right. But geometric
pooling can’t achieve this result; it must leave their opinions unchanged,
since G( P, P) = P.
Proposition 3 sheds some light here. It tells us that geometric pooling
is like splitting the evidential difference. It doesn’t combine two agents’
observations, but rather takes the average. So the sample size stays effectively fixed. Thus geometric pooling will never increase how certain both
of our two agents are in their opinions about the true bias—that is, it will
never decrease the variance of both. But it will typically change where the
peak of their certainty is located—that is, it will shift their means. But in
Christensen’s case, the overall certainty should increase for both doctors—
the variance that results from pooling should be less than the variance of
each of the individuals. What the doctors learn from one another is that the
location of their original peaks was correct (or very close to correct), so the
only thing that should change is how high the peak is, i.e. how tight the
curve should be.
The moral we draw is that Easwaran et al.’s definition of synergy misses
something important about what’s interesting in cases like Christensen’s.
These cases display a kind of ”supersynergy.” Not only do both agents become more confident of something than either was previously. They also
decrease their overall uncertainty, in the sense of achieving lower variance. We will return to Christensen’s case in Section 3, where we’ll meet
Easwaran, et al.’s favoured pooling function, and we’ll revisit it again in
Section 5.1, where we’ll argue for a more nuanced model of it.
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2.4

Partition Dependence & Communication

Because geometric pooling is partition-sensitive, you can’t expect to reap
the benefits of results like Proposition 3 without hearing someone’s opinions in detail. For example, if they only tell you their probability that the
coin is biased toward heads (“bias > 1/2”), then geometric pooling won’t
have the same effect as splitting the difference between your observed frequency and theirs. They must tell you their opinion about every possible
bias.
This limitation isn’t as severe as the one we raised for Proposition 1.
They needn’t communicate their opinion about every proposition under
consideration, including the outcome of every coin flip. They just need to
report their opinions about the possible biases. Still, that’s a lot of information: continuum-many real numbers.
Communicating this information can nevertheless be feasible. Opinions
that follow a standard distribution can be communicated compactly, just by
specifying the parameters. For example, if their opinions follow a Beta( a, b)
distribution, then they just need to communicate two real numbers, a and
b. And in less formal contexts, the information can be conveyed roughly,
through images and imprecise language, in which case Proposition 3 can
still be exploited to approximate the desired result.
Of course, if the goal is to communicate their evidence, then simply reporting two natural numbers would be both easier and more effective: the
observed number of heads k and the total number of flips m. But sometimes
people only share their opinions about the theoretical question of interest,
and aren’t available for queries about the evidence behind that opinion.
Moreover, results like Proposition 4 and Theorem 5 are suggestive, hinting
at a broader way of thinking about geometric pooling, and its relationship
to arithmetic pooling, which might still be applicable in less idealized contexts where evidence isn’t so easy to describe and summarize.

3

Multiplicative Pooling

We turn now to a more general family of pooling rules, which includes
geometric pooling as a special case. Dietrich (2010) proposes a rule that
Easwaran et al. (2016) call upco.16 Applied to a two-element partition { A, A},
upco pools the probability functions P and Q as follows:
P( A) Q( A)
.
P( A) Q( A) + P( A) Q( A)
16 For

updating on the credences of others. Dietrich (2010) use the name multiplicative
pooling, but we reserve this label for the broader class of which upco and geometric pooling
are members.
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This is much like geometric pooling,17 which inserts square roots:
p
P( A) Q( A)
q
.
p
P( A) Q( A) + P( A) Q( A)
Both formulas are instances of the more general scheme,

( P( A) Q( A))α
.
( P( A) Q( A))α + ( P( A) Q( A))α
Geometric pooling is the case where α = 1/2, upco where α = 1.
In general, choosing α ≥ 0 generates what we will call a multiplicative
pooling rule. We will write MSα ( P, Q) for the multiplicativeα mean of P and
Q over partition S. The definition is exactly parallel to geometric pooling,
just with α in place of the exponent 1/2.18
One way of interpreting the parameter α refers back to Proposition 3.
When α = 1/2, we saw that sample sizes were cut in half when pooling
over chances. So, we might naturally expect that α = 1 will preserve sample sizes. In other words, if you observe 30 heads out of 100 flips and your
fellow observes 70 heads out of 100 flips, the effect of pooling your posterior opinions about the coin’s bias with theirs should, one might think,
have the same effect as if you had simply observed 100 heads out of 200
flips to begin with.
But this is only true for a uniform, shared prior. If both agents begin
with a uniform prior over the possible biases, then pooling their posteriors
by upco is the same as conditionalizing the prior on the aggregated data
(Figure 4). If one or both agents have a non-uniform prior, however, the
result will not agree with conditionalization. (See Babic et al. manuscript,
Section 4.5 for a closely related analysis.)
There is, however, a way in which upco is nevertheless far more general
and powerful than geometric pooling. Recall that, for geometric pooling,
Theorem 5 generalized beyond two possible outcomes to any finite number
of possible outcomes. With upco, we can go much further to hypotheses and
evidence of any kind, provided only that the two agents’ bodies of evidence
are independent according to the hypotheses under consideration. And
unlike geometric pooling, upco results in no ”data loss”: there is no halving
of the sample size.
For example, suppose two experimenters both begin with a uniform
prior over a partition of candidate models, H1 , . . . , Hn . The first experimenter then collects a body of evidence E, while the second collects body
17 Another way to think about upco is that each agent treats the other as “evidence” in
Bayes’ theorem. Observe how upco is the same as Bayes’ theorem, but with Q(−) in place
of the likelihood function P( E | −). The P-agent thus treats the Q-agent’s opinions as if
they were her own likelihood function, for some fictional piece of evidence E.
18 See Definition 1 in the Appendix for a formal statement.
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Figure 4: Beginning with a uniform prior, aggregating posteriors about a coin’s bias by
upco (red) is the same as conditionalizing on the aggregate evidence (green)

of evidence F. These bodies might contain counts from repeated trials, but
they could also contain measurements of continuous quantities, qualitative
information, informal observations, or anything else. As long as for all i,
P( EF | Hi ) = P( E | Hi ) P( F | Hi ),
then applying upco to these agents’ posteriors over the partition S = { Hi }
will yield the same result as conditionalizing on the total evidence:

M1S ( P(− | E), P(− | F )) = P(− | EF ).
In other words, rather than communicating their evidence, they can just
communicate their interim conclusions, and thereby arrive at the same ultimate conclusions they would have drawn from the total evidence.
This follows from a more general result about upco, which applies even
when our two agents have different priors. With upco, conditionalizingthen-pooling is equivalent to pooling-then-conditionalizing, provided the
two bodies of evidence are independent according to each Hi .19
Theorem 6. Let S = { Hi } be a partition of chance hypotheses about E and F,
such that the chance function asserted by each Hi , call it Ci , satisfies
Ci ( EF ) = Ci ( E)Ci ( F ).
Then

M1S ( P(− | E), Q(− | F )) = M1S ( P, Q)(− | EF ).
19 See

Theorem 16 in the Appendix for a more rigorous statement and proof.
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Figure 5: M1 ( P, P) has a Matthew effect when P is non-uniform

Recall that for geometric pooling we have M1/2 ( P, P) = P. But when α 6=
1/2, the only case where Mα ( P, P) = P is when P is uniform. In this special
case, Theorem 6 gives us the example from the previous paragraph.
Otherwise, M1 ( P, P) will generally have a Matthew effect, leading to
increased probability for propositions with a high prior, and decreased
probability for the rest. Figure 5 illustrates an example.
There is an upside to this feature of M1 , and a downside.
The upside is supersynergy. Recall Christensen’s doctor example: two
doctors independently reach the conclusion that the higher dosage is the
correct one for a certain patient. Their respective probabilities that the
higher dosage is correct are .97 and .96. When they confer, they should both
become even more certain that the high dose is right. And as Easwaran
et al. (2016) note, upco obliges:

(.97)(.96)
≈ .999.
(.97)(.96) + (.03)(.04)
In fact, even if the two doctors had reported identical opinions, they should
still become more certain. As we noted earlier, geometric pooling can’t
have this effect since M1/2 ( P, P) = P. But upco can because of its Matthew
effect. In this case,

(.97)(.97)
≈ .999.
(.97)(.97) + (.03)(.03)
More generally, Mα ( P, P) has a Matthew effect for α > 1/2, and a reverse
effect for 0 ≤ α < 1/2.
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(We’ll actually return to Christensen’s example in Section 5.1, where we
criticize upco’s handling of the case. But the basic point will still stand:
upco’s supersynergistic capabilities are a good thing, appropriate to an interesting class of cases even if Christensen’s example isn’t one of them.)
The downside involves repeated pooling. Even if two agents start with
a uniform prior, they can only get the benefits of Theorem 6 once. If they
gather evidence separately, pool by upco, then gather more evidence separately, and then pool by upco again, the results of the second round of
pooling will differ from conditionalizing the uniform prior on the total, aggregated evidence. For example, suppose our two agents each do their own
flip of a coin, pool, then flip again, pool again, and so on. If they pool by
upco, the second iteration will effectively double count the flip from the
first iteration. If the first agent actually observes the sequence HT, while
the second observes TT, the final result will be as if they had together observed the sequence HHTTTT. The sample size will be inflated, with two
non-existent flips, and the frequency will be off too. If they do further iterations, observing and then pooling again, this effect will be compounded
further.
Geometric pooling avoids this problem, however. The frequency of
heads and tails in the total, aggregate data is always accurately reflected
in the result. After repeated iterations of observing-and-pooling, if 3/4 of
the observed flips have been heads, then the agents’ posteriors will be as if
they had conditionalized on observing a sequence that is 3/4 heads. The
catch is, again, that the length of the sequence is half of what the two agents
together have actually observed between them. If they’ve each observed
100 flips of their own, it will be as if they had together observed 75 heads
and 25 tails, rather than 150 heads and 50 tails.
There is thus a kind of tradeoff between geometric pooling and upco.
Geometric pooling gets the frequencies right even through repeated pooling, but at the price of some ”data loss.” Whereas upco avoids any data
loss in one-off pooling, but it needs a uniform prior. Moreover, in repeated
pooling, it inflates the sample size and skews the observed frequency. We’ll
see an application where this tradeoff arises in Section 5.
So far we have focused mainly on the cases α = 1/2 and α = 1. For
Mα in general, we have a natural generalization of Theorem 5. Informally
put, for repeated rolls of an s-sided die, the effect of conditionalizing-thenpooling over chances is the same as pooling-then-conditionalizing, except
that the effective sample size in the latter case is scaled by α.
Theorem 7. Let X = ( X1 , . . . , Xs ) be the vector of counts from the first m trials
and Y the vector of counts from the next n trials. For α > 0 let Z be the vector of
counts from a sequence of α(m + n) trials. If P and Q have overlapping supports
on the partition S of possible biases, then

MαS ( P(− | X = k), Q(− | Y = l)) = MαS ( P, Q)(− | Z = α(k + l)).
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When α = 1/2, the sample size is cut in half as in Theorem 5. When α = 1,
we get the behaviour of upco already discussed in this section.
We also have the following generalization of Proposition 2.20
Proposition 8. If there is w in EF such that P(w), Q(w) > 0, then

Mα ( P(− | E), Q(− | F )) = Mα ( P, Q)(− | EF ).
However, because Mα ( P, P) = P only holds when α = 1/2 or P is uniform,
this result doesn’t imply a version of Proposition 1 for Mα .

4

Harmonic Pooling

Our last pooling method uses the third in the classical trio of Pythagorean
means: arithmetic, geometric, and harmonic. The harmonic mean of two
real numbers a and b is
2
.
1
1
a + b
It helps to think of a and b as frequencies with a common numerator. For
example, imagine that you will flip some coin until you observe 100 heads,
and then your fellow will do the same. Suppose it takes you 120 flips to get
your 100 heads, and it takes them 140 flips to get theirs. Then
a = 100/120,
b = 100/140,
and the harmonic mean is
120
100

2
+

140
100

=

10
.
13

This is precisely the frequency in your total, aggregate evidence:
100 + 100
10
= .
120 + 140
13
So harmonic averaging might seem a natural counterpart to arithmetic averaging, for pooling predictions. We saw that arithmetic averaging makes
sense when both agents have made the same number of total observations.
When instead they’ve made the same number of positive observations, we
might think harmonic averaging appropriate.
However, unlike arithmetic averaging, taking the pointwise harmonic
average of two probability functions does not yield a probability function.
In the same example, the harmonic mean of 20/120 and 40/120 is not 3/13,
20 See

Proposition 11 for a more formal statement and proof.
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Figure 6: Aggregating posteriors about a coin’s bias by harmonic pooling (red) vs. conditionalizing the uniform prior on the aggregate evidence (green)

but rather 4/19. So we have to renormalize, as we did with geometric pooling. And this interferes with the proposed interpretation. After renormalizing, the prediction for heads on the next toss will not be 10/13, but rather
95/121.
Still, harmonic pooling does have some noteworthy properties, and it
may have applications for pooling over chances.
First, like arithmetic and geometric pooling, but unlike upco and any
other multiplicative pooling function with α 6= 1/2, harmonic pooling is
“idempotent”: H( P, P) = P.21 This means it can’t capture Christensen’s
intuition in the doctor example. However, unlike geometric pooling, harmonic pooling is nevertheless capable of “supersynergy”—quite dramatically so, in fact, as Figure 6 illustrates. Comparing with Figure 2 shows a
stark contrast with geometric pooling’s behaviour in the same example.
Second, harmonic pooling satisfies the same property Proposition 1 identifies for geometric pooling. When pooling over the partition of possible
worlds, if two agents begin with a common prior, pooling their posteriors
harmonically is the same as conditionalizing the shared prior on their total,
aggregate evidence.
Proposition 9. If P( EF ) > 0, then

H( P(− | E), P(− | F )) = P(− | EF ).
When their priors differ, the more general result of Proposition 2 doesn’t
quite hold for harmonic pooling: conditionalizing-then-pooling is not gen21 See

Definition 2 in the Appendix for the official definition of H.
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erally the same as pooling-then-conditionalizing. Although they are the
same in the special case where each agent’s evidence has the same prior
probability.
Proposition 10. If there is w in EF such that P(w), Q(w) > 0, and P( E) =
Q( F ), then
H( P(− | E), Q(− | F )) = H( P, Q)(− | EF ).
As we noted in connection with geometric pooling, these results have limited interest, because they require communicating the full posterior. And
this is strictly harder than communicating one’s evidence. However, Proposition 9 is important for the point we made earlier about Proposition 1: geometric pooling is not the only rule that can boast this feature.
Still, geometric pooling is the only rule we’ve surveyed that can claim
both this feature and the feature captured in Proposition 2. Harmonic pooling can only claim the first feature (Proposition 9) and a very limited version of the second (Proposition 10). While multiplicative pooling can claim
the second (Proposition 8), but not the first because Mα ( P, P) 6= P except
when α = 1/2 or P is uniform.

5

Applications

We’ve seen that different pooling rules suit different circumstances. Are the
opinions in question predictions about a new trial, or inferences about the
underlying chances? Did the agents involved begin with a shared prior, or
different priors? Will we be pooling repeatedly, or just once? In this section
we examine three applications where these considerations come into play.

5.1

Christensen and Easwaran et al.

In Section 3, we noted that Easwaran et al. use upco’s synergy to treat
Christensen’s example of the two doctors. A number of authors have already criticised upco on the grounds that, while it might get Christensen’s
example right, it fails when the two parties have the same evidence, or perfectly correlated evidence, and both are perfectly good at incorporating that
evidence (Morris, 1983, 25; Mulligan, 2021, Section 4). We will argue that
upco doesn’t even get Christensen’s case right.
On the intended reading of Christensen’s case, the two doctors draw
on the same empirical evidence—the same lab results, medical history, responses to interview questions, etc.22 But each has doubts about their own
ability to interpret this evidence as it should be interpreted. They aren’t
22 Christensen introduces the example to make a point about peer disagreement—cases
where the other party differs “on the basis of the same evidence.”
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certain they’ve drawn the conclusion the evidence actually supports. Finding out that they both reached the same conclusion, or nearly so, eliminates
many of those doubts. That’s why they both become more certain.
But upco treats this as a case where each doctor brings a separate, independent body of empirical evidence to the table, as Theorem 6 shows. It
would only give the correct result if the doctors’ separate a priori deliberations could be treated like independently drawn samples from an urn. And
the following analysis suggests they can’t be.
To make things definite, consider a simple coin-flipping analogue of
Christensen’s case. Suppose there are two, equally probable hypotheses
about the coin’s bias:
X = the coin has bias .7 toward heads,
X = the coin has bias .3 toward heads.
These correspond to the two hypotheses about the correct dosage, 10mg
and 5mg. We can gather evidence to discriminate between these two hypotheses by doing flips, just as the doctors can do lab tests and ask questions. Each line on the patient’s chart is like a coin flip, which might point
toward one hypothesis or the other.
But, just as doctors don’t always interpret tests correctly or see symptoms for what they are, our two coin-flippers won’t necessarily identify the
outcome of each flip correctly. For simplicity, suppose there are just two,
equally probable hypotheses:
R = both agents are perfectly reliable at identifying heads/tails,
R = both agents are as bad as chance (.5 chance of correct identification).
We’ll assume their reliability is independent of the coin’s bias.
Now suppose we do one flip of the coin, and it appears to both agents
to have landed heads:
A = the coin appears to Agent 1 to land heads,
B = the coin appears to Agent 2 to land heads.
Our two agents conditionalize on what they think they saw, giving them
posteriors P(− | A) and Q(− | B). Then they consult and pool those
posteriors by upco over the partition S = { X, X }. This gives

M1S ( P(− | A), Q(− | B))( X ) = 9/13.
But this is different from what they’d get by communicating their apparent
evidence and conditionalizing on it, which is
P( X | AB) = 19/30.
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So upco is not effectively pooling their apparent evidence in this example,
as we might have hoped from Theorem 6.
Why not? Because their apparent evidence is not independent conditional on the elements of S = { X, X }. If the flip appears heads to Agent 1,
it’s more likely to actually be heads, and thus to appear that way to Agent 2
as well. And taking it as given that the coin’s bias is (say) .7 doesn’t change
this fact. So the crucial independence condition of Theorem 6 is not satisfied here.23
The same holds true in Christensen’s original case. If a lab result appears to one doctor to support a dosage of 10mg, this increases the probability that the second doctor will share that interpretation. And this remains true if we take as given that (say) 10mg is the correct dosage. The
two doctors’ interpretations of the patient’s chart are not conditionally independent.
The moral is that Christensen’s original case isn’t properly treated using
upco. There is a difference between the synergy from combining independent bodies of empirical evidence, and the synergy of assuaging doubts
about one’s interpretation of a shared body of evidence. These two phenomena are quantitatively different. Upco may get the right result qualitatively, making both doctors more confident, but by the wrong amounts.
There is an alternate reading of Christensen’s case that would make
upco appropriate, of course. If the two doctors arrive at their initial judgments based on conditionally independent bodies of evidence, then upco
will perform as desired. And Easwaran et al. are entirely right to advertise
this as a feature of upco.
But it’s the original reading of Christensen’s case that’s caught the interest of epistemologists, for what it says about peer disagreement and the
“equal weight” view advocated by Elga (2007). So it’s important to appreciate that using upco here would be to mistreat the original case, as if it
were a case of indepenent evidence being combined.

5.2

Douven & Wenmackers

Douven & Wenmackers (2017) and Douven (2019) use computer simulations to study how conditionalization compares to competing update rules
in a social setting. Here we use Proposition 3 to illuminate their results,
and offer an improvement.
The setup they study is just the sort we’ve been analyzing: agents trying
to infer the bias of a coin by flipping it repeatedly, pooling their opinions as
they go. Each simulation has 50 agents, all beginning with a uniform prior
over the possible biases of the coin. Each agent performs one flip of the coin
23 There is a partition where their apparent evidence is independent, and thus upco would

get the correct result: { RH, RH, RH, RH }, where H is the proposition that the coin in fact
lands heads. But this isn’t the sort of partition over which agents normally share opinions.
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privately, updates on the outcome, and then pools their posterior opinions
about the coin’s bias with their fellows. This flip-update-pool cycle then
repeats for a total of 500 cycles.
We will focus on geometric pooling here. Douven & Wenmackers (2017)
consider only arithmetic pooling, while Douven (2019) studies geometric
and harmonic pooling as well. But we’ll show that geometric pooling permits a strategy that is optimal, in an important sense. So Douven’s resuls
for geometric pooling will be specially relevant for our discussion.
Douven & Wenmackers’ simulations differ in three ways, each controlled by one of three key parameters: p, c, and e.
The first parameter p is the coin’s actual bias. To make computations
tractable, p is only allowed to be one of 11 values: p ∈ {0, 1/10, . . . , 9/10, 1}.
Agents only entertain the 11 corresponding hypotheses H0 , . . . , H10 , where
Hi is the hypothesis that p = i/10. Thus each agent begins by assigning
P( Hi ) = 1/11, for all Hi .
The second parameter c controls how agents update after each flip.
Douven & Wenmackers study an update rule similar to Bayes’ theorem, but
with a greater emphasis on fit-to-the-data.24 A bonus quantity c is added
to the hypothesis with the highest likelihood, P( E | Hi ), where E is the full
sequence of flips the agent has personally observed so far. So agents set
their new probability for hypothesis Hi , call it P∗ ( Hi ), using the formula
P∗ ( Hi ) =

P( Hi ) P( E | Hi ) + ci
,
∑i [ P( Hi ) P( E | Hi ) + ci ]

where ci = c if Hi maximizes P( E | Hi ), and ci = 0 otherwise. The bonus
c comes from the range c ∈ {0, .1, . . . , 1}. Notice that when c = 0, this
update rule is just conditionalization. Positive values of c depart from conditionalization by boosting the hypothesis that best fits the agent’s private
evidence, the flips they have personally observed themselves.
The third parameter e controls how “open minded” agents are. Agents
only pool with others whose opinions are within e of their own, with the
distance between opinions being measured by the sum of absolute differences:
10

∑ | P( Hi ) − Q( Hi )|.

i =0

We will consider values of e in the range e ∈ {0, .1, .2, . . . , 2}.25
Each simulation thus begins by fixing a combination of values for p, c,
and e. We then generate coin flips for each agent according to p, the agents
update on the outcomes according to c, then they pool geometrically with
24 The

rule originates in van Fraassen’s (1989, Chapter 6) discussion of inference to the
best explanation.
25 Douven only considers values e ≤ 1, but since the maximum possible value is 2, we
will consider a larger range here.
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their neighbours: those agents within e of themselves. This process repeats
for 500 time steps.
At each time step, after pooling, each agent’s inaccuracy is evaluated
using the Brier score:
10

∑ ( P( Hi ) − V ( Hi ))2 ,

i =0

where V ( Hi ) = 1 if Hi is true, and 0 otherwise. The average Brier score of
all 50 agents is then calculated, and at the end of all 500 time steps these
averages are summed to generate an overall score for that simulation.

Figure 7: A replication of Douven’s (2019) results for geometric pooling. Each coloured
square shows the expected Brier score for a choice of p, c, and e, based on 50 runs averaged
together. The white asterisks mark the best scores in each panel.

What Douven & Wenmackers find is that conditionalization is not the
update rule that gives the most accurate opinions in this setting, when pooling is arithmetic. And Douven (2019) finds the same for geometric and
harmonic pooling. Figure 7 shows our replication of Douven’s results for
geometric pooling. The conditionalizers are the bottom row of each panel.
But the communities with the best Brier score, marked by white asterisks,
are consistently those with high values of both c and e. That is, the most
accurate communities have agents who strongly favour hypotheses that fit
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their private data, but are also very “open-minded” in that they pool even
with those whose opinions differ greatly from their own.26
How is this possible? How can conditionalization be dominated by an
alternative rule when Greaves & Wallace (2006) show that conditionalization minimizes expected Brier score? The answer is that we are only considering conditionalization as a way for agents to update on their private
evidence. These agents do not conditionalize on the opinions of their fellows; instead they use geometric pooling. And Proposition 3 tells us the
conditionalizers in these simulations suffer from data loss as a result. Their
samples are effectively scaled down by 1/N, where N is the number of
agents they pool with. Since they are effectively “leaving evidence on the
table,” Greaves & Wallace’s theorem doesn’t apply to them. They are not
true conditionalizers, in the sense of conditionalizing on all the evidence
available to them, social as well as private.
This suggests an improvement, however—a better way for these agents
to handle their private evidence. Let’s set e = 2, so that all 50 agents pool
with each other. And we’ll have them conditionalize on their private evidence but scaled up by a factor of 50. That is, if an agent observes 1 head,
they should conditionalize on the proposition that they observed 50 heads
instead. Ditto for tails. By Proposition 3 then, when they all pool geometrically, the result will be the same as if they had all conditionalized on the
aggregate evidence.
By Greaves & Wallace’s result, conditionalizing on the aggregate evidence is the optimal strategy for minimizing expected Brier score.27 Since
our proposal is equivalent, it too is optimal. It won’t be optimal within every panel, i.e. for every value of p. But no feasible rule can be. It does best
on average though, since it has the lowest expected Brier score relative to
a uniform prior over p. If we do repeated simulations, picking a random
value for p each time, no procedure can do as well on average.
So we agree with Douven & Wenmackers that, when conditionalizing
on your social evidence is unavailable, there is a way to compensate for
the loss of expected accuracy that results: change how you update on your
private evidence. But we disagree on how best to do that. They say you
should update to P∗ as defined above, with high c.28 We say you should
conditionalize on a scaled up version of the sample you in fact witnessed.
This proposal is provably better in expectation.
26 Zollman (2015) finds a similar result in the context of binary, yes/no beliefs. Credulous
agents who accept testimony from anyone acquire more true beliefs than agents who only
accept testimony from those with beliefs similar to their own.
27 Strictly speaking, their result only addresses a single agent’s Brier score. But it extends
readily to a group’s average Brier score, when its members share a common prior, as here.
28 Actually, Douven (2019) considers additional update rules for the private evidence,
and finds that one he calls “Popper’s Rule” outperforms the one endorsed in Douven &
Wenmackers (2017).
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Our analysis also explains why a high-c, high-e strategy does best in
Figure 7. Updating on private evidence using Douven & Wenmackers’ rule
with a high c approximates conditionalization on the scaled up sample we
propose. Both are ways of “over-fitting” your private evidence—of giving
special favour to the hypotheses that best fit your actual private evidence.
Coupled with a high value of e and geometric pooling then, a high c approximates conditionalization on the aggregate evidence.

5.3

Dogramaci & Horowitz

Dogramaci & Horowitz (2016) give a social argument for the uniqueness
thesis, the view that there is always a uniquely correct interpretation for a
given body of evidence (Feldman, 2006). Here we point out a problem with
this argument, and elaborate using the results of of Sections 2 and 3.
Their argument begins with the observation that we evaluate one another’s beliefs as rational or irrational, a social practice that presumably
has some value. But why, they ask, is it valuable? Because it enables a
division of epistemic labour, they answer. If everyone follows the unique,
correct way of interpreting evidence, then we can get the benefits of one
another’s evidence-gathering simply by hearing testimony about the conclusions drawn from that evidence. When someone tells you H is true, you
needn’t worry about whether you would have drawn the same conclusion
from whatever evidence led them to conclude H. You can just go ahead and
believe H, since that’s the right conclusion to draw from whatever their evidence was.
Dogramaci & Horowitz canvass alternate explanations, but find them
all wanting. The above explanation is the best, they claim, and it requires
the uniqueness thesis. How so?
Without uniqueness, encouraging others to be rational wouldn’t enable
the same division of labour. Someone could perfectly rationally conclude
H on the basis of E, even though you would have been perfectly rational
to conclude H, or to suspend judgment. So you wouldn’t be able to just
take their conclusion that H on board unquestioningly. You would have to
interrogate their evidence for H, to see if it supports H by your lights as
well. But with uniqueness, this case doesn’t arise: if the evidence supports
H by their lights, it will look the same under all rational lights.
The problem is that this story overlooks the possibility that you have
defeating evidence. It might be that their evidence, when combined with
yours, no longer supports H. For example, they might have very good
reason to think a coin is biased toward heads—they’ve done 100 flips of
which 70 landed heads, let’s imagine. But if you happen to have done
100 flips of your own, only 30 of which landed heads, then your evidence
defeats their conclusion (as theirs would defeat yours). So, even assuming
uniqueness, you can’t just take someone’s testimony that H on board on
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the grounds that they are rational. That would amount to disregarding
your own evidence in favour of theirs.
Moving to a Bayesian framework might seem to dissolve this problem,
however. For Bayesians, the uniqueness thesis amounts to a privileged
prior, and we’ve seen that a shared prior facilitates pooling. For example,
Theorem 6 tells us that if two agents begin with a uniform prior over a partition of chance hypotheses, and if each knows that the other’s evidence is
independent of theirs, then they can both use upco on their posteriors to
“acquire” one another’s evidence, without having to hear it directly. Even
if your evidence suggested a bias towards tails, and theirs suggested a bias
toward heads, you can take their testimony on board without having to
hear what their evidence was. Upco will ensure that your ultimate conclusion reflects both bodies of evidence correctly. Thus Theorem 6 might
seem to give us not only a social argument for a privileged prior, but for a
particular privileged prior: the uniform prior.
The trouble is that we can’t make repeated use of upco because of the
double counting problem. And yet, we do frequently come back to the
same people again and again to hear their opinions. So whatever value
there is in pressuring these people to form their opinions rationally, it can’t
be that this enables us to glean their evidence via upco.
Geometric pooling, however, has no trouble with repeated consultations, and indeed proved highly successful in the setting of Douven & Wenmackers’ simulations. Moreover, it too likes a shared prior, at least in the
context of coin flips and die rolls. If two agents begin with the same prior,
observe distinct samples, and then geometrically pool over biases, they will
arrive at the same conclusions they would have had they pooled their evidence, except for the pooled sample size being cut in half.
So Dogramaci & Horowitz’s explanation might yet work in a Bayesian
setting, by appealing to geometric pooling rather than upco. Why do we
pressure others to be rational? Because this gets them to interpret evidence
in light of the privileged prior. And if everyone does this, then testimony
can be incorporated using geometric pooling, so that the supporting evidence is effectively pooled without having to be shared overtly.
And yet, still, there is trouble. For one thing, the “privileged” prior
need only be conventional now. We all need to use the same prior to exploit
Proposition 3. But any one choice of a shared prior is as good as any other
for this purpose. Unlike upco, where the uniform prior plays a special
role, any shared prior will serve for geometric pooling. So pressuring one
another to follow the same prior is akin to enforcing whichever side of the
road we all agree to drive on. It’s a valuable convention, but an arbitrary
one.
And then there’s data loss. In order to combine your fellow’s evidence
with yours via Proposition 3, you need to “discard” half your evidence.
And in exchange, you only get half your fellow’s. Really, geometric pooling
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Figure 8: The difference in Brier score between a shared uniform prior and randomly assigned priors in Douven & Wenmackers’ model, when updating is by conditionalization
(c = 0) and pooling is geometric. Redder squares indicate better performance for the shared
prior, bluer squares favour random priors.

amounts to replacing half your evidence with theirs. Does this achievement
have enough value to explain why our social practice of pressuring one
another to be rational is valuable?
We saw that it can be a powerful tool in the setting of Douven & Wenmackers’ simulations. Agents who pool geometrically achieve better accuracy than those who pool arithmetically, especially if they pool widely
(high e). But if the value of geometric pooling is ultimately veritistic—if
it only has instrumental value, as a means to accuracy—then we should
look directly at whether a shared prior is important for achieving accuracy
under geometric pooling.
So let’s rerun the simulations from Figure 7 with varying priors. Instead of all agents beginning with the same, uniform prior, we will assign
each agent a randomly selected prior.29 Figure 8 shows the results for the
Bayesian agents (c = 0). Blue squares are cases where random priors performed better, and red are where uniform was superior. The intensity of
the colour indicates the degree of the difference.
There is plainly very little difference in most cases, and the results are
mixed. Random priors are slighly better for some combinations of p and e,
while a shared uniform prior is better for others. Neither is better across the
board, and the differences are very small. Uniqueness just doesn’t seem to
be terribly important in this setting, especially compared to the much more
drastic effects of c and e that we witnessed in Figure 7.
It’s possible that a different model or setting could still vindicate Dogramaci & Horowitz’s argument. But we’ve seen enough to appreciate that
making the argument fly requires establishing several hefty assumptions,
both empirical and a priori. How is testimony to be incorporated: geometrically or by some other rule? Between what kinds of agents (c), and under
what conditions (e)? To what end: accuracy or something else? We’ve
29 Specifically,

a Beta( a, b) prior, where a and b are each chosen randomly from a

Uniform(0.5, 4).
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considered a range of natural answers to these questions and found the
argument wanting so far.

6

Conclusion

Much of the evidence we receive comes from other people. Very often,
we don’t learn from them the evidence they have collected, but only the
opinions they have formed on the basis of it. How should we respond to
such social evidence? The Bayesian will say that, ideally, we should update
on this social evidence by conditionalizing. But that response isn’t always
available. In this paper, we’ve explored how best to respond when we can’t
be ideal. The upshot is that different strategies work in different situations.
A sample of the conclusions: in situations analogous to a coin toss, if we
are pooling our opinions about the outcomes of the next toss, we do best to
use arithmetic pooling; if we are pooling opinions about all worlds in our
sample space, geometric pooling, upco, or harmonic pooling are best; and if
we are pooling our opinions only about the coin’s bias, we do better to use
geometric pooling or upco; the former is best if we are going to pool with
one another repeatedly and if our prior is non-uniform, while the latter is
best otherwise.
This is not the final word on the matter. We have considered only a
small sample of possible pooling functions: arithmetic, multiplicative, and
harmonic. All derive from different notions of mean. There’s no reason
to think that these strike the best balance between availability and cognitive feasibility, on the one hand, and epistemic value, on the other. But we
hope the foregoing has laid down some of the techniques we might use to
explore further possibilities.

7

Appendix

Here we give formal statements and proofs of the results in the main text.
We divide these into two parts. Section 7.1 presents those results that concern pooling over possible worlds, i.e. over the full sample space W. Section 7.2 concerns pooling more restrictedly over chance hypotheses, such
as the possible biases of a coin or die. For the sake of simplicity, we state all
results as concerning groups of just two agents, but all generalize to larger
groups in the natural way.

7.1

Pooling Over Worlds

We begin by formally defining multiplicative pooling in the discrete case.
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Definition 1. Let P and Q be probability functions with sample space W. And
let S = { Hi } be a countable partition of W, such that P( Hi ), Q( Hi ) > 0 for at
least one Hi . Define R by assigning
R( Hi ) =

( P( Hi ) Q( Hi ))α
.
∑ Hj ∈S ( P( Hj ) Q( Hj ))α

Where A is a union of elements of S, we also set
R( A) =

∑

R( Hi ).

Hi ⊆ A

We call R the multiplicativeα mean of P and Q over S, denoted MαS ( P, Q).
Next we give a formal statement and proof of Proposition 8. Since
Proposition 2 is the special case where α = 1/2, and Proposition 1 is the
further special case where Q = P, this establishes those results as well.
Proposition 11. Let P and Q be probabillity functions on the power set of a countable set of worlds W, with E, F ⊆ W such that P( EF ), Q( EF ) > 0. Then

Mα ( P(− | E), Q(− | F )) = Mα ( P, Q)(− | EF ).
Proof. First we analyze Mα ( P, Q)(− | EF ). By definition,

Mα ( P, Q)(w) =

( P(w) Q(w))α
.
∑v∈W ( P(v) Q(v))α

So for w ∈ EF,

( P(w) Q(w))α
,
∑v∈EF ( P(v) Q(v))α

Mα ( P, Q)(w | EF ) =

(1)

with Mα ( P, Q)(w | EF ) = 0 for w 6∈ EF.
Now consider Mα ( P(− | E), Q(− | F )). For w ∈ E,
P(w | E) =

P(w)
,
∑v∈ E P (v )

with P(w | E) = 0 for w 6∈ E. Similarly, for w ∈ F,
Q(w | F ) =

Q(w)
,
∑v∈ F Q ( v )

with Q(w | F ) = 0 for w 6∈ F. Thus for w ∈ EF, where c is the requisite
normalizing constant,

α
P(w)
Q(w)
1
Mα ( P(− | E), Q(− | F ))(w) =
c ∑v∈ E P (v ) ∑v∈ F Q (v )
( P(w) Q(w))α
=
.
(2)
c(∑v∈E P(v) ∑v∈ F Q(v))α
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While for w 6∈ EF we have Mα ( P(− | E), Q(− | F ))(w) = 0.
Now observe that the numerators in Equations (1) and (2) are the same.
For both distributions, the nonzero probability masses are proportional to
( P(w) Q(w))α when w ∈ EF. And for w 6∈ EF, both assign mass 0. Hence
these must actually be the same distribution.

We now turn to harmonic pooling. Since we will only consider harmonic pooling over the full sample space, the following definition doesn’t
bother with relativizing to a partition.
Definition 2. Let P and Q be probability functions defined on the powerset of a
countable set W. Let V ⊆ W be the set of w ∈ W such that P(w), Q(w) > 0, and
let R assign for each w ∈ V,
R(w) =

2/(1/P(w) + 1/Q(w))
,
∑v∈V 2/(1/P(v) + 1/Q(v))

with R(w) = 0 for w 6∈ V. For all other propositions A ⊆ W, let
R( A) =

∑

R ( w ).

w∈ A

We call R the harmonic mean of P and Q, denoted H( P, Q).
This definition in hand, we proceed to state and prove Proposition 9.
Proposition 12. If P is a probabillity function on the power set of a countable set
W, with E, F ⊆ W such that P( EF ) > 0, then

H( P(− | E), P(− | F )) = P(− | EF ).
Proof. First consider the case where w 6∈ EF. In this case, either P(w | E) =
0 or P(w | F ) = 0, so H( P(w | E), P(w | F )) = 0 by Definition 2.
In the case w ∈ EF, Definition 2 gives
2/(1/P(w | E) + 1/P(w | F ))
∑v∈V 2/(1/P(v | E) + 1/P(v | F ))
1
∝
1
+ P(w1| F)
P(w| E)

H( P(w | E), P(w | F )) =

=
=

1
P(w)/P( E)

1
+

1
P(w)/P( F )

P(w)
.
P( E) + P( F )

Thus H( P(w | E), P(w | F )) is proportional to P(w) when w ∈ EF, and is
zero otherwise. Which implies H( P(− | E), P(− | F )) = P(− | EF ), as
desired.
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Next we prove Proposition 10, our last result for this subsection.
Proposition 13. Let P and Q be probabillity functions on the power set of a countable set W, with E, F ⊆ W such that P( EF ), Q( EF ) > 0. If P( E) = Q( F ), then

H( P(− | E), Q(− | F )) = H( P, Q)(− | EF ).
Proof. We begin by analyzing H( P(− | E), Q(− | F )). In the case where
w 6∈ EF, either P(w | E) = 0 or Q(w | F ) = 0, so Definition 2 gives

H( P(w | E), Q(w | F )) = 0
In the case w ∈ EF, Definition 2 gives
2/(1/P(w | E) + 1/Q(w | F ))
∑v∈V 2/(1/P(v | E) + 1/Q(v | F ))
1
∝
1
+ Q(w1 | F)
P(w| E)

H( P(w | E), Q(w | F )) =

=
=

1
P(w)/P( E)
1
P(w)/P( E)

1
+
1
+

1
Q(w)/Q( F )
1
Q(w)/P( E)

P(w) Q(w)
P( E)( P(w) + Q(w))
P(w) Q(w)
∝
.
P(w) + Q(w)

=

Now we turn to analyze H( P, Q)(− | EF ). By Definition 2,
2/(1/P(w) + 1/Q(w))
∑v∈V 2/(1/P(v) + 1/Q(v))
1
∝ 1
+ Q(1w)
P(w)

H( P, Q)(w) =

=

P(w) Q(w)
.
P(w) + Q(w)

Thus H( P, Q)(w | EF ) will be proportional to H( P(w | E), Q(w | F )) when
w ∈ EF, and both assign 0 otherwise. So they must be the same distribution.


7.2

Pooling Over Chances

We now turn to pooling over partitions of chance hypotheses. The results in
this section all concern multiplicative pooling, whose definition now needs
to be extended to the continuous case.
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Definition 3. Let f and g be probability density functions on Rn with overlapping
supports. Let D be that overlap, and fix α ≥ 0. Then for x ∈ Rn we define
h(x) = R

( f (x) g(x))α
.
( f (x) g(x))α
D

We call h the multiplicativeα mean of f and g, denoted Mα ( f , g).
As in the discrete case, α = 1/2 is geometric pooling and we write G( f , g).
Now we can state and prove Theorem 7 for the continuous case. (The
discrete case runs closely parallel, so we omit it.)
Theorem 14. Let A1 , . . . , Am+n be categorical random vectors of length s. Fix
0 ≤ α ≤ 1, and let
m

X=

∑ Ai ,

i =1

α(m+n)

n

Y=

∑

Ai ,

Z=

i = m +1

∑

Ai .

i =1

Let f , g, and h be probability density functions such that the Ai are i.i.d. with
parameter p. If hp = Mα ( f p , gp ), then


Mα f p|X (− | k), gp|Y (− | l) = hp|Z (− | α(k + l)).
(3)
Proof. We first analyze the left-hand side of Equation (3). By Bayes’ theorem
and our i.i.d. assumption,
f (p) ∏i piki
,
c1

f p|X (− | k) =

g(p) ∏i pili
,
gp|Y (− | l) =
c2
where c1 and c2 are appropriate normalizing constants. By the definition of
Mα , where c3 is another normalizing constant:
!
ki
li α


f
(
p
)
p
g
(
p
)
p
1
∏
∏
i i
i i
Mα f p|X (− | k), f p|Y (− | l ) (p) =
c3
c1
c2
α ( k i + li )

=

( f (p) g(p))α ∏i pi
( c1 c2 ) α c3

.

Now we analyze the right-hand side of Equation (3). By hypothesis,
hp (p) =

( f (p) g(p))α
,
c4
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(4)

where c4 is the appropriate normalizing constant. So, by Bayes’ theorem
and the i.i.d. assumption,
α ( k i + li )

hp|Z (− | α(k + l)) =

( f (p) g(p))α ∏i pi
c5

,

(5)

where c5 is again an appropriate normalizing constant. Since the numerators in Equations (4) and (5) are the same, the two distributions are proportional to one another. Hence they must in fact be the same distribution. 
Observe that, in the special case of Theorem 14 where α = 1/2, Equation (3) becomes


G f p|X (− | k), gp|Y (− | l) = hp|Z (− | (k + l)/2).
This is the formal statement of Theorem 5, of which Proposition 3 is the
special case where s = 2.
To prove Proposition 4, we first give it the following formal statement.
Proposition 15. Let A1 , . . . , Am+n and H be Bernoulli random variables, with
X, Y, and Z as in Theorem 14. Let P be a probability function such that the Ai
and H are i.i.d. with shared parameter p, with f the associated p.d.f. And let R be
a probability function with h its associated p.d.f., such that H ∼ Bern( p) and


h p = G f p|X (− | k ), f p|Y (− | l ) .
If m = n and f p is Beta( a, b), then
R( H ) =

P( H | X = k) + P( H | Y = l )
.
2

(6)

Proof. We begin by analyzing the right-hand side of Equation (6). Because
of the conjugate relationship between the Beta and binomial distributions,
f p|X (− | k ) and f p|Y (− | l ) have the following Beta distributions:
p | X = k ∼ Beta( a + k, b + m − k ),
p | Y = l ∼ Beta( a + l, b + m − l ).
Now, by the law of total probability, the probability of a Bernoulli random
variable like H is the expected value of p. Since the expected value of a
Beta( x, y) distribution is x/( x + y), this gives us
a+k
,
a+b+m
a+l
P( H | Y = l ) =
.
a+b+m

P( H | X = k) =
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Taking the arithmetic average yields
P( H | X = k) + P( H | Y = l )
a + (k + l )/2
=
.
2
a+b+m

(7)

Now we consider Equation (6)’s left-hand side. By assumption,


h p = G f p|X (− | k ), f p|Y (− | l ) ,
which we can rewrite using Theorem 14 with α = 1/2:
h p = f p|Z (− | (k + l )/2).
The right-hand side here is another Beta distribution:
p | Z = (k + l )/2 ∼ Beta( a + (k + l )/2, b + m − (k + l )/2).
Since its expected value is R( H ), we have
a + (k + l )/2
a + (k + l )/2 + b + m − (k + l )/2
a + (k + l )/2
=
.
a+b+m

R( H ) =

As Equations (7) and (8) are equal, this completes the proof.

(8)



Finally, our last item of business is to prove Theorem 6. For simplicity,
we return to the discrete setting here. Note that, in the following statement
of the theorem, the condition
P( X | Hi ) = Q( X | Hi ) = R( X | Hi ) = Ci ( X )
is our stand-in for the Principal Principle. Both the priors P and Q, as well
as the pooled posterior R, defer to the chance hypotheses on the events they
concern—in this case, the events E, F, and EF, at a bare minimum.
Theorem 16. Let S = { Hi } be a countable partition, and P, Q, and R probability
functions such that R( Hi ) = M1S ( P, Q)( Hi ) for all Hi . Let each Hi have an
associated “chance function” Ci such that
P( X | Hi ) = Q( X | Hi ) = R( X | Hi ) = Ci ( X )
holds for X ∈ { E, F, EF }, and
Ci ( EF ) = Ci ( E)Ci ( F ).
Then

M1S ( P(− | E), Q(− | F ))( Hi ) = R( Hi | EF ).
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Proof. First we analyze M1S ( P(− | E), Q(− | F )). By Bayes’ theorem,
P( Hi | E) ∝ P( Hi ) P( E | Hi ),
Q( Hi | F ) ∝ Q( Hi ) Q( F | Hi ).
So by Definition 1,

M1S ( P(− | E), Q(− | F ))( Hi ) ∝ P( Hi ) Q( Hi ) P( E | Hi ) Q( F | Hi )
= P( Hi ) Q( Hi )Ci ( E)Ci ( F )
= P( Hi ) Q( Hi )Ci ( EF ).

(9)

Now consider R( Hi | EF ):
R( Hi | EF ) ∝ R( Hi ) R( EF | Hi )
∝ P( Hi ) Q( Hi ) R( EF | Hi )

= P( Hi ) Q( Hi )Ci ( EF ).

(10)

From Equations (9) and (10) we see that the two distributions have the same
proportions, hence must be the same distribution.
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