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ABSTRACT Peter van Inwagen contends that free will is a mystery. Here I present an argument in the spirit of van Inwagen’s. According the Assimilation Argument, libertarians cannot plausibly distinguish causally undetermined actions, the ones they take to be exercises of free will, from overtly randomized outcomes of the sort nobody would count as exercises of free will. I contend that the Assimilation Argument improves on related arguments in locating the crucial issues between van Inwagen and libertarians who hope to demystify free will, while avoiding objections these arguments have faced.

Peter van Inwagen (2000; 2002) contends that free will is a mystery. He is led to this dismaying conclusion by three convictions. One is that the existence of free will is incompatible with the truth of causal determinism. The second is that there is an intractable problem about how causally undetermined actions could be exercises of free will. On the basis of similar convictions, some have come to reject the free will thesis.
 However, van Inwagen’s third and deepest commitment is to the reality of free will. Seeing no way to resolve this paradox, he accepts mysterianism as the nettle he must grasp.


In one respect, the first two claims, if well founded, should worry libertarian and compatibilist defenders of free will alike. For they jointly imply that we lack free will whether or not determinism is true. In another respect, however, there is a special worry for libertarians here. This is because libertarians believe that we lack a crucial sort of control over our actions if determinism is true, yet explaining how indeterminism supports this control has proved to be no easy thing. The main difficulties facing such explanations have been dubbed ‘the problem(s) of luck.’
 Unless libertarians can solve this problem(s), they will have failed by their own lights to render their position intellectually respectable. It is because he despairs of solving it that van Inwagen embraces mysterianism.


Here I argue that van Inwagen’s position, though in need of further elaboration and defense, embodies a formidable challenge to libertarians who hope to demystify free will. To this end, I begin by taking up an unanswered objection to his argument. According to Laura Waddell Ekstrom (2003), this argument fails on univocal readings of such expressions as ‘chance’ and ‘luck.’ I argue that her objection seems plausible only because she saddles van Inwagen with a stronger premise than he needs. If I am right, setting the record straight will go far towards clarifying the real hurdle libertarians face. On a weaker reading, van Inwagen’s argument is valid, and effective support for the key premise is available.

In what follows, I offer an argument in the spirit of van Inwagen’s, one that doesn’t feature ‘chance,’ ‘luck,’ or any cognate expressions. This argument challenges libertarians to explain how putative exercises of free will are relevantly different from overtly randomized outcomes. What will emerge is that van Inwagen’s worry is properly a worry about free will, and that libertarian accounts of free action won’t resolve it—not without securing free will into the bargain.

1. An Elusive Mystery?

To begin, a word about ‘free will’ is in order. As this expression will be used here, someone exercises free will in performing a particular action, (, at a designated time, t, if and only if:

(a) The agent voluntarily and intentionally (-s at t;

(b) There is at least one alternative action, (, such that had the agent (-ed instead of (-ing at t, she would have done so voluntarily and intentionally;

(c) In (-ing at t, the agent exercises an ability to select between (-ing and (-ing, an ability she might equally well have exercised by (-ing then.
When someone meets these conditions, it is up to her which course of action she adopts.

I submit that (a)-(c) constitute a reasonable explication of what compatibilists and incompatibilists have traditionally understood by ‘free will.’ Where they have differed is in how to understand the conditions for possessing the power described in (c), not in how the expression ‘free will’ is to be understood (cf. van Inwagen, 2008).
 In particular, incompatibilists maintain and compatibilists deny that someone can have this power only if her voluntarily and intentionally (-ing instead of (-ing is consistent with all the facts about the past and the laws of nature. For convenience, I shall suppose here that incompatibilists are right, since my concern is with the issue between van Inwagen and other libertarians.


On this supposition, as clause (c) makes clear, it is not enough for an exercise of free will that the agent’s voluntarily and intentionally ‘doing otherwise’ is consistent with the immediate past and the laws. The possibility of her doing otherwise must be such that, had she exploited it, she would have thereby exercised a particular sort of power or ability. This power is often characterized as a ‘dual power’ (or as ‘dual control’), meaning that it’s a power over which of two (or more) possible courses of action is actually adopted.
 As I shall understand ‘free will,’ then, in saying that someone exercises free will in performing a particular, causally undetermined action, we’re saying that she exercises such a dual power in performing the action she does.

In recent years, some libertarians have come to reject free will, so understood, as a requirement for moral responsibility. In their view, while determinism’s truth does preclude free will, it is not for this reason that it precludes moral responsibility (Stump, 1996; 2003; Zagzebski, 2000). Rather, they maintain, it precludes moral responsibility because someone is not the ultimate source (or ultimate originator) of anything she is deterministically caused to do. According to Stump and Zagzebski, someone could be the ultimate source of (and hence morally responsible for) her action in circumstances that preclude her voluntarily and intentionally doing otherwise, provided that these circumstances do not actually deterministically produce her action.
 In light of this possibility, they conclude that free will is not a genuine constraint on morally responsible agency, contrary to what compatibilists and incompatibilists have traditionally supposed.

It is important to see that these ‘source libertarians’ do not thereby escape van Inwagen’s worry. For they still wish to maintain that, when an agent does select from two or more causally possible futures, it is at least sometimes up to her which of these futures is actualized. If they cannot explain how such a choice can be up to her (how it can be an exercise of dual power), they will be unable to explain how agents can be morally responsible for their actions in such cases—cases they regard as centrally important instances of morally responsible agency.
 Furthermore, it may be that an argument parallel to van Inwagen’s could be used to show that causally undetermined actions lack whatever feature these libertarians believe is strictly required for morally responsible agency.
 For both of these reasons, then, such libertarians should not suppose that they are exempt from van Inwagen’s worry.
Here is van Inwagen’s summation of the case against the free will thesis:

[1] If indeterminism is relevant to the question of whether a given agent has free will, it must be because the acts of that agent cannot be free unless they (or perhaps their immediate causal antecedents) are undetermined. [2] But if an agent’s acts are undetermined, then how the agent acts on a given occasion is a matter of chance. [3] And if how an agent acts is a matter of chance, the agent can hardly be said to have free will. (2002, p. 194)

Assuming that indeterminism is indeed relevant to whether an agent possesses free will, so that—from (1)—an agent cannot possess free will unless his action is causally undetermined, it follows—on (2) and (3)—that the free-will thesis is false. The problem for those who accept this thesis strikes van Inwagen as ‘evidently impossible of solution’ (ibid.).
 To resolve the problem, he would need good evidence that the above argument is unsound; and, though he believes it must be unsound, he fails to see how it can be.


According to Ekstrom (2003, p. 172), van Inwagen’s argument seems compelling only because he has failed to distinguish various senses of the word ‘chance.’ After canvassing three possible readings, she argues that there is no single reading on which (2) and (3) both come out true. Either we can say that causally undetermined actions are subject to chance, or that free will is incompatible with chance. But, she argues, we have no grounds for saying both of these things—not when the meaning of ‘chance’ is held fixed. If this is right, van Inwagen’s ‘…contemporary way of putting a line of reasoning that has threatened to upset libertarians for centuries’ (p. 156) turns out to have ‘…whatever force it does in virtue of some sleight of hand over the notion of chance’ (p. 172).


I do not believe that van Inwagen’s argument trades on such an equivocation. As noted, my aim is to offer an argument against the free-will thesis that doesn’t feature ‘chance’ or ‘luck.’
 In preparation for this, it will be helpful to examine the equivocation charge.


On one construal of ‘chance,’ Ekstrom writes, ‘a random or chance event is…any event the occurrence of which has a probability less than 1, given prior events and the natural laws’ (2003, p. 165). On another construal, ‘…a state of affairs or event is a matter of chance if it is something that happens unpredictably, without intention or purpose’ (p. 166). When van Inwagen’s claims are read in the second way, she observes, (3) is arguably true—actions that exhibit no purpose or design arguably aren’t freely willed—but (2) can be challenged. For, she writes, ‘[I]t does not follow from the fact that an event has indeterminate causation in its history that that the event is uncaused or unplanned’ (169, italics original). On the other hand, when his claims are read in the first way, (2) is true but (3) is contentious:

Why should we think that, if how an agent acts on a given occasion is a matter of chance—in the sense that, prior to the act, its occurring had a probability of less than 1.0—then the agent cannot have free will?...To claim that it follows from our acts being chancy in a probabilistic sense that we cannot have free will, is simply to dogmatically endorse [the compatibilist’s rejection of] a categorical, unconditional understanding of the ability to do otherwise condition of freedom. (Ibid.)

Ekstrom is certainly right that we must deal carefully with the claim that ‘it follows from our acts being chancy in a probabilistic sense that we cannot have free will’—at least if ‘follows from’ expresses strict entailment. As I shall now argue, however, the case for mysterianism doesn’t depend on this entailment claim.

2. What Must Mysterians Show?

It is natural to express van Inwagen’s worry as the worry that free will is strictly incompatible with causal indetermination.
 For it is natural to suppose that, unless there is evidence for the strict incompatibility claim, there is no reason in principle why a causally undetermined action couldn’t be subject to free will. Those who doubt that there is a compelling case for this claim may see van Inwagen’s worry as overblown. Though libertarians may face significant hurdles, they will say, a retreat to mysterianism is surely premature.

To understand van Inwagen’s argument in terms of the strict incompatibility claim is to read (3) as a modal thesis:

 (3s)
Necessarily, if (just before any action occurs) the objective probability of its occurring is less than 1, it isn’t an exercise of free will.

Together with the claim that determinism’s truth strictly precludes the existence of free will, (3s) supports the impossibility of free will. To support mysterianism, however, it is enough to argue persuasively for the non-existence of free will. And that can be done with a weaker, non-modal premise:

(3w)
If (just before any action occurs) the objective probability of its occurring is less than 1, it isn’t an exercise of free will.

While any evidence for (3s) will a fortiori support (3w), such evidence isn’t the only way to support (3w). And, of course, doubts about whether (3s) can be rigorously defended won’t necessarily undercut support for (3w).


I do not wish to deny that the status of (3s) is of considerable importance in its own right. Nor do I wish to deny that van Inwagen has been primarily concerned with (3s) in his writings.
 What I wish to maintain is that construing (3) above as (3w) is a straightforward way to put down the equivocation charge, and that (3w) remains strong enough to support mysterianism. Together with (1) and (2) (still assuming that determinism’s truth is relevant to the status of the free-will thesis), (3w) supports the falsity of the free-will thesis. A key advantage of (3w) over (3s) in the present context is this. Perhaps an action’s being subject to ‘ground-floor, objective probability’ (van Inwagen, 2000, p. 15) does not by itself strictly entail that the action isn’t an exercise of free will. Perhaps it is only in conjunction with other facts that an action’s probabilistic origin entails a lack of free will. And perhaps some of the entailing facts are only contingently true (or at least cannot be shown to be necessary truths). In that case, the mysterian could not legitimately claim to have established (3s). But there might still be a powerful case for (3w), one sufficient to motivate mysterianism. For this reason, a strategy aimed at supporting (3w) is worth pursuing.

As I understand (3w), it is equivalent to this (non-modal) claim:

(NFW)
No action whose objective probability of occurring (just before it occurs) is less than 1 is an exercise of free will.

According to NFW, any action that is probabilistic in this way isn’t up to the agent who performs it. For convenience, I shall focus on the NFW formulation in what follows.
How, then, might this claim be supported? Start with the uncontroversial observation that there are (or could be) outcomes whose objective probability is less than 1, where it clearly isn’t up to anyone whether that outcome obtains. Suppose, for example, that a team of scientists develops a special randomizing device—‘the Randomizer’—that harnesses micro-level quantum indeterminacy to generate truly random outcomes (cf. van Inwagen, 1983, pp. 142-143). To say that these outcomes are truly random is to say that they aren’t logical consequences of facts about the world’s immediate past and its laws, and that (apart from selecting the initial probabilities) no one affects which of these outcomes ensues when the Randomizer is activated. If the Randomizer’s controls are set so that two possible outcomes are equally probable—either a red light or a white light illuminates on the device’s main console—it may be up to the person who activates the device whether one of the two lights illuminates (as opposed to neither). But it won’t be up to anyone which light illuminates once the device is activated.

To repeat, I take this much to be uncontroversial. Now suppose that the red light illuminates when Clara turns the Randomizer’s ignition key. Given that this outcome is truly random, we can safely conclude that its occurrence isn’t up to her, even though this conclusion doesn’t follow from this outcome’s having a .5 probability. Of course, in this case, our basis for this conclusion isn’t just that the outcome is only .5 probable; it also includes the fact that this outcome issues from a known randomizing mechanism. And, NFW’s opponent will rightly observe, human actions are not the outcomes of known randomizing mechanisms, even if and when they involve the same probability distribution as the Randomizer’s outcomes do. Furthermore, unlike the Randomizer’s outcomes, ordinary human actions and choices are subject to human influence, whether they originate probabilistically or not. On this basis, the opponent will want to claim that undetermined human actions differ from the Randomizer’s outcomes precisely in that their occurrence is up to the agents who perform them.

At issue between NFW’s defender and its opponent, then, is whether ordinary, causally undetermined actions are relevantly similar to randomized outcomes with respect to free will, or whether an important difference between the two can be made out. Call the claim that such actions are relevantly similar to the Randomizer’s outcomes ‘the First Assimilation Claim.’ If this claim can be established (so that any action with a .5 probability is no more subject to free will than is an equally probable, randomized outcome), we will have compelling evidence for NFW. At least, we will have such evidence provided that there is nothing special about this particular probability distribution. And as long as we’re clear that our question is whether the outcome is up to Clara given the occurrence of its probabilistic cause, and independently of any influence she may have exerted over the initial probability distribution, there seems to be nothing special about an even distribution, as opposed to an uneven one. Thus, if the First Assimilation Claim can be established, there will be good reason to accept the fully general NFW.
But what if we cannot prove the First Assimilation Claim? Is effective support for NFW still available? I believe so. As long as the case for the First Assimilation Claim is strong (and no promising counterargument is forthcoming), defenders of NFW can rightly claim that libertarians have a mystery on their hands. In the next section, I develop two further assimilation claims in support of the First Assimilation Claim.

3. Actions and Random Outcomes

Consider the following embellishment of Clara’s story. By turning the ignition key on the Randomizer at the designated time, Clara understands that she will be signaling her acceptance of a wager. Should the red light illuminate, she will double the sizable bet she has placed. Should the white light illuminate, she will lose her bet. What she doesn’t realize is that the scientists who have designed the Randomizer (and arranged the bet) have bigger stakes in mind. A month earlier, while she was undergoing a root canal, the scientists installed a new device, the Mini-randomizer, deep in her cranial cavity. When the Mini-randomizer is activated via remote control in the run-up to a decision, it rapidly scrambles the neural signals in the agent’s deliberative pathways before administering a precisely calibrated jolt to the affected neural structures. The result is that, whatever the probability distribution of the different outcomes might otherwise have been, each of her prospective choices becomes equally probable. In effect, the Mini-randomizer randomizes agents’ choices by harnessing micro-level indeterminacy in their brains—indeterminacy that must be present if a decision is to satisfy the libertarian’s conditions for free will. In Clara’s case, two outcomes are possible if the Mini-randomizer is activated: either she will decide to turn (and turn) the Randomizer’s ignition key, thereby signaling her acceptance of the wager, or she will refrain from turning the key, thereby declining the wager. (By hypothesis, the probability of her failing to make a decision is 0.)

As it happens, the scientists are testing the recently completed ‘beta’ version of the Mini-randomizer, which they know is only fifty-percent reliable. (Whenever the device fails to activate, the indicator light on the remote unit doesn’t come on, and they have independent evidence that the decision-outcomes usually aren’t equally probable then.) When Clara steps up to the Randomizer, there is a .5 probability that the Mini-randomizer will randomize her decision and a .5 probability that it will have no effect. By coincidence, in the event that the device fails to activate (i.e., at the closest worlds at which she decides on the basis of her own, causally non-determinative deliberations), there is a .5 probability that she will turn the ignition key and a .5 probability that she won’t.

In total, then, four equally probable outcomes are possible:

O1. The Mini-randomizer fails to activate and Clara turns the ignition key.

O2. The Mini-randomizer fails to activate and Clara doesn’t turn the ignition key.

O3. The Mini-randomizer activates and Clara turns the ignition key.

O4. The Mini-randomizer activates and Clara doesn’t turn the ignition key.

By focusing exclusively on O1 and O2, we get a version of van Inwagen’s influential ‘Rollback Argument’; henceforth, ‘the Standard Rollback Argument’ (van Inwagen, 2000, pp. 171-175). The idea is this. Suppose that Clara actually decides to turn the ignition key and accept the wager. If this decision originates indeterministically, there must be some point shortly before the decision occurs when the occurrence of the alternative decision is consistent with the past and the laws of nature. Imagine, then, that we ‘roll back’ the world’s history to a time shortly before she makes her decision, and then let the scene ‘play out’ again, repeating the experiment several hundred times. (We are still ignoring those outcomes where the Mini-randomizer does activate, namely O3 and O4.) Because O1 and O2 each have a .5 probability, we should expect O1 to ‘come up’ roughly half the time. After several hundred repetitions, the outcomes will tend to distribute evenly, and we will notice each time that nothing prior to Clara’s decision varies with that decision. What will be the effect of these repetitions on our belief that, when Clara turned the key (as she actually did), this was up to her (in a way that the red light’s illuminating, given that she turned the key, was not up to her)?
According to van Inwagen, exposure to the repetitions will powerfully erode our confidence that the actual decision was up to her, for it will seem as though that’s just how the cookie crumbled on the 727th repetition. Since there is no significant difference between this particular repetition and the actual instance (the original scene that is replayed hundreds of times), it will be hard to escape the impression that the actual outcome is no more up to Clara than the 727th is—and thus not really up to her at all. To be sure, this impression doesn’t establish the First Assimilation Claim, but it does force a reasonable question: if nothing prior to the decision varies between O1 and O2—if there is no difference in the agent’s states or actions—in virtue of what does the outcome qualify as up to her? What makes it an exercise of her power over the course she adopts?


The Standard Rollback Argument provides intuitive support for the First Assimilation Claim, the claim that Clara’s actual decision to accept the wager is relevantly similar to the red light’s illuminating on the Randomizer. For it is hard to see how her choice in O1 (the actual outcome) is really up to her, and thus relevantly different from the red light’s illuminating on the Randomizer. Granted, that she acts in O1 (she performs a mental act of choosing to turn the key) ensures that a precondition for free will is satisfied. (Only actions, broadly construed, can be exercises of free will.) In this respect, her choice in O1 is different from the red light’s illuminating. However, this difference is not sufficient by itself to make the crucial difference. For we cannot conclude from the fact that someone acts that it is up to her which action she performs. (It is clearly coherent to say that someone had no choice about which choice she made, if this is understood to mean that a mental action of the choosing type occurred, yet choosing as the agent did was not an exercise of dual power on her part.) In so far as the Standard Rollback Argument makes it hard to see her choice as an exercise of free will, it supports the First Assimilation Claim. Though she acts in O1, it is not clear how she has a power over which act she performs, just as she clearly lacks a power over whether the red light illuminates.


To provide further support for the First Assimilation Claim, I defend two further claims. According to the Second Assimilation Claim, Clara’s choice (or ‘choice’) when the Mini-randomizer activates is no more up to her than is the illumination of a particular light on the Randomizer. According to the Third Assimilation Claim, her choice when the Mini-randomizer doesn’t activate is no more up to her than is her choice (or ‘choice’) when it does activate. To support these two claims, let us now consider a modification of the Standard Rollback Argument.

With the Modified Rollback Argument, we roll back events until shortly before the scientists press the button on the Mini-randomizer’s remote unit. When we let the scene play out again and repeat the experiment several hundred times, we find that the probabilities tend to distribute evenly among the four outcomes O1-O4. Sometimes the Mini-randomizer activates and sometimes not; sometimes Clara turns the key and sometimes not.


By hypothesis, when the Mini-randomizer does activate (O3 and O4), once the neural scrambling and randomizing jolt have taken effect, Clara’s brain state is functionally equivalent to her brain state immediately before her decision in O1 and O2 (cf. van Inwagen, 1983, p. 143).
 After several hundred repetitions, if we see that nothing varies between O1 and O2 except for the decision (and its effects), and if we see no clear difference between O1 and O3 (or between O2 and O4) other than the effects of the Mini-randomizer,
 our confidence that Clara’s decision in O1 was up to her will be further shaken (more so than when we focused only on O1 and O2). After 1,632 repetitions (say), the only evident differences among the various outcomes we will have seen are (a) Clara’s choosing to turn the key versus her choosing not to turn it, and (b) the Mini-randomizer’s activating versus its not activating. And none of these differences makes the crucial difference to whether Clara exercises a power over which outcome eventuates. If the 1,632nd repetition is an instance of O3, though she will have chosen to turn the key, it will be hard to see how her so choosing was any more an exercise of free will than the red light’s illuminating (assuming that it does illuminate). And it will be hard to see, as well, how this outcome is any less an exercise of free will than her choice in the original scenario (the scene that the replays are replays of), which, we are supposing, is an instance of O1. Thus the Modified Rollback Argument supports the Second and the Third Assimilation Claim, and thus provides further support for the First Assimilation Claim.


Of course, readers will want to know more details about O3 and O4. In virtue of what is Clara’s brain state in the run-up to these permutations functionally equivalent to her brain state leading up to O1 and O2?
 Let us start with O1 and O2. Suppose that, in the event that the Mini-randomizer fails to activate, Clara’s brain state at time t1 is such that one of two neural states will be instantiated in the very next instant, at t2. One possible neural state—the one that is tokened in O1—is identical to an intention of Clara’s: an intention to accept the wager by turning the ignition key on the Randomizer.
 The other outcome is the neural state tokened in O2, which is identical to Clara’s intention to decline the wager by refraining from turning the key. At t1, then, her total neural state (together with the laws of nature) is consistent with both outcomes, and confers an equal probability on both.


Now let us consider what happens when the Mini-randomizer does activate. Upon activation, a split second before t1, it straightway induces in Clara a total neural state at t1 that is consistent with—and confers an equal probability on—two distinct outcomes. Either she will go into a neural state at t2 that is intrinsically indistinguishable from her neural state at t2 in O1, or she will go into a neural state at t2 that is intrinsically indistinguishable from her neural state at t2 in O2. In O3 she intentionally turns the key at t3 (a second after t2), and the neural state that occurs at t2 causally explains her action in the same way that its analog in O1 causally explains her turning the key in that permutation. And the same holds, mutatis mutandis, for her neural state and the resulting action (in this case, an act of refraining from turning the key) in O2 and their analogs in O4. When she chooses to turn the key in O3, her choice will be just as intelligible to her, in light of her reasons for doing so, as her choice in O1 is. However, her choice will not actually be based on those reasons in the same way that its analog in O1 is. And the same will hold, mutatis mutandis, for her choice in O2 and its analog in O4. While this difference between O1/O2 versus O3/O4—that Clara’s choice is based on her reasons in the first pair but not the second—is worthy of note, it does not support the claim that her choice in O1/O2 is up to her in a way that her choice in O3/O4 is not. Or so I shall argue, in the course of anticipating an objection to the Assimilation Argument. 


The objection begins as follows:

Either the neural state produced at t2 by the randomizer in O3 is a mental action of Clara’s, or it is not. If it is not, then this state is not relevantly similar to her causally-undetermined-but-nonrandomized neural state at t2 in O1, which is an action. In that case, libertarians can reject the Third Assimilation Claim. If, on the other hand, it is an action, then it is not relevantly similar to the red light’s illuminating; hence the Second Assimilation Claim is impugned. Either way, then, the libertarian need not accept both the Second and the Third Assimilation Claim.
The objection continues:

That Clara’s t2-neural state in O3 is intrinsically indistinguishable from her t2-neural state in O1 is some reason to count the O3-state as a mental act. (After all, the O1-state is a choice of Clara’s.) On the other hand, it sounds strange to say that Clara makes up her mind in O3, and to describe this neural state as her choice, given the role of the Mini-randomizer in how this state comes about—not to mention that this state isn’t based on Clara’s reasons for action. And these considerations count against describing her t2-state in O3 as a mental act. What is clear, in any case, is that the Assimilation Argument’s defender cannot have it both ways. Either Clara performs a mental act in O3 or she does not. And whichever way the defender comes down, one of the assimilation claims can be rejected.

I do not find this objection convincing. As I have argued, less turns on whether Clara acts (performs a mental act of choosing) in O3 than might be thought. If she doesn’t act in O3, a precondition for exercising free will isn’t satisfied. But the fact that she does act in O1 does not ensure that she has a power over which act she performs. And it is not clear what else might be thought to ground this power attribution in O1.

What about the fact that she not only acts in O1, but acts on the basis of her reasons for accepting the wager, whereas her neural outcome in O3 is neither a mental act nor based on those reasons? Might this appeal to acting for reasons help libertarians to resist the Third Assimilation Claim? I believe not. Just as the fact that Clara acts doesn’t ensure that how she acts is up to her, so the fact that her act is based on one of two competing reason-sets doesn’t ensure that it’s up to her which reason-set ends up prevailing. There is, at a minimum, a further question here. And when we reflect on the various repetitions of the modified rollback experiment, it remains hard to see how this question might be answered. After all, these are the only difference we find: the Mini-randomizer does or doesn’t activate; Clara’s neural state at t2 is or isn’t a mental act; her neural state at t2 is or isn’t based on her reasons; she chooses (or ‘chooses’) to accept or to decline the wager. And it is hard to see how any combination of these differences might be thought to ground a two-way power attribution in O1 and O2. Thus the Third Assimilation Claim—that Clara’s choice in O1 is no more up to her than her choice (or ‘choice’) in O3 is—survives the dilemma’s first horn.

The second horn fails for much the same reason. Suppose now that Clara does act in O3 and O4. As we have seen, it cannot be maintained that she has a power over which mental act she performs simply because she acts. From the supposition that her randomized neural outcomes are actions, we can conclude only that they satisfy one condition (or precondition) for being exercises of free will. If this is the only way they differ from a particular light’s illuminating on the Randomizer’s console, we won’t have grounds for attributing to Clara a power over which choice she makes in O3 and O4. Once the Mini-randomizer is activated, which choice she makes is no more up to her than which light illuminates once the Randomizer’s key is turned. (Even if we add that her Mini-randomizer induced neural state at t1 is intrinsically similar to her t1-neural state in O1 and O2, competing reason-sets and all, we still won’t have grounds for saying that she exercises a two-way power in O3 and O4.) Actions or not, her neural outcomes in O3 and O4 have been randomized, and hence are not up to her.
 Thus the Second Assimilation Claim—that Clara’s choice (or ‘choice’) in O3 is no more up to her than the red light’s illuminating—is safe from the dilemma’s second horn.
4. Mysterianism Defended: The Assimilation Argument


We now have in place the materials for a defense of NFW that doesn’t employ ‘chance,’ ‘luck,’ or any of their cognates. Suppose that Clara actually turns the ignition key and the red light illuminates. Suppose, further, that in the actual run-up to her decision to turn it, the Mini-randomizer successfully activates, so that her choice to turn the key issues from a randomizing process. (Thus we have a permutation of O3 in which the red light illuminates.) For ease of exposition, ‘NC(p)’ will stand for ‘p is true, and it isn’t up to Clara whether p is true.’ Let ‘r’ stand for ‘the red light illuminates on the Randomizer’s console,’ and ‘s’ for ‘Clara chooses to turn the ignition key on the Randomizer.’ Finally, let us suppose that Clara can be said to act—that is, to perform a mental act of choosing—when she forms an intention to turn the key in O3.
 The argument can now be stated as follows:

(1’)
Given that the Mini-randomizer activates and Clara turns the Randomizer’s ignition key (i.e. outcome O3 results), NC(s) is true if NC(r) is true.

(2’)
Given that the Randomizer’s ignition key is turned and the red light illuminates, NC(r) is true.
Therefore,
(3’)
NC(s) is true of O3.
(4’)
NC(s) is true of O1 if it is true of O3.
Therefore,

(5’)
NC(s) is true of O1.
If choosing to turn the key when the Mini-randomizer activates is no more an exercise of Clara’s dual power than is the red light’s illuminating when the key is turned (so that the Second Assimilation Claim is true), and if her choosing to turn the key when the Mini-randomizer doesn’t activate is no more an exercise of her dual power than is her so choosing when it does activate (so that the Third Assimilation Claim is true), the First Assimilation Claim should be accepted. Clara’s choosing to turn the key in O1 is no more an exercise of her dual power than is her doing so in O3. And since there is nothing special about Clara, her choice, or the particular probability distribution involved, (1’)-(5’) constitute an argument for the fully general NFW: that no action with an objective probability of less than 1 is an exercise of free will.


In response to this argument, libertarians who wish to resist mysterianism have two options. One is to challenge a premise of the argument. The natural target of such a challenge is (4’), the Third Assimilation Claim. (To deny [1’] would, in effect, be to deny that our neural processes could be randomized, and it is hard to see what rules out this possibility.) The second option is to deny that free agency requires the kind of two-way power in terms of which I have characterized free will. I shall now argue that neither avenue is promising.
5. Free Action and Free Will

If hundreds of repetitions would erode our confidence that O1 and O3 are relevantly different with respect to free will, it is reasonable to expect non-mysterian libertarians to tell us where they believe the difference lies. Perhaps some difference(s) between the two can be made out. As we have seen, for example, it might be claimed that Clara’s action in O3 doesn’t count as being based on her reasons in the same way that her decision in O1 does. Or it might be denied that Clara can be said to have ‘made up her mind,’ or ‘acted on her own,’ in O3. On the basis of such differences, these libertarians would then have to argue either that Clara exercises free will in O1 after all, or that she acts freely in O1 despite not exercising free will.

I have already argued that the first line is not promising. To pursue this line, libertarians would need to identify something in virtue of which it is up to her whether she chooses to accept or decline the wager—something that the Mini-randomizer’s activation precludes. Unless they can do this, they will at most be able to claim something weaker than that Clara exercises free will in O1. They will be able to claim only that the history of Clara’s action in O3 renders that action unfree in a specific way(s), a way(s) that it isn’t unfree in O1. But to identify respects in which her action is unfree in O3 (respects in which it isn’t unfree in O1) is not yet to support the claim that she exercises a dual power in O1.

To see this, consider the suggestion that Clara’s action is unfree in O3 because she cannot be said to have made up her mind, given the role of the Mini-randomizer in producing her choice. Although she fully understands what she is doing in accepting the wager (as well as what considerations count for and against doing so), and although she would remain as responsive as ever to late-breaking reasons to decline the wager (i.e. reasons that might arise between the occurrence of her choice and its implementation), libertarians might plausibly deem her action unfree. By contrast, they might continue, in O1, there is no conceptual reason to deny that Clara has made up her mind to accept the wager. So, there is no reason to deny that she acts freely there.

In response, even if we grant that Clara’s action is unfree in O3 in this respect, citing this difference will not help to defend the claim that O1 and O3 differ with respect to free will. For even if Clara can be said to have made up her mind in O1, this still doesn’t help us to see how the outcome—her accepting or declining the wager—is really up to her. Why think that she has a power over how she makes up her mind? To repeat, that she makes up her mind in one way or another is not sufficient for this power (someone can have no choice about which choice she makes). And when we reflect on the four permutations of the modified rollback experiment, it is hard to see a difference between O1 and O3 that could plausibly support this power attribution.

Let us now consider the second option. Some libertarians may respond by arguing that a satisfactory account of free action is what really matters, and that such an account need not provide for free will. It is easy to see, however, that similar considerations count against this approach. Whatever other conditions for freedom an action meets, it will be hard to see it as a free action (as exhibiting ‘responsibility-level’ freedom, as opposed to merely being free in some respects) if a different action is causally possible in the circumstances, and if it really isn’t up to the agent which of the two actions actually comes about. If the agent ends up doing something that elicits blame in such circumstances, ‘It really wasn’t up to me’ will be an appropriate excuse. At the very least, then, it is incumbent on libertarians who take this approach to explain how they propose to dissociate responsibility-level free action from free will when two or more alternative actions are causally possible.

In earlier work, Ekstrom described the concern about free will and causally undetermined action as ‘a natural concern and a fair one’ (2000, p. 113).
 In a more recent statement of her position, her stance towards this concern is less clear. By way of characterizing free action, she writes: ‘…an act is free if and only if it results by a normal causal process from a preference for the act, a preference that has undefeated authorization’ (ibid.). As she goes on to explain, when a preference meets this condition, the actual past and laws are consistent with the occurrence of an alternative preference-action pair. However, she does not say whether someone whose preference meets this condition thereby exercises a two-way power in acting as he does. (It is perhaps telling that she does not expressly require that the alternative preference enjoy undefeated authorization.) It is therefore unclear whether she believes that meeting this condition is sufficient for free will, or whether she believes that meeting it obviates the need for free will. In any case, neither response seems promising, as I now explain.

As to the first response, while Ekstrom might legitimately claim that the history of Clara’s action in O3 defeats the authorization of her preference for accepting the wager, she cannot plausibly claim that the presence of undefeated authorization for Clara’s preference in O1 is sufficient for free will. That is, she cannot plausibly claim that, in virtue of the fact that Clara’s preference enjoys undefeated authorization in O1, it is up to Clara which preference-action pair comes about. It is simply not credible that her effective preference’s being authorized confers this dual power on her.

As to the second response, many libertarians will balk at the idea that Clara can be said to act freely if (when the Mini-randomizer fails to activate) it isn’t up to her which of the two possible futures—O1 or O2—becomes the actual future. Perhaps Ekstrom believes that these libertarians are accepting a needlessly heavy argumentative burden in requiring that we have dual power over causally undetermined actions. Towards diagnosing the lure of the Standard Rollback Argument, she suggests that the effect of the imagined repetitions may be to underscore the lack (or apparent lack) of a contrastive explanation for actions like Clara’s. Such an explanation would answer the question of why Clara made the one choice rather than the other, given that both were possible. Since nothing varies between O1 and O2 except Clara’s choice (and what results from that choice), it isn’t readily apparent what such an explanation might be.
 (In terms of Ekstrom’s account, nothing differs except for which authorized preference Clara forms, and which action she performs as a result of it.) If we have trouble seeing how the agent can be said to make the crucial difference to the outcome in the absence of such an explanation, and if hundreds of replays would make us vividly aware of this absence, it won’t be surprising if we come to see Clara’s control over the outcome as impoverished. As Ekstrom remarks, ‘The concern with contrastive explanation may rest in the background for many who have doubts about the viability of libertarianism’ (2003, p. 171). But, she goes on to claim, it is ‘not entirely clear that coherent free agency requires contrastive explanation’ (p. 172, her emphasis).

Perhaps she is right that the concern with contrastive explanation underlies the doubts that many have about the libertarian’s project. But it is also possible that this concern is as much a symptom of these doubts as a cause. Seeking to understand how it could be up Clara whether O1 or O2 ensues, we are led to search for something in the history of O1 that differentiates it from that of O2. If such a difference provides a suitable answer to the question of why O1 ensued rather than O2, we may well be satisfied that the outcome really is up to her. Can we illuminate the crucial difference Clara allegedly makes without recourse to contrastive explanations? Perhaps this is feasible. At any rate, the mysterian need not insist that contrastive explanations are a prior constraint on any adequate libertarian account. Whether in terms of a contrastive explanation, or in some other terms, the demystifying libertarian must respond to legitimate doubts about how causally undetermined actions might be relevantly different from randomized outcomes. As I have sought to show, these doubts do not arise solely from evidence that free will is strictly impossible. Pending a satisfactory response to the Assimilation Argument, the mystery remains.

University of Alabama
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� By ‘the free will thesis,’ I shall understand the thesis that we sometimes have a choice about which of two or more accessible futures becomes the actual future. So understood, this thesis is one that compatibilists and incompatibilists have traditionally accepted, albeit on the basis of different view about when a future state of the world counts as accessible.


� For influential discussions of this problem(s), see Mele, 1999; 2006; Kane, 1996; 1999; Haji, 2000; 2001; Almeida and Bernstein, 2003; Clarke, 1996; 2004.


� In supposing that (a)-(c) constitute a reasonable explication of the term ‘free will’ as it has figured in the free-will debate, I wish to maintain that there is nothing in (a)-(c) that theorists of free will are likely to find contentious. This claim is consistent with the possibility that some theorists may defend an analysis of the relevant ability attributions on which it turns out that (c) doesn’t add anything to (b). Thus, compatibilists who defend a conditional analysis of ability might say that there is nothing more to the ability described in (c) than the truth of the counterfactual described in (b). And those who think there is more to (c) have room to argue that the conditional analysis is mistaken.


� Cf. van Inwagen, 1983, p. 8; 2000, p. 168; Kane, 1996, pp. 106-112; 1999, p. 228; Vihvelin, 2004, p. 429. I discuss Kane’s account of this dual power in Shabo, 2010, pp. 358-361. It should be noted that not all of these writers would embrace my talk of a dual power, or my characterization of this power in terms of a ‘power over’ which course of action is adopted. For example, van Inwagen (2000, p. 15) expressly characterizes the question whether the agent in his example has free will in terms of whether she has the ability to tell the truth (as she actually does) and the ability to lie instead. Here I do not take up the important question whether the two-way power attribution, ‘Alice has a power over whether she tells the truth or lies,’ is reducible to a pair of one-way power attributions along lines of ‘Alice has the ability to tell the truth and Alice has the power to lie.’ To my knowledge, this question has not been adequately examined in the literature. (In work in progress, I argue that the ability associated with free will is irreducibly two-way.) For present purposes, philosophers who favor an affirmative answer to this question are free to substitute such a conjunction of one-way power attributions for my references to two-way powers (or ‘powers over’).


� Kevin Timpe (2006) dubs these writers ‘Frankfurt libertarians,’ since they endorse Frankfurt’s (1969) famous argument against the traditional view that moral responsibility depends on free will. I discuss the ultimate sourcehood requirement further in Shabo, 2010.


� To be clear, then, two questions have not been expressly distinguished in the literature. One is whether someone can be morally responsible for a causally undetermined action that is unavoidable (so that she lacks free will with respect to it). Some libertarians believe that the answer to this question is ‘yes.’ However, most of these libertarians will presumably answer ‘no’ to a second question: ‘Can an agent be morally responsible for a causally undetermined action if (a) her performing a different action is causally possible, but (b) it isn’t up to her which of the two actions she ends up performing?’ See especially Kane, 1999, p. 228.


� I plan to address this topic in future work.


� This summation of the problem draws on van Inwagen’s earlier (1983) discussion of what he dubbed ‘the Mind Argument,’ a group of related arguments to the effect that free will depends on causal determination. Following van Inwagen’s treatment of the ‘third strand’ of the Mind Argument (1983, pp. 142-150), several commentators have focused on the structural parallel between this argument and (a version of) the so-called Consequence Argument, an argument for determinism-free will incompatibilism. See Finch and Warfield, 1998; Nelkin, 2001; Graham, 2010. As will be seen, I take a different tack here.


� To persuade compatibilist defenders of the free-will thesis that the problem is intractable, van Inwagen relies on independent arguments for the claim that indeterminism is indeed relevant to free will in the way (1) suggests (‘because the acts of that agent cannot be free unless they…are undetermined’). As noted, his three versions of the Consequence Argument are his main argument(s) to this effect.


� Since this argument is directed against the libertarian, I shall assume for discussion’s sake that some argument against the compatibility of determinism with the free-will thesis is sound.


� The point is not that the equivocation charge automatically sticks if van Inwagen embraces the entailment claim. (It doesn’t, for if he can plausibly support the entailment claim, there is nothing to prevent him from giving both [2] and [3] the “probability” reading.) The point is, rather, that we can also avoid the equivocation charge by avoiding the contentious entailment claim, as I explain in the next section.


� Van Inwagen himself often expresses his worry in these terms. See, for example, van Inwagen, 2009, p. 338. And he sometimes expresses the worries about the free-will thesis as the worry that free will is impossible (or that the concept of free will is incoherent). There is, however, a wrinkle here. As Warfield, 2000, p. 169, points out, van Inwagen’s Consequence Argument doesn’t genuinely support the strict incompatibility of determinism and free will, since van Inwagen relies on contingent premises at a crucial stage of the conditional proof. As I have pointed out elsewhere (Shabo, forthcoming), van Inwagen does not (pace Warfield) draw the modal conclusion that the free will thesis is strictly incompatible with causal determinism per se. On the basis of his argument for indeterminism-free will incompatibilism, on the other hand, van Inwagen does assert the strict incompatibility claim. However, it is not clear that the structure of his argument supports this modal conclusion here anymore than the Consequence Argument supports the strict incompatibility of determinism with the free-will thesis. Now, since van Inwagen’s argument for the incoherence of the free-will thesis depends on the claim that this thesis is strictly incompatible with both determinism and indeterminism, his arguments do not genuinely support the incoherence claim. From the two premises—(not-both determinism & the free-will thesis) and (not-both indeterminism & free-will thesis)—it follows that the free-will thesis is false, but not that it’s incoherent. (I discuss these issues further in work in progress.)


� It should be emphasized that (3w) and (3s) pertain to direct exercises of free will, actions whose status as freely willed does not depend on some other freely willed action the agent performs. (For example, if a decision to try to shoot someone is an exercise of free will, we might count the act of shooting the person, should the attempt succeed, as freely willed in a derivative way, even if there was a nonzero objective probability of the attempt’s failing.) Since there are no derivative exercises of free will without direct ones, if (3w) or (3s) is true of supposed direct exercises of free will, we can conclude that there are no exercises of free will. 


� See note 11.


� I provide further details about the workings of the Mini-randomizer shortly; this preliminary sketch will do for now.


� At least, it is in a state that is functionally equivalent with respect to the neural and behavioral outcomes that may result. As an anonymous referee has pointed out, I am not entitled to claim that they are functionally equivalent tout court (not without further elaboration and support).


� Some libertarians may object to the supposition that the Mini-randomizer could precisely replicate the intrinsic features of Clara’s brain state prior to her decision in O1/O2 without thereby replicating the dual power she (allegedly) enjoys there. To my mind, it’s incumbent on them to say why this is. However, I won’t press this point. For the purposes of the Standard Rollback thought experiment, it’s enough to suppose that there is no difference among the agent’s beliefs, desires, and intentions, or anything that else that might help us to understand why one or the other outcome eventuates, between O1 and O2. For the purposes of the Modified Rollback thought experiment, it’s enough to suppose that we cannot point to any difference between O1 and O2, or between O3 and O4, that might help us to understand why one or the other member of each pair eventuates; and that we cannot point to any difference between O1 and O3, or between O2 and O4, that might help us to understand how the outcome could be up to the agent in the first member of each pair but not the second.


� See note 16.


� For ease of exposition, I shall suppose that Clara’s intention (not) to turn the key is identical to the relevant neural state. However, some readers may wish to substitute ‘is constituted by,’ ‘supervenes on,’ or ‘is part of a perfect mental-physical correlation with’ for ‘is identical to.’ I shall also suppose that choices are mental acts that are (or consist of) the agent’s forming an intention to do something.  


� It is not legitimate to argue here that because they are actions, Clara’s neural states must be up to her, and hence could not have been randomized. For we are supposing, precisely, that they have been randomized, and we are allowing that this does not automatically count against their status as actions. And we have seen that it does not follow from something’s being an action that the agent has a two-way power over whether it occurs. If this did follow, those who deny that we have this power under determinism (or for that matter, when our behavior is compulsive) would be committed to denying that there are any causally determined (or compulsive) actions. And few philosophers have found this view appealing.


� Readers who wish to do so may replace ‘chooses’ with ‘chooses (or “chooses”).’ If the argument from the previous section is successful, nothing hinges on whether we count the neural outcome of the Mini-randomizer as a genuine mental action or merely as a passive analog of action.


� Indeed, it is one that she pressed against rival libertarian accounts that, like hers, eschew appeals to agent-causal powers (2000, pp. 106-16.) As Clarke (2003, pp. 66-67) points out, it is not entirely clear why she believed that her view (on her earlier statement of it) avoided this concern. To resolve the concern, she appealed to a conception of the self as ‘a character, together with a power to fashion and refashion that character’ (2000, p. 113). However, she did not directly address the question of how this conception of selves secures dual power.


� Granted, there is this difference: in O1, one set of Clara’s reasons (or ‘considerations,’ in Ekstrom’s terms) is the cause of her preference, while a different set of reasons is effective in O2. However, the fact that one set of causes rather than the other is effective in O1 doesn’t seem to provide a satisfactory answer to the question of why O1 rather than O2 occurs. Indeed, the fact that one set of considerations prevails seems to be part of the explanandum of the desired contrastive explanation. Thus, in response to a suggestion of Clarke’s in a related connection, it is not clear that it helps to say that, while Clara’s decisions in O1 and O2 have the same history, they have distinct causal histories (Clarke, 2004, p. 52). According to this suggestion, the two outcomes have distinct causal histories in virtue of the fact that one set of reasons will be causally efficacious if one outcome results, while a different set of reasons will be causally efficacious if the other outcome results. More needs to be said, however, to show that this difference isn’t part of the explanandum of the intended contrastive explanation. For it might be maintained that the relevant outcome’s obtaining makes it the case that its non-deterministic cause was efficacious, rather than the efficacy of its non-deterministic cause making it the case that that outcome obtained. (This is so even though that set of reasons, by virtue of [indeterministically] causing the outcome, contributes to a non-contrastive explanation of why that preference ensued.) I examine this issue more fully in work in progress.


� Thanks are owed to an anonymous referee for the Pacific Philosophical Quarterly for an exceptionally careful reading, and for comments that led to several improvements in the manuscript.
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