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Abstract: For more than one decade, Andy Clark has defended the now-famous extended mind thesis, the idea that cognitive processes leak into the world. In this paper I analyse Clark’s theoretical justification for the thesis: explanatory simplicity. I argue that his way of justifying the thesis leads into contradiction, either at the level of propositional attitude ascriptions or at the theoretical level. I evaluate three possible strategies of dealing with this issue, concluding that they are all likely to fail and that therefore, as regards explanatory simplicity, the burden of proof is on Clark’s side. The paper divides into two main sections: in section 2, I define the two concepts that are important in this context (simplicity and explanatory coherence). In section 3, these two concepts are applied to the central thought experiment, the Inga/Otto case. It will be shown that justifying the extended mind thesis by reference to simplicity may cause trouble, because ‘extended’ behavioural descriptions are likely to yield rather complicated explanations.
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1: In 1998, Andy Clark and David Chalmers published an influential joint paper on the thesis of extended mind (Clark & Chalmers 1998). Since then, the thesis has been defended mainly by Clark, most recently in his (2008), for example. The main idea of the extended mind thesis is that there might be cases in which constitutive parts of a human mind are external to a given cognitive agent. The often-cited passage describing the relevant thought experiment reads:
Otto suffers from Alzheimer’s disease, and like many Alzheimer’s patients, he relies on information in the environment to help structure his life. Otto carries a notebook around with him everywhere he goes. When he learns new information, he writes it down. When he needs some old information, he looks it up. For Otto, his notebook plays the role usually played by a biological memory. Today, Otto hears about the exhibition at the Museum of Modern Art, and decides to go see it. He consults the notebook, which says that the museum is on 53rd Street, so he walks to 53rd Street and goes into the museum.

Clearly, Otto walked to 53rd Street because he wanted to go to the museum and he believed the museum was on 53rd Street. […T]he notebook plays for Otto the same role that memory plays for Inga [a normal human being]. (Clark & Chalmers 1998, 12–13)

My aim in this paper is not to dive into the debate and argue for a particular position. Instead, I will show some deficits in Clark and Chalmer’s position having to do with how they set up their reasons of why one should believe in their thesis.

The paper divides into three sections. In section 2, I will introduce the two theoretical concepts that are relevant for my argument. One is simplicity; this is the main motivation for the thesis of extended mind (TXM
, henceforth). The other one is explanatory coherence. I shall say in section 2.2 what exactly I mean by that. Section 3 then is devoted to the discussion of the two concepts. I will argue that as regards simplicity, Clark’s account—I concentrate on his position in the following—is inconsistent or else at least greatly underspecified. Section 4 is a very brief conclusion.
2: In this section I will say something about two concepts needed in order to evaluate the Otto/Inga case: simplicity and coherence. I begin with simplicity.

2.1: Simplicity has been and still is the main theoretical motivation for accepting TXM: “[explaining Otto’s behaviour with reference to his beliefs about his notebook] is pointlessly complex, in the same way that it would be pointlessly complex to explain Inga’s actions in terms of beliefs about her memory.  […] In an explanation, simplicity is power” (Clark & Chalmers 1998, 13–14; cf. also Clark 2008, 80). Clark and Chalmers do not argue explicitly for this assumption, but prima facie it seems that, all else equal, simplicity trumps complexity. So let us assume this assumption is justified. The interesting question then is whether it is in accordance with everything else Clark says.
Clearly, the important claim with regard to the Otto/Inga thought experiment is that one is justified in ascribing the belief <the MoMA is on 53rd street> (<p>, for short) to Otto. There are two easily identifiable alternatives: either to ascribe the belief or to deny it. And the reason why we ought to opt for the former, Clark says, lies in the simplicity of the resulting explanations. I will return to this below. Here it is only important to bear in mind that there are two distinguishable alternatives: “Otto believes <p>” vs “Otto does not believe <p>”.

2.2: Presumably, explanatory coherence has the same prima facie plausibility as simplicity. By “coherence” I mean two things: firstly, propositional attitude ascriptions typically do not vary between explanatory contexts. Let us call this “coherence in the strict sense”. In particular, ascriptions should not result in contradictions. Secondly, there is what we may call “coherence in the broad sense”: the results of one’s theory should be in accordance with the background assumptions made. Analogously, this means that here as well there should arise no contradictions.
Applied to the Inga/Otto case, that requirement amounts to the following: we choose either available variant, “() believes <p>” or “() does not believe <p>”, respectively, and (do not) ascribe the belief to Otto across all explanatory contexts. Or, we may choose to discard explanatory coherence in the strict sense and go for varying ascriptions depending on the explanatory context.

It has been acknowledged in the literature that Clark’s Otto is likely to have inconsistent belief sets. Some even take this to be the default case (Weiskopf 2008). Interestingly, proponents of TXM concede that rationality is an important aspect of our belief ascription practice (e.g., Clark 2005; Kyselo & Walter 2011). What they deny is that Otto typically endorses inconsistent beliefs. Inconsistent belief sets and consequent irrationality is one of the major problems for TXM. In order to cope with these problems, Clark accordingly added certain restrictions to his account. Although conditions like the reliability requirement—subject and external resource must be coupled reliably (Clark & Chalmers 1998, 11; Clark 2008, 79)—were already part of the original thought experiment, one might go beyond those restrictions and envision a mechanism that continuously indexes and updates relevant entries in Otto’s notebook. This is supposed to work similarly like belief integration mechanisms in humans. Notice, however, that in doing so one would in effect distance oneself from the original claim that extended minds are a ubiquitous phenomenon. The remaining modal claim about the general possibility of extended minds is significantly less controversial.
As far as our discussion is concerned, we first have to note that the inconsistencies in question stem from contradicting ascriptions; they are not inconsistencies in the theory itself. In other words: the difficulties of coping with irrationality in the context of behavioural explanation and prediction give us reason to accept the coherence requirement even in the strict sense. As will become clear in section 3.1, however, there is no way for the extended mind theorist to accept this requirement and still account for very different patterns of behaviour. But, giving up this requirement, even if only in its strict sense, leads to further difficulties (sections 3.2 and 3.3).
3: As I see it, the concept of explanatory coherence allows for three strategies to pursue. In the following sections I will evaluate all of those three options in turn. My aim is quite modest: I will show that with regard to simplicity, the burden of proof is on Clark’s side, i.e. Clark has to show that given one of the three discussed options his account is as simple as its alternatives. Only if this can be shown, the theory fulfils its own main justification, namely explanatory simplicity. Accordingly, my aim in the following sections is to show that it is very likely that TXM in conjunction with one of the three proposed assumptions will lead to rather difficult explanations.
3.1: The first option is to accept the requirement of coherence in the strict sense, in which case all propositional attitude ascriptions would be invariant towards context. That means that Clark would be inclined to say that Otto believes <p> regardless of what pattern of behaviour needs to be explained (all else equal). One of the most interesting cases is when we try to understand Otto’s notebook-related behaviour: why did Otto say ‘Oh, wait a minute. I just need to look up at my notebook where the MoMA is’? Why is it that he always looks up relevant information in his notebook before he gives answers or does anything? And why does he insist that he does not know where the MoMA is and that he needs his notebook in order to keep track of his information? If we try to answer those (and related) questions, we are dealing with notebook-related behaviour.

The first things to note is that the just-mentioned questions are very different in kind. Arguably, the first pattern of behaviour (‘wait a minute’) is excluded ex hypothesis. For Otto’s use of the notebook is completely transparent, i.e. he does not need to think about using it like we would do when we use a notebook. It is therefore beside the point to ask questions like the first one. Fair enough, but similar reasoning is not applicable to the third question: Otto might come to believe that he does not know where the MoMA is. I, for instance, do not believe that he has the slightest idea where it is. Otto himself is just an average human being (I assume), despite his deficits resulting from Alzheimer’s disease. So by analogy, nothing prevents him from coming to believe that he does not know where the MoMA is. There is a straightforward explanation for this: he (rightly) believes he is suffering from Alzheimer’s disease, he (rightly) believes that people with this condition continuously lose their memory,…, he (rightly) believes that by using his notebook he might compensate for the lack of memory and so on. But note that this explanation is unavailable under the assumption we are just discussing, namely that one fully accepts the requirement of explanatory coherence. Under this assumption the only extended-friendly solution would be to explain Otto’s notebook-related behaviour while still claiming that he believes <p>.

I reckon this to be impossible. In any case, there is, as far as I know, no such proposal available in the literature. Because the description of Otto is fitted to cope with MoMA-related behaviour, there is no reason to assume that one ought to ascribe the very same belief to Otto in other contexts. It is due to these circumstances that the first strategy is the least promising one for the extended mind theorist to adopt.
Therefore, I should like to describe the two possibilities that result if one denies the coherence requirement in the strict sense. On the one hand, one could deny the requirement in the strict sense but still accept it in the broad sense (see below, section 3.3). On the other hand, one might try to reject both.
3.2: The second way to go therefore looks something like this: say that Otto believes <p> whenever it is contextually required, otherwise deny it. To make it concrete: in a situation like the one described in the now classical thought experiment cited above, Otto believes <p> (due to the relevant explanatory context; ‘functional similarity to Inga’). However, if Otto’s interaction with his notebook is our object of study, he does not believe <p> (again due to the ascriber’s explanatory context). It is reasonable to assume that this strategy leads to complicated explanations—more complicated as its direct alternatives. Apparently, whether that is the case clearly depends on how we operationalise ‘simplicity’. But, just to give you an example why prima facie the assumption seems to be plausible: in all explanations we would (implicitly) relativise propositional attitude ascriptions to contexts. On any account of simplicity this seems to complicate the situation.
Furthermore, this strategy can hardly be said to be in accordance with the so-called commonsense functionalism endorsed by Clark.
 Functional states are defined holistically; for each mental state it is defined what other mental states typically lead to its instantiation as well as what other mental states are typically caused by it. Such holistically defined functional states cannot be linked to ‘integrated’ explanations—explanations, for example, that combine one’s explanation of Otto’s allegedly functioning long-term memory and his deficits resulting from Alzheimer’s disease.

Consider the following example. Here is a partial description of a functional role: the belief that one suffers from Alzheimer’s disease leads to the further belief (L) <x learns that p => x will not memorise that p>, for any x who is known by the ascriber to suffer from Alzheimer’s disease. Imagine that (L) is ascribed to Otto, i.e. imagine that Otto has some basic knowledge about the disease he is suffering from. In a combined explanation it is presupposed that Otto instantiates this belief and—namely in the ‘MoMA situation’ and similar situations—experiences again and again that this rule is actually false. (I am assuming that Otto knows he suffers from Alzheimer’s disease.)
One way to cope with this problem would be to omit the connection between beliefs about Alzheimer’s disease and (L) from the functional role description of the belief <I suffer from Alzheimer’s disease>
. It is, however, unjustified to assume that this rule was not common sense. Another way for the extended mind theorist of dealing with this issue is to claim that Otto is an exception: normally, iterated falsification of certain rules induces their amendment, but in this particular case the falsifications are ‘ignored’ somehow. However, Otto is clearly no exception, as far as Clark’s description of the thought experiment is concerned. (Alzheimer’s disease is the only relevant difference between him and Inga.) So more generally, there seems to be no way to simultaneously ascribe (commonsense) functional states that involve something like (i) and (ii) to a given cognitive agent x:

(i) x believes that y suffers from Alzheimer’s disease => x believes that y has certain cognitive deficits, among them an impaired long-term memory;

(ii) x experiences that on learning p_1, y memorises p_1,…, x experiences that on learning p_n, y memorises p_n => x believes that y has no relevant cognitive deficits, as regards y’s long-term memory.

(I assume again that x suffers from Alzheimer’s disease and knows that this is the case.)
Here is why: we start with our assumption that x knows that he is suffering from Alzheimer’s disease. (This is legitimate, because there is nothing in the thought experiment description that would indicate the opposite.) We then ascribe (i), which is just an ordinary platitude about Alzheimer’s disease, to x as well. We may then infer that x will come to believe that he must have some cognitive deficits. (This is plausible, because Otto is in every other aspect like Inga, i.e. a normal human.) The connection between experiences and beliefs about deficits described in (ii) is, I would think, a commonsense platitude about beliefs and hence justified as well. But the right-hand side of (ii) is just the opposite of what we started with. So we cannot, under the given assumptions, ascribe (i) and (ii) simultaneously on pain of ending up with contradicting beliefs of x regarding his own putative cognitive deficits.
The question is whether Otto satisfies the ‘antecedent’ of (ii), that is, whether Otto constantly memorises the things he learns. He does, for that is actually the crucial point of the thought experiment: Otto has been described as knowing the MoMA’s location even before he consulted the notebook. He must have memorised this fact after he had learnt it at some earlier point. And the same goes for other propositional knowledge. The extended mind theorist must account for these contradictory beliefs of Otto’s about his own mental capacities. Or alternatively, he must explain why we cannot ascribe (i) and (ii) simultaneously, although they both seem to be just platitudes about beliefs concerning long-term memory. Given our assumption—rejecting both readings of the coherence requirement—, either of these explanations may be a very long and complicated story, as long as there is one at all.
As regards this second strategy of dealing with the coherence requirement, one might reasonably ask what the point of introducing ‘simplicity’ was in the first place. For consider again how Clark employs the concept in his argument. First of all, it is presented as a universal feature of theories, probably because of general considerations stemming from philosophy of science. But then it is unclear, to say the least, why we should accept the more complicated explanation of Otto’s notebook-related behaviour, given that there is a simpler alternative available. Moreover, note that simplicity is the only meta-theoretical
 justification for the ascription of the belief <p> to Otto. It was not some cluster of reasons that led to the conclusion that one particular explanation is superior to its counterpart. (Leaving aside the general idea that commonsense functionalism is an adequate theory of mind.) That makes it even more implausible to assume that now, in the case of notebook-related patterns of behaviour, there might be completely different considerations that allow to ignore simplicity. For these two reasons I take it that of all three strategies this is indeed the worst.
3.3: It may be that the third strategy is the most promising way for Clark to go: reject coherence in the strict sense (i.e. allow contradicting belief ascriptions), but make your theory fit the criterion in the broad sense (i.e. do not allow contradictions in the meta-theory). This amounts to the following: Clark needs to show that his solutions to the problem of explaining notebook-related patterns of behaviour are at least as simple as the alternative explanations. As I already noted above, I am concerned with a kind of burden-of-proof argument only. I do not claim that it is impossible to provide such an account. Rather, I claim that it is highly unlikely that Clark is able to explain Otto’s interaction with the notebook as simply as required. And Clark needs to show that a simple solution to the problem is possible under his assumptions in order to argue for TXM. For the other two strategies certainly fail in this case.
So why is it plausible to think that a ‘classical’ explanation of Otto’s behaviour might be simpler than the ‘extended’ variant? Consider this sketch of an explanation: assume that Otto does not know where the MoMA is. At all times he needs to look up the information in his notebook. (This explains why he opens the notebook when he hears about the exhibition taking place at the MoMA.) He knows that he suffers from Alzheimer’s disease and knows that he is losing his memory. (This explains why he decided some time ago to buy a notebook and keeps on writing things down in it.) He thinks that the notebook is something like a substitute for his lacking long-term memory. (This explains why he carries it with him everywhere he goes.) And so on ad libitum.

The extended mind theorist first has to choose whether he wants to ascribe the belief <p> to Otto. If yes, we are back at strategy number 1. (And we would encounter the problems discussed above.) If we do not ascribe the belief <p>, it is hard to see what explanations of Otto’s behaviour might look like. They are not easily extrapolatable from Clark’s—or, for that matter, any other extended mind theorist’s—writings. They are not as straightforward as the sketch of explanation given in the above paragraph. 
Here is an example: why had Otto decided to buy a notebook three years ago, say? In this explanatory context, the extended mind theorist would be inclined to say: it is the fact that Otto knows that he was continuously losing his long-term memory that explains his behaviour. But, given other explanatory circumstances, the theorist would still need to ascribe the belief <my [i.e., Otto’s] long-term memory is working fine> to Otto (for ex hypothesis it is working just fine). What this example was supposed to show is that Clark’s thought experiment is greatly underdescribed. It is hard to tell whether ‘extended’ explanations are as simple as ‘classical’ explanations. The important thing to note as regards this example is not that, given the assumptions, contradicting beliefs must be ascribed to Otto. The crucial point here is that, at a theoretical level, there must be some explanation for why these (and myriads of other) contradictions arise, in the first place.
Moreover, not just any explanation will do for this purpose, since Clark justified the ascription of the belief <p> with the simplicity requirement. And here we are dealing with the third strategy—acceptance of the requirement of explanatory coherence in the broad sense. So no contradictions should arise at the theoretical level, i.e. potential explanations have to be kept simple.
One possibility is to relativise the realisation of (commonsense) functional roles to explanatory contexts. In that case the explanation for why there might arise contradicting ascriptions is relatively straightforward. But what would justify that move? For consider again how functional roles are defined: they refer to observable phenomena like physical stimuli on the one hand and behaviour on the other hand. (Everything else is just interrelations among functional states.) So where is the ascriber coming in? Of course, the ascribers are the ones who know all those functional roles, they “already command a rich (albeit largely implicit) theory of the coarse functional roles distinctive of various familiar mental states” (Clark 2008, 88). But that will not help either, because ascribers usually do not ascribe explicit contradictions. This again is due to what brings about propositional attitude ascriptions in the first place, namely that they enable explanations and predictions of human behaviour (see Weiskopf 2008 for a detailed elaboration of this point).
So even if ascriptions of functional roles are relativised to ascribers—or explanatory contexts—one would still need to provide explanations over and above the known explanation of Otto’s walk to 53rd street. In particular, one would need to say something about why ascribers may regard contradictions as negligible when they switch from one explanatory context to another. I do not think that contradictions become negligible at all, no matter what context we are concerned with. Hence, a fortiori I doubt that there is a simple explanation for contradicting ascriptions as regards Otto’s long-term memory—even if there was such an explanation.
Also, ‘combined’ explanations seem to be very difficult. Why is it that Otto goes to 53rd street after having heard about the exhibition and is carrying his notebook with him? Presumably, that is because he knows where the MoMA is (and wants to go to the exhibition etc.) and he does not know where the MoMA is, among other things (and thinks that things like that are stored in the notebook etc.). I take it that this is not the kind of explanation favoured by Clark. But again, this only shows how incomplete the thought experiment description actually is. Here the possible complication arises because two explanatory contexts are had been merged. Clearly, the extended mind theorist wants to explain the first ‘conjunct’ of the question by ascribing certain MoMA-related beliefs to Otto. (That was the lesson from the original thought experiment.) One solution might be to explain the second ‘conjunct’ by reference to other mental states of Otto’s (besides the MoMA-related ones). But, again, it is highly unlikely that this will work, for it is extremely simple to explain the fact that Otto carries a notebook with him when he goes to 53rd street, if we are allowed to deny Otto any beliefs about the location of the MoMA.
There is nothing I know of in Clark’s writings that would indicate strategies of dealing with behavioural patterns of Otto that do not involve the MoMA and 53rd street. These explanations are not interesting in themselves. Rather, it would be interesting to see what they might look like in connection with the propositional attitude ascription we started with. As we saw above, for many situations there are quite simple explanations of Otto’s behaviour that are based on the assumption that he does not believe that the MoMA is on 53rd street. Clark needs to show that such explanations are compatible with his claim that Otto knows the location of the MoMA. At the same time, he must clarify the connection between these explanations and his main theoretical motivation for TXM, namely simplicity. I have presented three possible strategies: in the end, I claim, all of them fail. In many respects Clark’s thought experiment is greatly underdescribed. So it is not clear which strategy he is likely to pursue. Anyway, unless the description of Otto is specified in those respects, no case has been made that the thesis of extended mind is true.

4: Simplicity is one of the main motivations for the thesis of extended minds. I have shown that Clark’s justification for TXM is incoherent as regards simplicity, or else at best highly underspecified. There must be some explanation of Otto’s other patterns of behaviour available to the extended mind theorist. It is unclear whether such an explanation is forthcoming. In case it can be given it is highly unlikely that it is at the same time in accordance with the requirement of simplicity.
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� This is Clark’s term. There are many synonyms: HEC (Hypothesis of Extended Cognition), active externalism, transcranialism, vehicle externalism, EM (Extended Mind Thesis), EXTENDED, to name but a few.


� As regards the functionalistic underpinning of his thesis, Clark relies heavily on the work of Braddon-Mitchell & Jackson (2008, in particular pp. 48–64) (Clark 2008, 88).


� Commonsense functionalism does not define functional roles of beliefs regarding particular propositions but rather captures generalisations of propositional attitudes (cf. Lewis 1972, 256, note 13). But descriptions of functional roles of beliefs related to particular propositions must be inferable from the theory.


� Functional state descriptions basically consist of three sets: a set of inputs, a set of outputs and a set of relations that hold among functional states. (i) and (ii) are of the third kind, i.e. they link mental states to other mental states (beliefs to beliefs and experiences to beliefs in this case).


� By “meta-theoretical” I just mean that the features in question are supposed to be universal features, applicable to theories in general. When Clark and Chalmers say that ‘in an explanation, simplicity is power’, they clearly do not make any TXM-specific claims.
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