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Joshua R. Thorpe[footnoteRef:2] and Crispin Wright [2:  Thorpe gratefully acknowledges a research grant from the São Paulo Research Foundation (grant ID no. 2016/03277-1), which allowed him to work on this paper.] 



Towards the end of the Preface to the Philosophical investigations, Wittgenstein remarked that he “.. should not like [his] writing to spare other people the trouble of thinking.” In this, as in many other respects, Hilary Putnam seems to have taken Wittgenstein’s example to heart.  As the extent of bibliographical section of Sanford Goldberg’s recent edited anthology makes vivid,[footnoteRef:3] the enigmatic few paragraphs around pages 14 -15 of Reason, Truth and History that offer the ‘proof’ of our title have probably generated more interpretative reaction than any other short argument in recent philosophy. Their achievement and significance, however, have remained stubbornly controversial. We reckon that, through the settling dust of the debates over the last 35 years, it is now possible to make out the contours of a reasonably clear set of lessons. Stable answers are in prospect to each of the three main issues: Does the proof work? If so, what exactly does it show? And of what, if any, significance, metaphysical or epistemological, is the result? We outline these answers in what follows. [3:  Goldberg (2016)] 



I The VAT argument developed in terms of reference

Suppose the following sceptical scenario occurs to you. 

The Classical VAT Scenario: You always have been and always will be a brain in a vat of nutrients, fed sensory experiences by a supercomputer. The computer ensures that the experiences you have are consistently and exceptionlessly of a character that is fully coherent with your normal, more congenial though false assumptions about the kind of creature you are and the world you inhabit. In fact, the world contains nothing, and never has contained anything except your brain in its vat, and the supercomputer. 

It seems that, challenged to do so, it would be impossible to rule out the claim that you are actually in this scenario— that you are actually, as we shall follow custom in saying, a ‘BIV’—if only appeal to the course assumed by your actual sensory experiences is allowed as evidence. For the rub is that those experiences are exactly as they ought to be on the hypothesis that you are indeed in the scenario described. The question therefore arises, how—if you can— can you rule it out? 
This question is pressing. For if it transpires that you cannot rule out the classical VAT scenario, it is difficult to resist the sceptical conclusion that you lack the vastly greater part of the empirical knowledge you ordinarily take yourself to have. One very familiar sceptical argument to secure this conclusion exploits the following plausible principle:

Closure: for any subject S, and propositions p, q: if S knows that p, and S knows that p entails q, then S is in a position to know that q. 

Since you know, naturally, that the proposition that you are right now reading a philosophy paper entails that you are not a BIV, it follows, by Closure, that if you know that you are reading a philosophy paper, you are in a position to know that you are not a BIV. So if you are indeed not in a position to know that you are not a BIV, then you don’t know that you’re reading a philosophy paper. The same reasoning applies to any other proposition that you know to be incompatible with being a BIV, that is, to most of the propositions that you usually take yourself to know empirically. Thus you lack most of the empirical knowledge that you usually take yourself to have. Or so runs one sceptical thought.[footnoteRef:4]  [4:  The classical VAT scenario clashes with the truth of almost all your empirical beliefs. But it is also inconsistent with your perceptual good functioning, and hence with your being in position to acquire perceptual knowledge. A sceptical argument building specifically on the latter point will need to be a tad more complicated that the simple Closure-based reasoning just outlined. Save at one point, though, this distinction will not be important on the sequel. For further discussion, see Wright (1986).] 

	Putnam’s ingenious suggestion[footnoteRef:5] was that you can rule out the VAT scenario. You can do so by employing the following VAT argument. [5:  For this is what we take the crucial paragraphs of Chapter 2 of Reason, Truth and History to boil down to.] 

(1) If you were in the VAT scenario, you could not refer to BIVs. 
However
(2) You can refer to BIVs (since, of course, your word ‘BIV’ refers to BIVs)
Therefore:
(3) You are not in the VAT scenario
That seems easy! But what is the support for the premises?
	Famously, Putnam supported premise (1) by an appeal to a generic form of semantic externalism. One motivation for such semantic externalism is the pattern assumed by what seem to many to be intuitively correct verdicts about certain imaginary cases, paramount among which is Putnam’s own “Twin Earth” case.[footnoteRef:6] Putnam imagined a planet, Twin Earth, which is indistinguishable from Earth at the macro level. In fact, however, wherever there is water on Earth there is something with a different chemical structure, XYZ, on Twin Earth. Let us call the stuff on Twin Earth ‘twater’. What does your Twin Earth doppelgänger refer to when s/he utters the word ‘water’? Most are inclined to say that s/he refers to twater, which is XYZ, and not to water, which is H20. A natural explanation of why your doppelgänger refers to XYZ and not to water is that in order to be able to refer to certain kinds of things, including especially natural kinds, a thinker must have been in some form of appropriate causal contact with such things.[footnoteRef:7] But this is just to accept a form of semantic externalism. The idea, then, is that if you were in the VAT scenario as described, you would not have been in appropriate causal contact with brains or vats,[footnoteRef:8] and so could not refer to BIVs for the same reason that your doppelgänger on Twin Earth cannot refer to water. This argument for premise (1) requires only that we acknowledge an analogy between your relationship to brains and vats, were you in the VAT scenario, and your doppelgänger’s relationship to water in the Twin Earth scenario. It does not, as has sometimes been supposed, require that we endorse any particular causal theory of reference, but only a causal necessary condition on reference.[footnoteRef:9] [6:  The case is used in support of semantic externalism in Putnam (1973) and (1975).]  [7:  It is usually allowed that relevant such contact can be causally remote, mediated by the activities of one’s linguistic ancestors, and also that reference can be accomplished by means of concepts which, even if one has had no contact with their instances, are definable in terms of concepts that meet the causal contact condition.]  [8:  —Nor with any kinds of thing suitable concepts of which would provide for a definition of the concept of a BIV.]  [9:  Kallestrup (2016) argues that premise (1) can be supported even on semantic views that are not traditionally thought of as externalist, thus broadening the dialectical appeal of the vat argument. However, we shall assume that the argument relies on some form of semantic externalism throughout this paper.] 

	Premise (2), for its part, might ordinarily be thought to require no support. Of course you can refer to BIVs. Are you not doing so right now as you intelligently read this paper?
	However, at this point some philosophers have tended to suffer a misgiving. Once one accepts premise (1) is it not then question-begging to suppose that you know that you can refer to BIVs? If it is agreed that you couldn’t refer to BIVs if you were in the VAT scenario, don’t you have to know that you are not in the VAT scenario before you can know that you can refer to BIVs, — and thus know exactly the thing that the VAT argument is supposed to prove?[footnoteRef:10] This misgiving will be the topic of section III. [10:  Jane MacIntyre (1984) makes this objection. David (1991) and Johnsen (2003) make objections in a similar vein, although the details differ since they use a formulation of the VAT argument different from ours. ] 


II The VAT argument at the level of concepts

Putnam’s argument is formulated above in terms of reference.[footnoteRef:11] However, the argument has sometimes also been formulated in terms of concepts, as follows.  [11:  See Brueckner (1986), Tymocko (1989) and Button (2013) for three quite different versions of the VAT argument formulated at the level of reference.] 

       (1*)  If you were in the VAT scenario you could not have any concept of a 	  BIV.
But

      (2*)  You do have a concept of a BIV. 

Therefore:

      (3*)   You are not in the VAT scenario.[footnoteRef:12]  [12:  Wright (1992) and (1994) and Falvey & Owens (1994) give versions of the VAT argument formulated in terms of concepts.] 


The support for the premises runs parallel to that for the premises of the argument as formulated in terms of reference. Thus premise (1*) is defended by appeal to a mild form of externalism about thought content, according to which in order to have certain concepts one must be in particular kinds of favourable environment. Again, this idea gains support from our intuitive verdicts about scenarios like Putnam’s Twin Earth case. On reflection, most philosophers are inclined to say that it is not merely that your doppelgänger on Twin Earth cannot refer to water; s/he cannot even have the concept of water. Correspondingly, the idea is that if the VAT scenario were true you would not be in an environment in which you could so much as understand what it would be to be a BIV. And of course premise (2*) is true; after all, have you not perfectly understood the discussion so far?
	We doubt whether the argument formulated in terms of concepts differs in any important respect from the argument formulated in terms of reference. Note that the former, at least as we have presented it, is formulated in terms of what we have concepts of. But to have a concept of a kind of thing is just to have a concept whose linguistic expression would refer to that kind of thing. On the plausible assumption that we can only refer to what we have concepts of, and that we can only have concepts of what we can refer to, the version of the VAT argument formulated in terms of concepts and the version of the VAT argument formulated in terms of reference raise no separate issues. We shall proceed on that assumption.[footnoteRef:13]  [13:  It should be noted that in the relevant use, having a concept of something and having a device of reference to it are intentional: when one says that, in one’s language, “BIV” refers to BIVs, one is not, of course, presupposing that there actually are any BIVs to be the objects of reference, extensionally understood.] 


III Misgivings about the significance of the argument — Question-begging

Let’s return to the misgiving we flagged above. The concern was that in the context of an acceptance of premise (1), or (1*), the ground is cut from under any easy confidence that you do indeed have the ability to refer to (or have a concept of) BIVs — for premise (1) entails, after all, that a BIV does not have that ability, and you are supposed to be taking seriously the possibility that you might be in that predicament. So, the objection is, to accept (1) is to abrogate your grounds for premise (2).
	As a first pass at a reply, it may be observed that this way of questioning Putnam’s argument is obviously problematic for any actual or hypothetical adversarial sceptic who is encouraging you to worry that, for all you can know, you could be in the classical VAT scenario. For you cannot so much as entertain the scenario unless you are able to refer to (have a concept of) BIVs. The adversarial sceptic thus faces a dilemma: either she allows that you can refer to BIVs, and so allows premise (2), thereby making it available for use in Putnam’s argument against her; or she denies that you can take it that you can refer to BIVs—but then you may retort that in that case you are in no position to take the sceptical worry seriously since you have no right to assume you understand it
	That’s a point about dialectics. But it has a counterpart in the setting of a 'solitary sceptical worrier'. Simply: if premise (1) is acceptable, then one must accept that an understanding of the sceptical scenario is possible only in circumstances when it fails to obtain. So do you understand it or not? If you do, premise (2) is secure and  — granted premise (1)— the spectre of envatment dispelled. If you don't, there is nothing that you can worry about in the first place.
	These points do have some traction. They show that, whatever its detail, a sceptical argument based on the VAT scenario is nothing that can engage the attention of a fully reflectively coherent thinker who accepts premise (1)/(1*). To credit oneself with an understanding of the argument is, in the presence of premise (1)/(1*), a commitment to believing that the scenario does not obtain. But that is not the same as saying that the VAT argument itself develops a reason for discounting the scenario. It is not the same as saying that Putnam gives a proof that the scenario does not obtain. A proof, in the intuitive sense relevant here, is a valid argument such that someone who is so far justifiably open-minded about its conclusion can rationally agree that there is sufficient evidence to accept its premises and, by running through the argument, thereby justifiably come to the view that the conclusion is true. In short, a proof, in the intuitive sense relevant here, is a valid argument that transmits the epistemic warrant for its premises to its conclusion. Does the VAT argument do that?
	When Putnam published Reason, Truth and History, there had not been the attention to issues concerning warrant transmission, closure of knowledge and justification over (known) entailment, and their relations that has burgeoned in the literature since. We are accordingly unsure whether he would have wished to claim that his argument is indeed a proof in the sense just glossed. There is, however, a prima facie forceful reason for denying that it is: namely, its close resemblance to the so-called McKinsey paradox[footnoteRef:14] that purports to disclose a tension between semantic externalism and the way we ordinarily think of the authority that subjects have for their contentful states of mind. Here is a version of McKinsey’s paradox, albeit tweaked in such a way as to align as closely as possible with Putnam’s argument[footnoteRef:15]: [14:  McKinsey first gave the argument in his (1991), reiterating and defending it in his (2007). Boghossian (1997) also gives a version of this argument. Pryor (2007) and Gallois & Hawthorne (1996) take it that the VAT argument is just a particular instance of McKinsey-style reasoning.]  [15:  McKinsey (1991, p. 16) writes that, ‘ . . if you could know a priori that you are in a given mental state, and your being in that state conceptually or logically implies the existence of external objects, then you could know a priori that the external world exists.’] 


	(1m) If neither you nor anyone in your historical speech community had 	ever had any contact with water, you would not be able to refer to 	(would not have a concept of) water.

	(2m) You are able to refer to (do have a concept of) water

Hence	(3m) someone in your historical speech community has had contact 	with water.

Premise (1m) is assumed to be established a priori on the basis of reflection on the externalist character of the concept water — viz. that it is a natural kind concept whose intension is fixed by the kind of thing, if any, that it actually denotes. This is something we are assumed to be able to know by pure philosophical reflection. Premise (2m) is assumed to be established as an item of ordinary self-knowledge — you know that you are capable of water thoughts: thoughts that configure the concept of water in their content. So both premises can be known without rising from the armchair. But then it appears that, if the McKinsey argument is indeed a proof in the sense we are concerned with, you can come to know a substantial and contingent piece of socio-linguistic history from the comfort of the armchair as well.
	Some philosophers have, on reflection, been inclined to accept this conclusion.[footnoteRef:16] Probably the majority, though, would disagree. There is then the option of treating the argument as a reductio of the armchair-knowability of its premises, and much of the literature has followed one of the two directions that then open.[footnoteRef:17] What is relevant to the appraisal of Putnam’s argument, however, is the possibility of a different response. On this diagnosis, the McKinsey argument is a valid argument with justified premises — at least, it is so if one accepts the conception of the semantics of natural kind terms that underwrites its first premise, and allows that “water” in ordinary English may be known to be such a term by an ordinary reflective English speaker — which nevertheless fails to transmit their justification to its conclusion. It fails to do so because, to resort to metaphor, justification for its conclusion is, in the context of the assumptions of the argument, epistemically upstream from the warrants described for accepting its premises. [16:  For example Sawyer (1998).]  [17:  For example Pryor (2007) attempts to avoid the paradox by qualifying the idea that we have armchair knowledge of the content of our own thoughts. His suggestion is that although (1m) and (2m) can individually be warranted a priori, no subject can be a priori warranted in believing both at the same time. McKinsey’s (2007) own response is to give up on externalism about thought content.] 

	Dispensing with the fluminal metaphor in favour of a precise theoretical description has proved a complex and controversial endeavour.[footnoteRef:18] But we can illustrate the essential point with a couple of examples. Consider first an argument of the kind that features in Stewart Cohen’s work[footnoteRef:19] on ‘easy knowledge’: [18:  Early discussions are Wright (2000) and (2003). Probabilistic accounts of transmission failure are explored in Smith (2009), Pynn (2013) and Kotzen (2012). A useful informal conspectus of the issues and a purportedly deflationary treatment of the phenomenon is given in Pryor (2012). Wright (2012) responds to Pryor.]  [19:  Cohen (2002)] 

	(1c) It looks to you right now as if the rain has stopped.
So	(2c) The rain has stopped.
So	(3c) On this occasion appearance and reality coincide.
Here (1c) provides good though defeasible justification for (2c); and (1c) and (2c) together entail (3c). You are, we may suppose, fully introspectively justified in reporting (1c) — your experience is as of bright sunshine and steam rising off the pavements — and the truth of (1c), absent any other relevant information, is naturally excellent evidence for (2c). So you are fully justified in simultaneously accepting both (1c) and (2c). But your justification for doing so is ultimately just the experience reported by (1c)  — and surely that isn’t evidence for its own accuracy, as (3c) avers.
	The argument is valid, and its premises are justified. But it doesn’t provide a justification for its conclusion. Why not? One answer would be this. In order for the argument to work as a proof in the sense we are concerned with, it must be rationally possible to start from a position of agnosticism about its conclusion while simultaneously appreciating the warrant for its premises. But if you start from a position of agnosticism about (3c), then you are not in position to take the experience reported by  (1c) as the excellent evidence it is for (2c), and thus you lose your warrant for (2c). So the argument is grounded. 
	Here’s a second example.  Suppose you are a field zoologist on an expedition in the Amazon basin. You have heard that an especially large and impressive male jaguar has been sighted on a number of occasions a few miles higher up the Rio Purus and, notwithstanding a bout of malaria, set off upstream in your canoe in the hope of filming the big cat. Sure enough, rounding a bend in the river, you see — or so it seems to you — a huge spotted feline lazing in the sun on a sand bar mid-stream. You think to yourself: Gosh, that cat really is a magnificent specimen! Then, feeling pretty shaky and remembering your malaria, you wonder whether you can trust your senses. Can you reassure yourself by the following argument?
	(1j) A singular indexical token thought features an object as part of its 	de re truth-condition and thus has determinate content only if a 	suitable such object exists in the context of the thought. (Premise 	delivered by so-called Strong Singular Thought theory.[footnoteRef:20])  [20:  The locus classicus for such a conception of the truth-conditions of genuinely singular thoughts as a class is Evans (1981). A useful recent discussion is Dickie (2010).] 

	(2j) My thought: <that cat really is a magnificent specimen>, is a 	singular indexical thought.
So	(3j) My thought: <that cat really is a magnificent specimen>, has a 	referent
So	(4j) I am not hallucinating the cat.
Well, clearly not. And the reason, plausibly, is as before. In a context in which you are open-minded about the possibility of feverish hallucination— that is, open minded about the conclusion, (4j), —but accept (1j), the introspective phenomenology of attending to the apparent jaguar and thinking to yourself, “That cat really is a magnificent specimen”, is insufficient to justify premise (2j). Rather, it is only in a context where (4j) is not in question that you have the justification for its premises that the argument assumes.
	One diagnosis of the McKinsey paradox is very close to this.[footnoteRef:21] The relevant question is: what would be the status of those of your thoughts that apparently feature reference to, or exercise of a concept of water in the event that (3m) is false —so that neither you nor anyone in your historical speech community has had any contact with water? Specifically, what if you now entertain it as an open possibility that you inhabit Boghossian’s Dry Earth, where there simply is no watery substance of any kind and all experiences to the contrary are illusion?[footnoteRef:22] In that case premise (2m), that you do have the ability to refer, or have a concept of water, can no longer be grounded in ordinary self-knowledge and the phenomenology of your thought — at least, not when you accept (1m), the semantic externalist premise, at the same time. So you cannot rationally be open-minded about the conclusion of the McKinsey reasoning yet simultaneously avail yourself of the ‘armchair’ grounds for its premises that the appearance of paradox exploits. [21:  One way of developing the diagnosis in detail, superseding Wright (2000), is offered in Wright (2008)]  [22:  Boghossian (1997).] 

	A general model of warrant-transmission failure suggested by these examples may be framed if we now draw on the standard epistemologist’s notion of undermining, whereby the basis of a belief is, wholly or partially, undermined by any information that — whether or not bearing directly on the truth-value of the belief — is suggestive that it was not reliably formed. The model is this. If one specific kind of epistemic basis for the premises of a valid argument is such that it would be undermined by doubt about its conclusion, then one cannot rationally be open-minded about the status of that conclusion yet simultaneously avail oneself of that basis to accept the premises. In that epistemic situation then, there is no possibility of availing oneself of that particular basis to advance, by the argument, to justified confidence in its conclusion.[footnoteRef:23] [23:  Note that, on this diagnosis, one and the same argument may be transmissive with respect to one kind of basis for its premises but not with respect to another.] 

	Suppose we sustain this diagnosis of the McKinsey paradox. All the same, it’s notable that the argument still has the kind of dialectical effectiveness that at the start of this section we credited to Putnam’s argument. For imagine a water sceptic who attempts to disconcert you with Boghossian‘s imagined scenario:

The Dry Earth scenario: Neither you nor anyone in your speech community have ever had any encounter with any water. All your and everyone else’s apparent experiences with water have been bizarre hallucinations, somehow merging seamlessly with otherwise mostly veridical experience of the external material world. All your thoughts about water, as well as all other thoughts you or others have had whose truth would require, directly or indirectly, the existence of water, are consequently false. 

Clearly, and exactly as before, you may simply dismiss this sceptic. For if you understand the scenario, then, in the presence of premise (1m) backed by a relevant semantic externalism, it cannot be true. And if you do not understand it, — if your uses of “water” token no genuine concept, — then nothing is presented with which you can be rationally concerned. 
	There need be then, in parallel, no tension between granting that Putnam’s argument has the kind of dialectical effectiveness noted earlier while denying that it is, properly speaking, a transmissive argument that establishes a warrant for its conclusion. But should we deny that?
	We— the present authors — do not think so. But the question interacts with what one should suppose the intellectual capacities of a BIV would be. Putnam himself tends to write as though an inhabitant of the vat may be credited with thoughts about aspects of the machine program, or electronic impulses, or whatever it is that it does causally interact with in appropriate reference-fixing ways. But it is not clear whether any of the modes of causal interaction that a BIV could have with its environment would be of the kind necessary to establish semantic reference. Putnam himself said vanishingly little by way of a positive externalist account of content-fixation, and later work has hardly filled the lacuna. Suppose accordingly we take seriously the idea that a subject of the VAT scenario would actually not be able to think thoughts with any specific truth-conditional content at all. In that case, we suggest, there really would be no relevant epistemic difference between the reasoning of Putnam’s argument and that of the McKinsey paradox.
	That, however, is not the situation to which the sceptical train of thought challenges us to respond. In order to convict Putnam’s argument of warrant-transmission failure on the model we have proposed of that phenomenon, we need to ask whether someone who is antecedently open-minded about the conclusion of the argument can rationally avail themselves of the presumed warrant for its externalist premise while maintaining an unchallenged assurance that they can refer to/have a concept in good standing of BIVs. And now, provided the VAT scenario is not supposed to entrain any threat to one’s capacity for any contentful thought whatsoever, but only to impact—via semantic externalism—on which thoughts one is capable of having, then we may continue to take it, absent reasons for doubt in specific cases, that we do have just the concepts of and capacities of reference to things that we take ourselves to have, that they are in good standing and that we may specify them homophonically.
	The concern of this section has been with the charge that Putnam’s argument is somehow question-begging. So what should we conclude? We have proposed one model, viz. warrant transmission failure, for what one relevant kind of question-begging might consist in and argued that, on an assumption that the sceptical argument based on the VAT scenario is not intended to question, — namely that, absent reason for doubt in specific cases, we may take it that we have the referential and conceptual capacities that we think we have, — Putnam's argument deserves the cautious Scottish acquittal: “Charge Not Proven”. The reason for caution is that the case required by the proposed model for a full “Not Guilty” would demand that a thinker who is agnostic about the conclusion of Putnam’s argument could nevertheless perfectly rationally move to accept its premises on the given grounds. And it may be doubted that we have really canvassed any specific ground for the second premise, beyond the point that the sceptical argument is not challenging our capacity to think contentful thoughts and to specify our concepts and referential intentions homophonically. That’s a point about our dialectical situation as we attempt to frame a response to the sceptical argument, not a point of evidence.
	At this point, though, one misgiving about question-begging rapidly morphs into another. For even if the VAT scenario is not supposed to undercut the capacity of its subject for any contentful thought at all, still as lately remarked the kind of semantic externalism that Putnam was appealing to must be allowed to impact on the identity of their thoughts. Even allowing, then, that Putnam’s argument is indeed a proof of something, can you know — without presupposing that you know that you are not in the VAT scenario — what it is that the argument proves?
	This is the spectre of another kind of question-begging: that the argument may indeed be warrant-transmissive but that you are in no position to be sure that its conclusion is what was intended. We'll turn to this the next section. 

IV — Misgivings about the significance of the argument (continued): Can we be sure what it is that we have proved? 

Some philosophers have suggested that although you can successfully work through the VAT argument to establish its conclusion, there is a sense in which you do not know what it is that you have proved.[footnoteRef:24] After all, —on the assumption that such a creature could have contentful thoughts and referential intentions at all —could not a BIV run through exactly the VAT-argument and thereby be rightly convinced of something? And whatever that was, it would not be the conclusion that it was not a BIV! So how are you better placed? Mightn’t you actually be a BIV running this very argument but proving thereby not that you are not a BIV but who knows what? [24:  For example Johnsen (2003), Brueckner (1986).] 

	Our experience suggests that this is a common first-pass reaction to Putnam’s argument but it is, needless to say, almost embarrassingly confused. A BIV could — or so let's suppose — comprehendingly run through an argument whose linguistic formulation was word-for-word identical with either of the formulations of the VAT argument that we gave above in English. But it would not be an argument in English and it would not be an argument whose execution involved employment of the concept of a BIV. Putnam’s argument, by contrast, does involve essential employment of that concept and it is that concept — one a BIV cannot possess — which it shows you do not fall under. So no: you (epistemically) could not be a BIV reading this very paper and running through Putnam’s argument. Punkt.
	Still, this may seem too quick. Some sort of worry that a kind of opacity of content, consequent on externalism, may compromise the significance of Putnam’s argument may be apt to linger. It is a familiar point that the ability to identify something — to recognise it, or to specify which object it is — need not involve an ability to discriminate it from other things in any possible presentation. You may get a good look at the assailant in a street robbery, sufficient to be able to recognise him if you see him again in a normal context, but insufficient to pick him out with confidence from a range of similar looking candidates in an identity parade. Externalism may be taken to entrain analogous discriminative limitations where content is concerned, so that knowledge of what you are thinking is compatible with significant kinds of inability to identify and distinguish your thought among a range of alternatives. To illustrate, consider an imaginary 18th century chemist, who is working at a time when the basic categories of Daltonian chemistry are understood but before Avogadro’s finding that water is H20. The scientist is confident that water molecules involve some kind of binding of atoms of hydrogen and oxygen though the exact structures involved remain conjectural. He thinks that H20 is one possibility but that so is H202, and — correctly — that both combinations would be chemically stable. He gives the name ‘acqua’ to the former substance and ‘hydra’ to the latter. Suppose he now thinks that water flows in the Thames. He can perfectly well identify what he is thinking, namely, that water flows in the Thames. However, he does not know, and is in no position to know from the armchair, that when he thinks that water flows in the Thames, he is thinking a thought that — assuming externalism — is identical to his thought that acqua flows in the Thames, and distinct from his thought that hydra flows in the Thames. Once intension (sense) is regarded as fixed, for suitable concepts, by extension (reference), the ability to identify what you think can stop short of the ability to discriminate that thought from others.
	Does this reflection do damage to the significance of Putnam’s argument? Suppose a BIV thoughtfully tokens a series of sentences indistinguishable from those you token when you run through a version of the VAT argument. Externalism about thought content ensures that the BIV does not thereby express the VAT argument, and does not prove that it is not in the classical VAT scenario. What exactly— if anything[footnoteRef:25]—it does prove when it reaches the end of the argument and tokens ‘I am not in the VAT scenario’[footnoteRef:26] will depend on the BIV’s conceptual repertoire and, as already remarked, in the absence of a developed externalist theory of reference, the extent and nature of that repertoire is imponderable.[footnoteRef:27] Let us allow, nevertheless, that the BIV has indeed worked through a proof and that when it tokens its conclusion, ‘I am not in the VAT scenario’, it expresses a thought whose truth-conditions we can capture by a particular English sentence, E, leaving it open whether this is a thought about the BIVs sensory experiences, the electrical signals that cause them, the features of the computer program that are responsible for the electrical signals, or whatever else. [25:  We have of course, no reason to suppose that the relevant sequence of thoughts in the language of the BIV amounts to a proof of anything at all.]  [26:  We adopt the convention of representing sentences tokened in the thought of the BIV by underlining.]  [27:  Candidates for the relevant concepts suggested by Putnam (1981, pp. 14-15) himself include concepts of the BIVs sensory experiences, concepts of the electrical signals that cause these experiences, and concepts the features of the computer program that are responsible for the electrical signals.] 

Now there is indeed something unimpressive about the BIV’s performance, despite the fact that—or so we are supposing — it has successfully worked through an argument and proved its conclusion. But what is unimpressive about it is not that the BIV does not know what it has proved. There is no reason to think that the BIV does not know what it has proved, knowledge it might express by thinking ‘I am not in the classical VAT scenario’. The point is rather that, like our imaginary scientist, the BIV cannot discriminate that thought from among certain relevant others: in particular, it cannot identify the thought that it expresses when it says ‘I am not in the classical VAT scenario’ with the thought that E, and cannot distinguish it from the thought that it is not in the classical VAT scenario. And because of these limitations, it has accomplished little of significance. In particular, its conclusion is compatible with the (realised) possibility that it is a (mere) BIV.
Can you coherently bring an analogue of this concern ‘home’, and apply it to your own case?  It would have to be something like this: that unless you suppose that you are not in the VAT scenario from the outset, you cannot guarantee that when you run the VAT argument you have not merely done something in no important way different to what the BIV has done. That is, you cannot guarantee that although you have successfully established a thought, and you know what thought this is in the sense that you can identify it in your language, you lack the discriminatory knowledge required in order to vouchsafe that it is incompatible with the sceptical possibility which should have been your real concern.
But this is still a muddle. The conclusion that the BIV expresses by saying ‘I am not in the VAT scenario’ is indeed compatible with the possibility that it is in the VAT scenario, but this — lest we forget— is a possibility that the BIV itself cannot think. It is not as if, like our imagined scientist, it can formulate a pair of truth-conditionally distinct thoughts and realise that it is in no position to determine which of them its conclusion is. It cannot think: well, I have proved that I am not in the VAT scenario but I do not know whether that is to have proved that I am not in the classical VAT scenario or merely that E. The thoughts among which the BIV cannot discriminate its conclusion are thoughts which can only be distinguished in a language which, such is its predicament, it necessarily cannot understand. Bringing the worry home to your own case will thus enforce a retreat from any expression of it that involves your grasping the putative possibility, of putatively real concern, that you have failed to rule out. Once such a retreat has been made, however, it is unclear whether anything worth calling a sceptical worry can be preserved.[footnoteRef:28] You might try saying that, for all you know, there is some possibility that you cannot think, and that you have failed to rule out by running the VAT argument. But of course there are innumerable possibilities that you have not ruled out by running the argument! And some of them may, plausibly, be beyond your powers of understanding. Nothing too untoward there.[footnoteRef:29] [28:  That is, a worry that questions the truth, or good standing, of whole swathes of your ordinary beliefs.  It may be felt that a different kind of worry does still linger. We’ll return to this in the concluding section.]  [29:  For further discussion of the issues of this section, see Thorpe (forthcoming).] 


V — Misgivings about the significance of the argument (continued): Surely there are other sceptical scenarios, suitable to underwrite very similar sceptical arguments, that may not be discounted on externalist grounds? 

A number of commentators have remarked that the features of the classical VAT scenario as characterised by Putnam on which his externalist antidote depends are not essential to the genre of sceptical argument concerned. A simple sceptical argument that is structurally similar to, and in no way less challenging than that we outlined at the start can, for instance, simply make use of a scenario such as the following:

The Recent Envatment scenario: Up until yesterday your brain was functioning normally within your body, and you moved around in a world that was more-or-less as you took it to be. As you slept last night, however, evil scientists drugged you and removed your brain from its body, placing it in a vat and hooking it up to a supercomputer ensuring that you have sensory experiences that smoothly dovetail with those you had before, and that are congenial to your usual assumptions about the kind of creature you are and the world you inhabit. Now, however, insofar as these assumptions are about the current state of the world, they are false, since after envatting you, the scientists accidentally destroyed most of what exists, except for your brain in its vat.[footnoteRef:30]   [30:  A sceptical argument based on this scenario does not actually need the flourish at the end. It is enough that, whatever is now taking place in the external world, you no longer have, according to the scenario described, the appropriate cognitive connections to acquire knowledge about it. (Cf. n. 3 above.) But we include the flourish for the sake of symmetry with the sceptical argument based on the classical VAT scenario.] 

 
No plausible semantic externalism will prevent you from referring to BIVs if you have spent most of your life living in normal, English-speaking Western society, so there is no possibility of a VAT argument-style proof that you are not in the Recent Envatment scenario. But the Recent Envatment scenario is incompatible with your having perceptual knowledge that you are right now reading a philosophy paper. So, cannot a sceptic just argue that your inability to rule out the Recent Envatment scenario combined with Closure entails that you don’t know that you are reading a philosophy paper, or anything else that you take yourself to know about your current environment on the basis of current perception? And if that’s so, isn’t Putnam’s argument largely a distraction, at least so far as the project of responding to scepticism is concerned?[footnoteRef:31]  [31:  This objection to the VAT argument can be found in, among other places, Christensen (1993), Forbes (1995), Wright (1992) and (1994), and Brueckner (1999).] 

	Arguably, this popular objection proceeds too quickly. To see why, first consider that a sceptical argument based on the Recent Envatment scenario will at least do less extensive damage to your empirical knowledge than one based on the classical VAT scenario. This is because many of your empirical beliefs are compatible with the Recent Envatment scenario, and so Closure does not require that you must be able to rule out the Recent Envatment scenario if those beliefs are to be regarded as knowledgeable. For example, your beliefs about where you were born, where you grew up, where you were educated and indeed where you were and what you were doing last week, are all compatible with the Recent Envatment scenario. An appeal to Closure thus imposes no requirement that you be in position to know that the Recent Envatment scenario is false before you can continue justifiably to regard these beliefs as knowledgeable.
	This reflection points up a strategic weakness in the attempt to run a sceptical argument based on any modified scenario of this kind.  Not that it is in any important sense a weakness merely that the damaging effects of such an argument will be more limited than one based on the classical VAT scenario, however. They are still extensive enough and thoroughly unwelcome. The strategic weakness is rather that because any closure-based argument that utilises the Recent Envatment scenario or similar is in the way noted more limited in scope, there is nothing to prevent you from appealing to presumable empirical knowledge that lies outside its scope in order to justifiably rule the relevant scenario out. Take, for example, your belief that as recently as last week envatting technology did not exist, and that we were nowhere near developing it. Or your belief that up until last week doctors were nowhere near being able to remove a brain from someone’s body without causing massive permanent damage to the brain. A sceptical argument based on the Recent Envatment scenario does not threaten the status of either of these beliefs as knowledge. But both provide perfectly good reasons to think that you are not in any scenario of that kind. 
	It may be worthwhile pausing to note why no similar problem arises for the sceptical argument based on the classical VAT scenario. You cannot rule out that scenario by appealing to your belief that as recently as last week envatting technology did not exist, and that as recently as last week doctors were nowhere near being able to remove a brain from someone’s body without damaging it beyond repair. The classical VAT scenario does not, to be sure, rule out those beliefs by virtue of being strictly incompatible with their being true — at least not if each is construed as featuring a wide-scope negation. But what it is incompatible with is the assumption that, when whatever caused you to form those beliefs occurred, you were functioning as a competent knowing subject, appropriately connected to relevant matters in an external world. Thus a sceptical argument that employs the classical VAT scenario does undercut the status of these beliefs as presumable knowledge. To appeal to them and thereby to assume that they are knowledgeable as part of an attempt to refute the original sceptical argument would be question-begging. 
	So, the attempt to monger a sceptical paradox along the now familiar lines faces a dilemma: if the mooted sceptical paradox employs the classical VAT scenario, you can use the VAT argument to rule that scenario out; but if the Recent Envatment scenario is invoked, you can appeal to aspects of your still presumable empirical knowledge that are unthreatened by that scenario to justifiably discount it. 
	Can a sceptic finesse this dilemma by coming up with a different kind of sceptical scenario— one which cannot be ruled out by either the VAT argument or by appeal to certain of your empirical beliefs whose knowledgeability it fails to challenge? Such a scenario would have to allow you to have or retain the concepts necessary to describe it even if you were in it, whilst being incompatible with the knowledgeability of any empirical belief you hold to which you could appeal to rule it out. 
	One possible ploy for a sceptical argument that squeezes between the horns is to resort to a high degree of abstraction, thus aiming to avoid the use of any concepts in the description of the sceptical scenario that externalism about thought-content might prevent one from having if the scenario were actual. To this end, someone might propose something like the following

Abstract scenario: the experiences you have are consistently and exceptionlessly of a character that is fully coherent with your empirical beliefs. However, these beliefs are all false. 

The Abstract scenario falsifies all of your empirical beliefs, and so there is no possibility of ruling it out by appeal to your empirical knowledge. But grasp of this scenario arguably involves only concepts such that that externalism about thought content would not prevent you from having them if you were in it. It is not clear whether the concepts of empirical belief and experience are concepts your grasp of which requires that you stand in causal relations to their referents. But even if they are, there is no evident reason to think that you could not enter into the relevant relations were the Abstract scenario to be true. For you do have experiences and empirical beliefs, after all, even in the Abstract scenario.[footnoteRef:32] [32:  Nagel (1986), Folina (2016) and Pritchard & Ranilli (2016) object to the VAT argument essentially on the grounds that it does not rule out the Abstract scenario.] 

	If the Abstract scenario does indeed subserve a sceptical paradox that is no less challenging than the classical VAT scenario paradox, we should conclude that the details of the classical VAT scenario were mere ornamental flourishes which a sceptic can dispense with once it is noticed that they set up Putnam’s counter-argument. But is any prospective Abstract scenario paradox truly no less challenging? The sceptical claim that your experiences provide no sufficient reason to discount the VAT scenario turns on the idea that, as we expressed it at the beginning, “those experiences are exactly as they ought to be on the hypothesis that you are indeed in the VAT scenario as described.”  The VAT scenario, that is to say, provides an explanation of your experiences— and one, the sceptic must claim, that you have no sufficient epistemic reason to think is worse than the explanation provided by your usual beliefs about how things are. However, it is doubtful that the Abstract scenario can match this. The Abstract scenario cannot be said to provide an explanation of your sensory experiences that competes with the explanation provided by your usual beliefs about your worldly situation, because the Abstract scenario says nothing about the causation of your experiences at all. It simply says that you have your sensory experiences, and that while they are broadly consonant with your usual empirical beliefs, they are not to be explained in terms of the truth of those beliefs. This simply conjoins a statement of what needs explaining with the denial of one possible explanation. Unlike the VAT scenario, the Abstract scenario offers no competition to your usual beliefs as an explanation of your experiences. 
If needed, a simple analogy will serve to drive home the significance of this point. Suppose you are a senior detective leading a murder investigation. So far as you can see, all of a considerable body of evidence suggests that Jon did it: the murder weapon is Jon’s knife, Jon’s fingerprints and no-one else’s are on the handle, a man of Jon’s description was seen leaving the scene of the crime shortly after the murder, Jon has no alibi for the time of the slaying, Jon stood to benefit considerably from the death of the victim, and he is a man with a previous conviction for stabbing.  So, you naturally form the belief that Jon is the murderer, on the basis that it is an excellent explanation of the evidence. Your two subordinates are not convinced, however. One simply suggests that perhaps, despite all the evidence, Jon didn’t do it. It doesn’t seem that, if you are rational, this suggestion should move you at all. The reason is that it introduces no new hypothesis to challenge your own in the competition of explaining the evidence. The other subordinate, by contrast, points out that Jon has an identical twin who had access to Jon’s knife, and that some of the prints on the handle are smudged in a way consistent with its being wielded by a hand in a rubber glove, that the twin stood to benefit from the death of the victim just as much as Jon, that he too has no relevant alibi, and like his brother has a history of violence. Moreover he has a strong motive to incriminate his brother. Perhaps, your subordinate suggests, Jon’s twin is the murderer. It seems that this should be regarded as a serious contender as an explanation of the evidence, and that until further evidence emerges to give an edge to the hypothesis that Jon is the murderer, you should conclude that the investigation should remain open—that you do not after all at this point know that who the murderer is. 
The point, then, is that, like the first subordinate’s suggestion, the Abstract scenario simply fails to provide any competing explanation of the relevant evidence, and therefore stands no chance of occasioning reasonable doubt about an apparently adequate explanation that is already on the table. 
Three constraints have now emerged which a sceptical scenario must meet if it is to perform as the original sceptical argument advertises. They are, as noted, 
(i) that the scenario deploy only concepts that will be available to you if 	you are in it;
(ii) that it undermine the knowledgeable status of any of your empirical 	beliefs that might be adduced against it; and
	(iii) that the scenario offer at least some explanation of your on-going 	experiences to rival that provided by those of our normal beliefs that 	scepticism challenges. 
The classical VAT scenario fails the first constraint, the Recent Envatment scenario the second, and the Abstract scenario the third. Can there be an envatment-style scenario that meets all three constraints? 
	We can see what shape it must take. Unlike the VAT scenario, it must, assuming content externalism, allow you a sufficiently extended period of normal education and experience to ground the concepts needed to characterise it, but unlike the Recent Envatment scenario, it must also undermine the epistemic pedigree of those of your ordinary beliefs that you could reasonably marshal against it. And unlike the Abstract scenario, it must offer an explanation of your experience to rival, at least prima facie, the explanation provided by your normal beliefs about the world you live in and the routine causes of your experiences. 
We have not shown that there is no possible such scenario, and we shall not here take a definite stand on the matter. Certainly, one should not be discomforted merely by the epistemic possibility that an ingenious sceptic will yet come up with an effective sceptical scenario meeting all three constraints. One should, after all, be moved only by paradoxes with which one is actually confronted, not by the bare idea that there might be arguments to the same effect. That said, it may interest the reader to ponder the 
Relatively Recent Envatment scenario: You were successfully envatted a few years ago after a normal upbringing and education, but not so long ago that the radical dislocation of your sensory experience from the physical world around you has had time, for externalist reasons, to materially impact on the referential/conceptual repertoire that you acquired during your pre-envatted days. So your understanding of this depiction of your predicament is just as it would have been before your envatment. The course your experience now assumes in general is to be explained in terms of your brain’s neural connections to impulses emanating from your controlling computer and the details of its program, exactly as in the classical VAT scenario. Finally, while you have a range of seemingly-well attested beliefs that suggest that such a mishap is technologically impossible and has been throughout your life, these beliefs have all been acquired — either by direct programming or suitable illusory experiences of learning— since you were envatted.[footnoteRef:33]  [33:  The issues raised in this section are discussed at greater length in Thorpe (2017).] 


(vii) The VAT argument vs. Metaphysical Realism

Our discussion hitherto has focused on the potential force of the VAT argument in addressing traditional sceptical paradoxes in epistemology. We should not conclude, therefore, without acknowledging that fashioning a response to scepticism was not, or not primarily, Putnam’s purpose.  Rather, he believed that his argument strikes a powerful blow against the broad view about the relationship between our thought and the external world that he entitled metaphysical realism. What did he understand by that, and is the VAT argument successful when harnessed to that project?
	Putnam’s characterisations of metaphysical realism are many and various.[footnoteRef:34] For our purposes here it will suffice to say that there are essentially two core components in the metaphysical realist outlook. The first concerns the nature of the world treated of by the natural sciences: it is a world that is ‘mind-independent’ — a world whose characteristics have no form of metaphysically interesting dependence on activities and properties of minds. The second concerns the nature of truth and meaning:  metaphysical realism involves a robust correspondence conception of truth, according to which the truth of a thought (concerning the relevant type of subject matter) is subject to no form of epistemic constraint but consists simply in a relationship of pure depiction of an objective state of affairs. Call these two elements Mind-Independence and Robust Correspondence respectively.  [34:  The discussion to follow will rely on the perspective articulated at p. 49 of Reason, Truth and History where Putnam offers the following characterization of metaphysical realism (there called “external realism”): ‘On [the metaphysical realist perspective] the world consists of some fixed totality of mind-independent objects. There is exactly one true and complete description of “the way the world is”. Truth involves some sort of correspondence relation between words or thought-signs and external things and sets of things.’ See also Putnam (1990, pp. 30-33).] 

	In Putnam’s handling, these ideas are taken to enforce a conception of our cognitive endeavours as aspiring to mirror, in Rorty’s famous image, a natural world from which we are, in something like an Hegelian sense, alienated: a ‘brutely other’ realm of fact and law whose correspondence to any purported account of it that satisfies our most refined standards of enquiry and evidence is a matter of deep contingency. Metaphysical realism, Putnam proposed, is thus committed to the view that a total empirical theory that was unimprovable by our methodological standards, and adequate to all data that this actual world might in principle offer up, might nevertheless just be extensively false. Call a scenario in which that alleged possibility obtains one of Ideal Error. Putnam’s idea seems to have been that the VAT scenario, as he characterises it, may be taken as a parable, or epitome, for any situation of Ideal Error, and hence that its refutation would dispose not only of the possibility of Ideal Error but also of the theses that provide its metaphysical springs—Mind-Independence and Robust Correspondence. 
	It is striking that Putnam himself contributed very little to the extensive debates in the literature that chapter 2 of Reason, Truth and History has generated. An exception is his (1994) Reply in the Clark and Hale anthology to Wright’s article in the same volume.[footnoteRef:35] Wright there argued that, granted its semantic externalist assumptions, the VAT argument is successful but that its potency against metaphysical realism is seriously qualified by its failure to engage a certain more abstract worry.[footnoteRef:36] The argument turns on the thought that it is a side-effect of the externalism that an envatted brain in the VAT-scenario is barred from any adequate conception of its specific predicament. But that is to be barred from recognition, indeed from any understanding, of fundamental aspects of its own nature and of the world it lives in. We can understand its predicament in such general terms. Can we not understand accordingly how we might be in some such broadly structurally analogous predicament ourselves, even if the specifics of it would elude our grasp for the same reasons that the specifics of the VAT scenario elude the grasp of the envatted brains? If that remains an intelligible possibility, then acknowledging it still brings in train the metaphysical realist conception of a brutely other world, set over against and transcending our powers of understanding and discovery.  [35:  Wright (1994)]  [36:  We here pick up on the worry prefigured in n. 26.] 

	Putnam dismisses this worry. But the way he framed his response to it reads as if he took it to be an attempt to reinstate a sceptical argument. So we should stress that scepticism — understood as the claim that we cannot rationally rule out massive error — is beside the point. The predicament bruited is one not of massive error but rather of fundamental and ineluctable ignorance — Cosmic Ignorance. And the point is not, or not really, whether such a scenario is ‘worrying’ — for why, it may be asked, should the heart grieve over what the mind cannot comprehend? — but rather that to grant its possible reality is exactly to conceive of the world as the metaphysical realist conceives it, as brutely alien with a population, at least in significant part, of things we cannot refer to in thought and states of affairs we cannot conceptualise. 
	Still, with the dialectical situation so clarified, it is clear how Putnam’s reply should run. He must charge that any attempt to describe even such a general and non-specific scenario must still have recourse to concepts which would not be available to us were we in it — in general, that any hypothesis that postulates circumstances either of extensive undetectable error or extensive ineluctable ignorance must be “semantically auto-disruptive”.[footnoteRef:37] This must hold no matter at what level of abstractness and generality the description proceeds. And in Putnam (1994) this is exactly what he tries to do. His strategy is to press for some further specification of how we should conceive of the “broadly structurally analogous predicament” to that of the envatted brains that we allegedly might be in and to make a case that natural ways of trying to provide that — involving notions such as cause, fundamental law, and space—will require a conceptual repertoire which would not be available to the envatted brains and whose availability to us is, by semantic externalism, contingent on the falsehood of the specification in question.  [37:  Wright (1992, p. 85): ‘Say that a hypothesis H is semantically auto-disruptive with respect to language L if and only if, were H true, some elements in the L-expression, S, of H would differ in meaning in such a way that S would no longer express H. And now define H as absolutely semantically auto-disruptive … if and only if for any expression, S, of H, in whatever language, if H were true some elements in S would so differ in meaning that S would no longer express H.’] 

	The extreme generality of this new kind of scenario claim, and the lack of specification of exactly what semantic externalism requires of the good standing of concepts for which a straightforwardly causal account of reference looks implausible in any case, makes it difficult to predict whether this response can succeed. Since we will shortly canvass independent reasons to doubt that the VAT argument can exert any real pressure against metaphysical realism, we here, for reasons of space, will leave it to the reader to ponder the issue. In doing so, however, (s)he may want to reflect that at least one, bare bones, characterisation of the predicament needs only logical concepts, concepts of ourselves as thinking, epistemic agents, concepts of metasemantics and certain kinds of evaluative concepts: it is the predicament in which there are states of affairs to which we are so related that we cannot refer to their constituent objects and properties, nor therefore represent them in true thoughts, and whose obtaining would be of enormous significance to us could we but know of it. If that is admitted as a possibility whose intelligibility is unthreatened by any generalisation of the VAT-argument, then the argument presents no obstacle to ways of thinking about the world and our cognitive situation within it characteristic of metaphysical realism.[footnoteRef:38] [38:  As we remarked at the beginning, it is a dialectical strength of the original VAT argument that it needs only relatively modest assumptions about reference — essentially just that a necessary condition for being in position to refer to brains and vats is that one have had — or that the speech community in which one acquires one’s language have had — some appropriate kind of causal interaction with brains, and vats, or items in terms of which “brain” and “vat” can be defined. But this is a place where a more exact understanding of the requirements of a plausible causal semantic externalism becomes important since the acausality of many quotidian subject matters, as intuitively conceived, entails that far too much of our everyday conceptual repertoire in presumable good-standing will be incapable of satisfying any simple ‘causal interaction’ condition on reference.] 

	However that may be, there are three other, as it seems to us, cogent reasons for doubting that the VAT-argument can carry the metaphysical significance that Putnam wanted. First, assume that the VAT-scenario can indeed function as an epitome for any of the forms of cognitive dislocation whose possibility is supposedly distinctively implicit in metaphysical realism.  There is a worry nevertheless about the modality of the conclusion of the VAT argument. Insofar as metaphysical realism may be taken to involve commitment to possibilities of Ideal Error, or Cosmic Ignorance, it is metaphysical possibility that is at stake. The idea is that the determinants of truth and falsity are metaphysically unconstrained — across all possible worlds — by the thoughts and standards of ideal investigators. Putnam’s argument, by contrast, establishes only that we are not actually brains-in-a vat. We are not so because we actually have the conceptual repertoire necessary to characterise the predicament of the envatted brains. But that is a contingency. Had we been brains-in-a vat, we would have lacked that repertoire. The conclusion of the VAT-argument, while of potential comfort in the context of addressing (one kind of) scepticism, thus has no bearing on the conception of the relationship between thought and reality that metaphysical realism is invested in, since it carries no implication that we could not, in different circumstances, have been brains-in-a vat. 
	Second, the VAT-scenario is in any case arguably not well suited to serve as an epitome of Ideal Error. Interpreted as the basis for a sceptical argument, it offers a situation in which the subjects’ beliefs are supposedly massively false because almost all the things they putatively concern fail to exist. It is — before any semantic externalist ideas are brought to bear — a scenario of massive reference failure. But there are other kinds of possibilities for ideal error. One such, for example, attends the kind of strong version of the thesis of underdetermination of empirical theory by data that Quine invoked to argue for the indeterminacy of translation. On one understanding of that thesis, it is possible for two theories to agree in their respective ontologies and ideologies but to propose incompatible yet empirically adequate theoretical accounts of the same range of observable phenomena and to score similarly for other theoretical virtues. If that is a possibility, then an ideal theory can be false for reasons quite unlike anything epitomised by the classical VAT scenario.
	Finally, it is doubtful whether Mind-Independence and Robust Correspondence really do entail possibilities of Ideal Error in the first place. At any rate, there are a variety of proposals that philosophers have defended that, while consistent with Mind-Independence and Robust Correspondence, precisely exclude the possibility of massive error. One dramatic kind of view with that intended effect is Donald Davidson's interpretationism.[footnoteRef:39] According to Davidson, a subject’s beliefs are to be identified with whatever best interpretation of their sayings and doings would take them to be. Since, in Davidson’s view, best interpretation must be charitable —must maximise the range of true beliefs ascribed— and since, while there are no limits on how knowledgeable interpreters may in principle be taken to be, interpretation is generally better the more knowledgeable its agent, it follows that any rational subject must for the most part be best interpreted as having true beliefs, even when truth is conceived as robust correspondence to a mind-independent world.  [39:  Davidson (1986).] 

	According to this train of thought, Ideal Error is excluded, quite consistently with metaphysical realism, by a thesis about the metaphysical nature of belief. However, we appeal to Davidson’s famous proposal here not to endorse it but merely to highlight the gap it illustrates between metaphysical realism, understood as throughout this discussion, and Ideal Error. In general, whether the latter is a possibility, even when Mind-Independence and Robust Correspondence are assumed, will depend on one’s theory of the metaphysics of concepts and reference —on what view one takes of the scope and nature of the concepts and beliefs that a subject can form in a world conceived as by metaphysical realism.  One would have supposed that the potential lacuna here would be especially evident to anyone of semantic externalist leanings. That it seems not to have been more salient to Hilary Putnam is one more puzzle about the thought of this brilliant yet enigmatic philosopher.


Bibliography
Boghossian, P. (1997). What the Externalist Can Know A Priori. Proceedings of the Aristotelian Society, 161-75.
Brueckner, A. (1986). Brains in a Vat. The Journal of Philosophy, 83(3), 148 - 167.
Brueckner, A. (1999). Transcendental Arguments from Content Externalism. In R. Stern (ed.), Transcendental Arguments: Problems and Prospects (pp. 229 - 250). Oxford: Clarendon Press.
Brueckner, A. (2016). Putnam on brains in a vat. In S. Goldberg (ed.), The Brain in a Vat (pp. 19-26). Cambridge: Cambridge University Press.
Button, T. (2013). The Limits of Realism. Oxford: Oxford University Press.
Christensen, D. (1993). Skeptical Problems, Semantical Solutions. Philosophy and Phenomenological Research, 53(2), 301 - 321.
Clark, P., & Hale, B. eds. (1994). Reading Putnam. Cambridge, Massachusetts: Blackwell.
Cohen, S. (2002). Basic Knowledge and the Problem of Easy Knowledge. Philosophy 	and Phenomenological Research 65(2), 309-329 
David, M. (1991). Neither Mentioning "Brains in a Vat" nor Mentioning Brains in a Vat Will Prove that We are not Brains in a Vat. Philosophy and Phenomenological Research, 51, 891-896.
Davidson, D. (1986). A Coherence Theory of Truth and Knowledge. In E. Lepore (ed.), Truth and Interpretations (pp. 307-319). Oxford: Blackwell.
Dickie, I. (2010). We are Acquainted with Ordinary Things. In R. Jeshion (ed.), New 	Essays on Singular Thought. Oxford: Oxford University Press.
Evans, G. (1982). The Varieties of Reference. Oxford: Oxford University Press.
Falvey, K., & Owens, J. (1994). Externalism, Self Knowledge, and Scepticism. The Philosophical Review, 103(1), 107-137.
Folina, J. (2016). Realism, scepticism, and the brain in a vat. In S. Goldberg (ed.), The Brain in a Vat (pp. 155-173). Cambridge: Cambridge University Press.
Forbes, G. (1995). Realism and Skepticism: Brains in a Vat Revisited. The Journal of Philosophy, 92(4), 205 - 222.
Gallois, A., & O'Leary-Hawthorne, J. (1996). Externalism and Scepticism. Philosophical Studies, 81(1), 1-26.
Goldberg, S (2016) (ed.) The Brain in a Vat. Cambridge: Cambridge University Press.
Johnsen, B. C. (2003). Of Brains in Vats, Whatever Brains in Vats May Be. Philosophical Studies: an international journal for philosophy in the analytic tradition, 112(3), 225 - 249.
Kallestrup, J. (2016). Brains in vats, causal constraints on reference and semantic externalism. In S. Goldberg (ed.) The Brain in a Vat (pp. 37-53). Cambridge: Cambridge University Press.
Kotzen, M. (2012). Dragging and Confirming. The Philosophical Review 121 (1), 55-93.
MacIntyre, J. (1984). Putnam's Brains. Analysis, 44, 56-61.
McKinsey, M. (1991). Anti-Individualism and Privileged Access. Analysis, 51(1), 9-16.
McKinsey, M. (2007). Externalism and Priviliged Access are Inconsistent. In B. P. McLaughlin, & J. D. Cohen, (eds.) Contemporary Debates in the Philosophy of Mind (pp. 37-53). Oxford: Blackwell.
Nagel, T. (1986). The View from Nowhere. Oxford: Oxford University Press.
Pritchard, D., & Ranilli, C. (2016). Putnam on BIVs and radical scepticism. In S. Golberg (ed.) The Brain in a Vat (pp. 75-89). Cambridge: Cambridge University Press.
Pryor, J. (2007). What's Wrong with McKinsey-style Reasoning? In S. Goldberg, (ed.) Internalism and Externalism in Semantics and Epistemolgy. Oxford.
Pryor, J. (2012). When Warrant Transmits. In A. Coliva (ed.) Mind, Meaning and 	Knowledge: Themes from the Philosophy of Crispin Wright. Oxford
Putnam, H. (1973). Meaning and Reference. The Journal of Philosophy, 70(19), 699-711.
Putnam, H. (1975). The Meaning of 'Meaning'. In K. Gunderson (ed.) Language, Mind, and Knowledge (Vol. 2). Minnesota: Minessota Universtiy Press.
Putnam, H. (1981). Reason Truth and History. Cambridge: Cambridge University Press.
Putnam, H. (1990). Realism with a Human Face. Cambridge: Harvard University Press.
Putnam, H. (1994). Comments and Replies. In P. Clark, & B. Hale (eds.) Reading Putnam (pp. 242-296). Cambridge, Massachusetts: Blackwell.
Pynn, G. (2013). The Bayesian Explanation of Transmission Failure. Synthese 190(9), 	1519-1531
Sawyer, S. (1998). Privileged Access to the World. Australasian Journal of Philosophy, 76(4), 523-533.
Smith, M. (2009). Transmission Failure Explained. Philosophy and Phenomenological 	Research 79(1), 164-89
Thorpe, J. R. (2017). Closure Scepticism and the Vat Argument. Mind, published electronically; hard copy forthcoming.
Thorpe, J. R. (forthcoming). Semantic Self-Knowledge and the Vat Argument. Philosophical Studies.
Tymoczko, T. (1989). In Defense of Putnam's Brains. Philosophical Studies: An International Journal for Philosophy in the Analytic Tradition, 57(3), 281-297.
Wright, C. (1986). Facts and Certainty. Proceedings of the British Academy (71) 	429-	472
Wright, C. (1992). On Putnam's Proof that We are not Brains-in-a-Vat. Proceedings of the Aristotlian Society, 92(1), 67-94. (This is an abridged version of Wright 1994.)
Wright, C. (1994). On Putnam's Proof that We Are Not Brains in a Vat. In P. Clark, & B. Hale, Reading Putnam (pp. 216-242). Cambridge, Massachusetts: Blackwell.
Wright, C. (2000). Cogency and Question-Begging: Some Reflections on McKinsey's Paradox and Putnam's Proof. Philosophical Issues(10), 140-163.
Wright, C. (2003). Some Reflections on the Acquisition of Warrant by Inference, in S. Nuccetelli (ed.) New Essays On Semantic Externalism And Self-Knowledge (MIT Bradford) 57-77
Wright, C. (2008). McKinsey One More Time. In A. Hatzimoysis (ed.) Self-Knowledge. 	Oxford: Oxford University Press.
Wright, C. (2012) Replies Part IV (pp. 451-72) in A. Coliva (ed.) Mind, Meaning and 	Knowledge: Themes from the Philosophy of Crispin Wright. Oxford: Oxford 	University Press



