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Abstract: The Subset View of realization, though it has some attractive advantages, also has several problems.  In particular, there are five main problems that have emerged in the literature: Double-Counting, The Part/Whole Problem, The “No Addition of Being” Problem, The Problem of Projectibility, and the Problem of Spurious Kinds.  Each is reviewed here, along with solutions (or partial solutions) to them.  Taking these problems seriously constrains the form that a Subset view can take, and thus limits the kinds of relations that can fulfill the realization relation on this view.
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Any theory about what, precisely, the realization relation is must say something about the relation between things like mental properties, on the one hand, and the physical properties that realize such mental properties on the other.  One creative theory of such a relation is the subset view of realization (or just the subset view for short). The subset view has been explicitly defended by Shoemaker (2001 and 2007; though Shoemaker attributes the idea to Michael Watkins), Wilson (1999, 2011; see addenda), and Clapp (2001).  My goal in this paper is to scrutinize the subset view and present some commonly cited problems for the view in an effort to focus certain research questions.


As the name implies, the subset view of realization is a theory of the relation between realized and realizing properties.  It is usually applied to cases of mental properties being realized by physical properties.  On the subset view, a physical property P realizes a mental property M when the set of M’s causal powers—call this Sm— is a non-empty subset of P’s causal powers—call this Sp.  Thus Sm  Sp.  For example, we can think of a particular object instantiating P as having six causal powers in virtue of having (or bestowed by) P—let us call them A, B, C, D, E, and F.  (P might be just one possibly realizer of M, so for clarity, let us refer to this property using ‘P1’).  P1 realizes M just in case the causal powers conferred by instantiating M are subset of the set of the causal powers bestowed by instantiating P1.  P1 might realize M if, for example, M had the causal powers E and F.  Thus if P1 is present in an object, then M must be present in that object as well, since the causal powers individuative of M will be had by any object where P1 is instantiated.  Thus for any object o which is P1 at t it is at least nomically necessary (indeed, metaphysically necessary) that o is also M at time t (see LePore and Loewer (1989) for some requirements on the realization relation).


Here is an example of how the view is supposed to work.  We can construe the predicate ‘___ is in pain’ as denoting a property with certain “forward looking” and “backward looking” causal powers.  For example, pain might be characteristically caused by tissue damage and, in turn, cause things like avoidance of the pain-causing stimulus, signs of discomfort (wincing, etc.) and more
.  In certain systems (human beings, say) the property of pain (or, perhaps, a certain kind of pain) is realized by C-fiber firing.  In those systems, having C-fibers firing is a property characteristically caused by tissue damage and that in turn caused avoidance, groaning, etc.  But C-fiber firing also causes other things to happen: it can cause electrical current to flow to an electrode, or cause anterior cingulated cortex to become active, or cause a biological tracer to be taken into a cell body.  Thus, although C-fiber firing has all of the causal powers of being in pain, it has many more besides.  The causal powers of pain are a subset of the causal powers of C-fiber firing.  If properties are individuated by their causal powers (and there is good reason to think that sometimes they are), pain and C-fiber firing are different properties, since C-fiber firing has some causal powers that pain does not.  But, whenever C-fiber firing is instantiated, pain is as well (in the relevant systems).  Thus C-fiber firing is sufficient for pain, and might be explanatory as well.


The vocabulary used even in this short sketch is somewhat contentious.  For example, we should be wary of using verbs like “bestow”, and “grant” when discussing the relation between causal powers and properties.  Bestowing something is an event which occurs in time, and it is unclear that properties bestow powers in time in this way.  But, though I do not think that properties literally, “bestow” powers I shall continue to use this term for ease of exposition—with the caveat that this term might not adequately capture the relation we are looking for.


Though some of the wording of the theory needs regulating, the theory itself promises some straightforward advantages.  First, it provides an explicit account of what the realization relation is.  And, on this account of realization, the subset view explains why, on the one hand, physical realizers are sufficient for realized properties and, on the other, how realized properties can be multiply realizable.  Second, the subset view provides some possible solutions to problems about mental causation.  On the subset view, causal powers are “built in” to subset properties, and so there is no question about such properties being causal.  Third, the subset view can deliver psychological laws, since subset properties can feature in causal laws.  Thus the subset view has been viewed as a way of making non-reductive physicalism plausible, especially in the face of problems about mental causation (for a good review of these points, see Wilson 1999).


All of this would be very good, if the view works.  But, once one gets into the details of these debates, it becomes clear that there are problems with the subset view. I think it is worthwhile to explicate and study these problems, and to find solutions to them, when possible, since the view would afford firm a firm metaphysical standing for non-reducible properties.


My goal here, however, is not to defend the subset view against all problems; rather, it is to collect some of the main objections found in the literature.  My hope is that, by doing so, research efforts can be organized and some of the vocabulary can be regimented.  But I do have, as a secondary goal, the project of working out the most plausible versions of the view.  Of course, in doing so I offer solutions (or sometimes just sketches of solutions) to some of the problems collected here.  I do not claim that these solutions are definitive, or even that they are without problems of their own—but hopefully I can show that attempting such solutions is worthwhile.

1. Problem #1: The Problem of Double-Counting


The problem of double counting has been raised independently by a number of authors.
  The worry starts with the observation that a system s has a mental property M and a physical property P (some neural property, perhaps), both of which are defined (at least partly) by a cluster of causal powers, and such that the powers defining M are a subset of the powers defining P.  But now it looks as if the powers bestowed by M are, in fact, bestowed twice: we count these powers as being bestowed by M, and again we count them as being bestowed by P.  It is as if o has two clusters of causal powers, one bestowed by M and one bestowed by P.


The problem is clearer if we distinguish between a token causal power that an object has at a time and that token power’s type (I will use capital letters for types and lowercase letters for tokens for clarity).  We should not consider that a system or object o is “bestowed” a token causal power a (of type A) by instantiating M and that it is again bestowed a token causal power a (of type A) by instantiating P—it is not the case that a has been “twice bestowed”.  It must be the case, then, that the token causal power a that o has in virtue of M and the token causal power that s has in virtue of P is one and the same power.  That is, the causal power a “bestowed” by M is numerically identical with that “bestowed” by P.  (If this seems unclear, it is because we run into trouble with the verb “bestows”, since it seems unlikely that one-and-the-same causal power a is bestowed twice.  But I have already voiced concerns about this way of putting things above.  If it helps, one can read “bestowed” as “had in virtue of”, though I will continue to use “bestow” for smoothness of exposition.)


This identity is exactly what is needed to avoid problems of causal exclusion.  The problem of causal exclusion arises because the following claims seem to lead to a contradiction: 1) that the physical world is causally closed, 2) that some properties (or events) are not physical, and 3) that events are not over-determined (or at least not rampantly overdetermined).  If the physical world is causally closed, then any physical event y has a sufficient physical cause x.  But if y is not overdetermined, it appears that non-physical events are never causal.  Furthermore, if we think that certain events are causal qua certain properties being instantiated, then it appears that event y can never be caused qua any non-physical properties.


The literature on the problem of causal exclusion is vast, but I raise it only to point to an insight of Jaegwon Kim’s—the Causal Inheritance Principle:

If M is instantiated on a given occasion by being realized by [physical property instance] P, then the causal powers of this instance of M are identical with (perhaps, a subset of) the causal powers of P. (Kim 1993b p.208; see also Kim 1993 p.326 and Kim 1998 p.54-55.  Emphasis original)


This is just the sort of principle needed to dispel causal exclusion, if we read ‘causal powers’ here as token causal powers (rather than types).  Kim’s use of the word inheritance favors this reading—the token causal powers of a mental property such as M are numerically identical to (some or all) of the causal powers of the realizing property P.  Thus there is no over-determination, since “mental causes” and “physical causes” are not truly distinct causes—though the properties might still be distinct.


Thus there is good reason to think that the causal powers that o has in virtue of M are numerically these same powers as those in the subset of powers that o has in virtue of P.  But then one can reasonably ask: if properties are supposed to make a difference in the world, how can subset properties like M make any difference that is not already made by P?  After all, set membership is not a concrete feature of the world, but presumably the instantiating of a property is a concrete feature of the world.  Thus possession of M should make some difference in the world.  The worry is that whatever difference M makes can already be accounted for by the difference that P makes.  Occam’s razor, then, should make us favor treating P as the real feature of the world here, not P and M.


Although there is something to this line of reasoning, it misses one of the main goals of the subset view.  Of course we could, in theory, account for the causal powers of o in terms of properties like P—knowing the various realizer properties, and how they contribute to an object’s causal powers, can give us “the whole story” of o’s causal profile—but the point of positing realized properties like M is to capture what is similar between distinct systems.  Thus system o1 might realize M by instantiating P1, and o2 might realize M by instantiating P2, and we might be able to explain o1’s having causal power a by its having P1 and explain o2’s having a by its having P2.  But we explain why s1 and s2 have token causal powers of the same type by noting that the causal power in each case is due to a shared property M.  The difference that M makes can be accounted for by P1 in o1, but not in o2 (and vice versa with P2).  Occam’s razor does not apply because our explanatory goals are different in these two cases: when explaining why a particular system has a token causal power, we can cite the underlying realizer property, but when explaining what systems share despite differences in the realizing property seems to require explaining why these systems share a causal power type.  The subset property M thus “makes a difference” to the extent that systems that instantiate M fall under a type that features in, for example, certain kinds of counter-factual statements and predictive hypotheses.


This might seem to make M an “epistemic” or “conceptual” property—that is, it seems that M’s existence depends on our explanatory practices or ways of categorizing things into kinds.  For some, this is not a problem, but a feature; for others, it will seem to miss the point.  But—as I shall argue below in problem 5— it misses the point only if we think that kindhood and propertyhood should be defined solely in terms of (sets of) causal powers.  It makes more sense, however, to consider projectible clusters of causal powers.  If we view science as being concerned, in part, with finding such projectible clusters, then the worry about such conceptual relativism is (at least partly) mitigated.


And so a respectable version of the subset view should be committed, I think, to the Causal Inheritance Principle.  This is the most obvious way that the subset theorist can avoid the problem of causal exclusion.  But this solution does raise a further problem.  If the token causal powers of this instantiation of M are numerically identical to a subset of the causal powers of this instantiation of P, then it cannot be the case that M and P are wholly distinct property instantiations.  There is a need, then, to explain exactly what the relation is between instantiations of M and instantiations of P.  Some attempts to cash out this relation have made use of the part/whole relation (Clapp 2001; Ehring 2003), and the idea has been scrutinized by Heil (1999, 2003).  Although attractive as a metaphor, viewing the relation in this way in problematic on its own.  It is this problem to which I now turn.

2. Problem #2: The Part/Whole Problem


If the subset view is to do any work— for example, in solving the problem of causal exclusion— it needs to say something specific about the relation between realizer properties and realized properties.  After all, the subset view is a theory of realization, and to suggest that the relation between a subset property and a physical realizer property is a realization relation would just be circular.  One suggestion has been that subset properties are parts of realizer properties (c.f. Clapp 2001, Ehring 2003).  And, although Shoemaker does not think that physical properties are literally parts of subset properties, he does retain the claim that property instances participate in this relations.


While it seems wrong to say that a determinable property is part of each of its determinates, or that a functional property is part of each of its realizer properties, it does not seem inappropriate to use the part-whole relation to characterize the relationship between instances of these pairs of properties… It seems natural to me to say that being scarlet is in part being red.  Likewise, the instantiation of a realizer property entails, and might naturally said to include as a part, the instantiation of the [mental] property realized. (1984/2003, p.435)


Yablo (1992) seems to make a similar claim when discussing determinable and determinate properties (though the point could equally be made for subset properties and physical properties):

Take for example the claim that a space completely filled by one object cannot contain another.  Then are even the object’s parts crowded out?  No.  In this competition wholes and parts are not on opposing teams…Likewise any credible reconstruction of the exclusion principle must respect the truism that determinable properties do not contend with their determinates for causal influence. (p.259; see also Wilson 1999)


There is a prima facie reason why we might not want to consider the realization relation a part/whole relation (though see Lycan (1986) and Gillett (2001)).  Part/whole relations are usually taken to be relations between concrete particulars, not properties—and physical particulars at that.  And so it seems wrong to suggest that properties can participate in the part whole relationship. But perhaps we can construe the suggestion as somewhat metaphorical.  Subset properties and their realizers are not literally ‘parts’ and ‘wholes’, but subset properties do somehow “make up” or “compose” (perhaps with some other properties) the physical properties that realize them—perhaps in the way that colors “make up” the spectrum, for example.


Of course, the metaphor is in great need of clarification.  But let us assume that there is some reasonable way of doing this, and that there is some sort of part whole relation that characterizes the realization relation on the subset view.  It is still unclear why such “parts” are not identical to physical properties.  If, for example, mental properties are “parts” of physical properties (however we construe “parts”), then why are not mental properties just physical properties themselves?  As Heil (1999) puts it:

Mental properties are depicted [on this view] as constituents of material properties.  But then it is hard to see why mental properties are not straightforward identifiable with material properties, those properties, namely, that realize their distinctive causal powers.


What Heil has in mind is the following: P is a physical property with physical “parts” P1 and P2.  If the causal powers that individuate P1 are the same causal powers that individuate M, then M just turns out to be identical with P1.  But why think there will be such a property as P1?


If P were a conjunctive property (that is, the property of coinstantiating both P1 and P2), then it follows that there will be both P1and P2 present when P is present.  And, if either P1 or P2 were not physical properties, then it seems that P would fail to be a fully physically property.  But we are assuming that P is such a property.  Thus, by reductio, P1 must be a physical property and part of P.  Likewise, if M is not a physical property but is a part of P, then P would not be fully physical.  This puts pressure on the idea that M is realized by some physical property.  Again, it would appear that M would have to be physical.


I think that these considerations show that the part/whole relation is the wrong way to go.  First, if we take “part” and “whole” literally, then it is apparent that properties do not have parts and wholes—concrete objects do (here Shoemaker is correct in his revision).  But, second, any other explication of “part” and “whole” must avoid the consequence that supposedly non-physical property is, in actuality, just another physical property.  The relation must be a relation that can hold between a non-physical property and a physical one.


The solution to this problem, then, is straightforward: the subset theorist should deny that realized properties are “parts” of realized properties (either literally or figuratively)


But this rejection by itself does not address the worry completely.  Consider a mental property M that bestows a causal power a, and M’s realizer property P that bestows both a and b.  The causal powers a and b here are causal powers bestowed by a physical property (P here).  So one might reason that these are “physical” causal powers.  But since causal power a is, for a given system s, identical with the causal power a bestowed by M, M itself bestows a physical causal power.  Is not M thereby a physical property?  Another way to put the same worry: take any subset of P’s causal powers.  Now posit a new physical property, P-prime, which is defined by just this subset.  M is now identical to P-prime, a physical property!  The worry still stands.


There are a few moves one could make in response to these worries.  One would be to accept that realized properties M are, in fact, physical properties, but that they are just not reducible to physical properties as standardly picked out in a “base” science.  Thus ‘being in pain’ turns out to be a physical property of certain systems, but not a property that is picked out by the vocabulary of neuroscience (or whatever base science one wants to consider).


Another way to go would be to argue that physical properties are picked out by maximal sets of causal powers.  That is, if we were to list the causal powers bestowed by any given physical property, it would be a longer list than the list of powers bestowed by any on-physical properties (including mental properties).  Thus, P-prime in the argument above would not count as a physical property, since the list of causal powers that define it is not “rich” enough to pick out a single physical property.  This is, of course, a substantial thesis that needs defending; but it is one possible way for the subset theorist to go.


Let us return, now, to the burden placed on the subset theorist.  I began this section by stating that M-instantiations and P-instantiations cannot be wholly distinct (because of the causal inheritance principle).  But then the burden is on the subset theorist to say what, exactly, the relation is between the two.  And, on pain of circularity, it will not do to say that instantiations of the one realize instantiations of the other.  So what is the relation?


I do not have a fully worked out answer to this question.  But I will provide a sketch of an answer that might be fruitfully explored.  It seems that the standard role/realizer relation is a better fit, with the amendment that a realizer property, itself, is defined by some sort of causal role—though a role that is more thoroughly specified.  We can call this a “role/role” relation.  The important insight (which is present in Lycan 1986, for example) is that physical properties themselves are individuated by a kind of functional role.  It is only when we look at the “structure” of these properties that we think of them as physical realizers—but these realizer themselves might have a certain structure that realizes them.  Thus the role of a piece of neural tissue will be defined not only by its contribution to the behavior of the organism, but also by the electrical activity elicited by stimuli (or probing), its reaction to chemical dyes, its sensitivity to heat or chemical compounds, etc.  But, naturally, few of the causal powers in this specific role will be relevant in explaining the production of behaviors.  (It is—surprise—only a subset of the causal powers that are relevant.)  When we consider physical properties, we are considering these more expansive roles.  Subset properties do not have the sorts of roles we associate with physical properties.


The role/role relation is not a part/whole relation in the traditional sense.  Parts and wholes, in the traditional sense, must be of the same ontological “type”.  But this is not so with the role/role relation.  Part of an outfielder’s role in a baseball game is to catch fly balls; but catching-fly balls does not automatically make one an outfielder.  Likewise, part of a neural (physical) property’s role is to produce behavior relevant to being in a certain mental state—but this does not automatically make the mental state a physical neural (physical) property.


Again, I offer this as a sketch of an answer.  There may be better answers.  But it seems to me that, as a first part of a defense of the subset view, one should reject the idea that the relation between realized property and realizer property is a part/whole relation.

3. Problem #3: The “No Addition of Being” Problem


One of the more serious problems for the subset view comes from a consideration of determinables and determinates.  Consider a determinable property, such as being red, and a determinate of that property, such as being a (specific shade of) scarlet.  We naturally make a distinction between the two, and the predicates ‘_____ is red’ and ‘____ is scarlet’ have different applications.  But is an object’s being red really a unique property different from its being scarlet?


Those who would argue that it is not use the following reasoning.  If we want to bring it about that something is red, we can’t just paint it red—we must paint it some specific shade of red.  But, once we do, we need not do anything else to bring about the object’s being red.  Instantiating red comes along for free.  Likewise, if we want to talk about the effects of some object’s being red, there do not seem to be any effects that are not also effects of being a specific shade of red.  In other words, an object’s being red does not seem to add any new causal powers to the objects that instantiate them.
  Thus, so the argument goes, being red is “no addition of being” over an above being scarlet.


We face the same problem when we consider subset properties and their realizers.  In order to bestow M on an object, it is sufficient to cause that object to instantiate one of the realizers of M.  And there are no causal powers that M has that are not also causal powers of the instantiating realizer.  Thus M would seem to be no addition of being over and above P.


This is a pressing problem, and I am not sure how to solve it.  But I worry that it is a problem for almost any property, not just subset properties like M.  Thus, the subset theorist can take some consolation: the problem must be solvable, and any solution offered to defend physical properties, for example, may very well work for subset properties as well.


Here is why this problem is a worry for properties generally: our taxonomy of properties always cross-cuts the set of causal powers that a particular object has (or can have).  Thus, positing properties at all, save for the most fundamental properties, seems to be an addition that is no addition of being.


Let me illustrate: take all of the causal powers had by an object (a time t) and form them into a single set.  Let us take this set to define an uber-property, U.  An object o at time t will have some unique uber-property U, and only objects that are maximally similar will co-instantiate any given U.  Notice that a property like U is not the sort of property that appears in either our scientific taxonomies or our common-sense taxonomies—it is too fine-grained, and it does not allow for evaluations of similarity between objects (save for maximally similar objects).  We tend not to think of properties like U as being the “real” properties then.  The real properties are defined by subsets of the causal powers that define U.  But then we can run the NAB argument for U and any given property—even a physical property—that we want.  For example, picking out a physical property like mass picks out a subset of the causal powers of U, but mass seems to be a perfectly allowable property.  Is mass any “addition of being” above and beyond U?  Well, it would be sufficient to make an object have a certain mass x to make that object instantiate U.  And there are no causal powers associated with having mass x that are not also causal powers bestowed by U.  So having mass x, by this argument, is no addition of being outside of instantiating U.


Clearly, there must be an adequate reply to this problem.  Perhaps we group causal powers by their tendency to travel together in objects, or to appear in projectible statements, or to define the posits in a (mature) science.  But whatever strategy is feasible for physical properties is also feasible for other subset properties like M.  What this shows, I think, is that the “no addition of being” argument is too strong.  Or, put slightly differently, if we assume that one of our criteria for propertyhood is that every property be some “addition of being”, we see that the requirement is too strong.  Subset properties of M might not turn out to be any addition of being in this strict sense—but then again, this should not be a reason for disqualifying M as a legitimate property in our ontology.


I have now considered the first three problems for the subset view.  These are commonly voiced problems, and there are some possible responses that the defender of a subset view can give.  I would now like to turn to two problems that I fear are more difficult: the Projectibility Problem, and the Problem of Spurious Kinds.

4. Problem #4: The Projectibility Problem 


Here I am separating out two related problems: the Projectibility Problem and the Problem of Spurious Kinds.  Though distinct, they likely need to be solved together.  I will outline the projectibility problem here as it appears in work by Jaegwon Kim (1993, 1998), although other authors have noticed it as well (Antony 1991, Fodor 1997, Klein 2008, Witmer 2003).  I will not provide a full solution here, as that would require a solution to the fifth problem as well.  But I will say a few things that make me think that the problem should, in principle, be solvable.


The Projectibility Problems is a problem not just for the subset view, but for any account of multiply realized properties.  Kim argues that multiply realizable cannot feature in laws, since 1) laws require projectible predicates, 2) projectible predicates must refer to nomic kinds, and 3) multiply realized properties do not define nomic kinds (the argument first appears in Kim 1992 and is repeated in his 1998, chapter 4 pp.103-111).  If the subset view of realization allows subset properties to be multiply realizable, they cannot define nomic kinds and thus cannot feature in laws.


Kim construes projectibility as the ability to be confirmed by positive instances:


[T]here is a standard mark of lawlikeness that is often cited, and this is ‘projectibility’, the ability to be confirmed by observation of ‘positive instances’.  Any generalized conditional of the form ‘All Fs are G’ can be confirmed by the exhaustion of the class of Fs—that is, by eliminating all potential falsifiers.  It is in this same sense that we can verify such generalizations as ‘All the coins in my pocket are copper’ and ‘Everyone in this room is either a first-born child or an only child’.
  Lawlike generalizations, however, are thought to have the following further property: observation of positive instances, Fs that are G, can strengthen our credence in the next F being G.  It is this instance-to-instance accretion of confirmation that is supposed to be the hallmark of lawlikeness… (Kim 1993, p.319)


If a statement fails to be projectible, it must be because one or more of its terms are not actually kind terms.  Kim has arguments to the effect that it is those terms referring to multiply realized properties that fail to be kind terms—multiply realizable properties do not define a nomic kind.  Kim begins his argument about projectibility with an analogy: the status of statements about the mineral jade.  Jade, as it turns out, is not a uniform mineral category.  Science has discovered that jade comprises two distinct minerals with dissimilar molecular structures: jadeite and nephrite (1993, p. 319).  Up until this discovery, one might think that the generalization


(1) All jade is Green.

is a law.  Again, one property of laws is that they are supported by their instances. Finding samples of green jade, then, confirms the law that ‘All jade is green’.  But, after the discover is made, we see that ‘All jade is green’ can only be true if the following two statements are also true:


(2) All jadeite is green.


(3) All nephrite is green.


We can allow that (2) and (3) above are laws in their own right.  But just because (2) and (3) are laws does not mean that their conjunction (1) is law.  Why?  Kim says:

… we can imagine this: on re-examining the records of past observations, we find, to our dismay, that all the positive instances of [(1)], that is, all the millions of observed samples of green jade, turn out to have been samples of jadeite, and none of nephrite!  If this should happen, we clearly would not, and should not, continue to think of [(1)] as well confirmed.  (p. 320)

The intuition here is that because (1) is not well confirmed, its instances must not have supported it.  Thus it fails to be a law.  Likewise, if we are to have laws about mental properties, those laws must likewise be supported by their instances.  But, Kim argues, such support is unlikely in the case of multiply realized properties.


But why is it the case that the lawfulness of (2) and (3) are not enough to guarantee that (1) is also a law?  After all, if all jade is either jadeite or nephrite, and both nephrite and jadeite are green in accord with laws (2) and (3), why are we not licensed in assuming that (1) is a law as well?  We are not licensed in assuming that (1) is a law because projectible statements must cover relevantly similar samples:

The phenomenon under discussion, therefore, is related to the simple maxim sometimes claimed to underlie inductive inference: ‘similar things behave in similar ways’, ‘same cause, same effect’, and so on.  The source of the trouble…is the fact, or belief, that samples of jadeite and samples of nephrite do not exhibit an appropriate ‘similarity’ with respect to each other to warrant inductive projections from observed samples of jadeite to observed samples of nephrite. (Kim 1993, p.321)

Projectible statements are statements about classes of relevantly similar samples.  
To illustrate: if ‘being an emerald’ is a genuine property that picks out a kind, we can make inferences about a given set of emeralds by observing some other, different set of emeralds, since emeralds as (presumably) similar enough to each other to warrant such inferences.  Observing that all instances in a large set of emeralds are green, for example, licenses the inference that observations of instances in another set of emeralds will be green.  Our ability to make valid inferences from one set of instance based on another is a hallmark of projectible statements.  Likewise, samples of jadeite are similar enough to each other to think that (2) is a law, and likewise for samples of nephrite and statement (3).  But (1) can only be a law if jadeite and nephrite are relevantly similar to each other.


Kim’s suspicion is that the realizers of pain, to use his example, are not relevantly similar to each other.  Suppose that pain has two realizer, C-fiber firing and D-fiber firing, and that all of the instances of pain observed thus far have all been instances of C-fiber firing.  If a statement about pain is projectible, then all instances of C-fiber firing will confirm it.  Thus ‘C-fiber firing causes wincing and groaning’ confirms the general statement that ‘Pain causes wincing and groaning’.  But ‘Pain causes wincing and groaning’ entails that each realizer also causes wincing and groaning; hence, any instances that confirm ‘Pain causes cases of wincing’ also confirm ‘D-fiber firing will cause cases of wincing’.  Therefore we can confirm statements about D-fiber firing solely through inspecting instances of C-fiber firing!


The problem that Kim raises is not just an issue about disjunctive predicates appearing in law-like statements; in fact, he concedes that disjunctive predicates can feature in projectible statements:

One might protest: “Look, the very same strategy can be applied to something that is a genuine law.  We can think of any nomic kind—say, being an emerald—as a disjunction, being an African emerald or a non-African emerald.  This would make ‘All emeralds are green’ a conjunction of two laws, ‘All African emeralds are green’ and ‘All non-African emeralds are green’.  But surely this doesn’t [sic] show there is anything wrong with the lawlikeness of ‘All emeralds are green’.”  Our reply is obvious: the disjunction, ‘being an African emerald or a non-African emerald’, does not denote some heterogeneously disjunctive, non-nomic kind; it denotes a perfectly well-behaved nomic kind, that of being an emerald!  There is nothing wrong with disjunctive predicates as such; the trouble arises when the kinds denoted by the disjoined predicates are heterogeneous, “wildly disjunctive”, so that instances falling under them do not show the kind of “similarity”, or unity, that we expect of instances falling under a single kind. (1993, p. 321)


The upshot of Kim’s arguments is this: for a statement to be projectible, its terms must refer to relevantly similar particulars instantiating some common property.  If projectible statements could have terms that referred to dissimilar kinds of objects, we would end up with an “illegitmate” confirmation procedure.  Thus, by a reductio, projectible statements must refer to relevantly similar kinds of objects that fall in the extension of shared properties.   And if multiply realizable properties do not bestow the requisite similarity, there can be no projectible statements about them, and hence no laws.


One might rightly notice that the notion of similarity is doing quite a bit of work here.  Indeed, many friends of multiply realizable properties concede that such properties have nothing physical in common (or at least, nothing relevant)
.  But the fact that two realizers share a causal role suggests that they do have something in common. Instances of subset properties are similar to each other in that they share a certain set of causal powers—the set that defines the subset property.  Some will argue that this is enough to underwrite the projectibility of certain statements.  Of course, we could not infer that certain properties of C-fibers—say, their configuration or receptor structure—will be present in D-fibers.  We cannot make inferences about the physical details of the one from details about the other.  But these are exactly the sorts of physical details that fall outside of the subset.  We can “abstract away” from such details because they are details about specific physical realizers that do not share causal powers with other physical realizers.


This counter-reply strains the analogy between jade and pain.  I think, however, that there is still a deep problem here.  Kim’s argument about projectibility depends heavily on the notion of similarity, and the similarity that the subset theorists wants is similarity of the causal powers individuative of the subset property.  The problem is that sharing a set of causal powers is not enough, by itself, to claim that there is a common property had by all and only objects with those causal powers.  This is because two objects can share a number of causal powers (that is, they can have causal powers of the same type) contributed by distinct properties.  Because of this possibility, we are supposedly blocked from making inferences from samples instantiating one such property to samples instantiating the other.  In other words, just because two objects share some subset of causal powers does not permit us to infer that the same property is present in each.  But, if two objects share no properties in common, they do not fall under any one nomic kind.  Hence, there are no projectible statements about this class of objects.


This deeper problem is intimately tied-in with what we take to be “real” properties, and what counts as a nomic kind.  But before I turn to these issues, I want to present one prima facie argument that there are physically heterogeneous objects that can feature in projectible statements.  Though I do not take this argument to be conclusive, I believe that it shows that problems about projectibility might be more widespread than imagined.  Thus, there is value in finding a way in which projectibility and multiple realizability can be compatible.


So why think that physically heterogeneous objects can feature in projectible statements?  Consider the following simple examples (from Witmer 2003, p.67):

· Anything written after brainstorming is better than something written without any brainstorming.

· All products of such-and-such a company sell well.

· If you get a good night’s sleep, you will be much more productive the next day.


These statements seem to be confirmable by their positive instances, despite the physically heterogeneity of the objects being considered.  Why?  Consider the first example, that anything written after brainstorming is better than something written without any brainstorming.  The class of objects picked out by the predicate ‘written after brainstorming’ is certainly a heterogeneous and “motley” class of objects.  The things written could be term papers or advertising copy; they might be written on a computer or with pen and paper; they can differ by author, content, etc.  But what all of these pieces share in common is the process by which they are produced.  This process includes previous brainstorming about the piece.  It is not any one internal physical property of the products themselves that guarantee the higher quality; rather, it is the process that produces the pieces that guarantees that they are of higher quality.


Much the same can be said about the second example: the products of a given company can vary widely (LG makes both refrigerators and cell phones, for example), with little physically in common.  But the fact that they are all products of some one company is the relevant fact for explaining why those products sell well.  In both of these example, the objects can all (potentially) be positive instances of the generalization, and the statement appears to be supported by its positive instances.  This is the hallmark of projectibility.


This is not to say that we could not find some surface similarities among the objects.  What is important is that the similarity is guaranteed not by the internal properties of the objects themselves, but by the process(es) that gave rise to those objects and their subsequent interaction with other objects and systems.


We are in a much better position, then, when it comes to subset properties.  Subset properties already share some subset of their causal powers in common.  And Witmer’s examples show that objects with no internal properties in common (or at least, none that are relevant) can still count as positive instances of projectible statements, if those objects are the result of a common process that guarantees the similarity.  Likewise, objects that instantiate a subset property need not have some internal physical property that guarantees that these objects share the appropriate causal powers.  Showing that the causal powers are present because of some common process, for example, might be enough to ground their similarity.  Inductions based on such samples are legitimate, since the sharing of causal powers is not accidental, but rather the outcome of the shared process.


Again, this makes only a prima facie case for projectibility.  True generalizations might appear projectible, but turn out not to be, in fact, projectible precisely because of the differences in the objects captured under the generalization.  This would occur if a generalization failed to refer to nomic kinds, but rather referred to sets of objects that share only a superficial similiarity.  Indeed, there are many sets of objects that share causal powers without falling under a nomic kind, since there are many objects that share causal powers in virtue of instantiating completely different properties.  I call such sets of objects spurious kinds.  Spurious kinds do not underwrite projectible generalizations.   Jade, as it turns out, is a spurious kind; there are many others as well. The worry is that subset properties will turn out to be unprojectible as well.

5. Problem #5: The Problem of Spurious Kinds 


What I call here the “Problem of Spurious Kinds” is typically not discussed as such in the literature, but versions of it can be found (Kim 1993, 1998; Antony 1991, Shoemaker 2007; Klein 2008; Towl 2009).  The problem is that sharing a subset of causal powers is not by itself sufficient to define some one property.  There are two reasons for thinking this is true.


The first reason is straightforward: any subset of an object’s causal powers that is not a singleton will also have a subset.  For example, property P might be defined by the set of causal powers {A, B, C, D, E}, while M is defined by the subset {A, B, C}.  But there are also other subsets present: {A, B}, {B,C}, {C}, etc.  Why do we think, then, that the subset {A,B,C} defines some (non-physical) property, and yet a subset like {A,B} does not?  It appears that there need to be additional criteria to distinguish genuine properties from just “mere” subsets, and to avoid a sprawling hierarchy of properties.


The second reason is similar: there is no reason to think that any arbitrary set of powers defines a property.  Consider the uber-property U discussed above, and let us supposed that U happens to be the uber-property instantiated right now by my coffee cup.  Now randomly pick any two causal powers of said coffee cup—say, its power to leave a round impression when impressed in clay and its power to appear ivory to normal viewers in normal circumstances.  Are these two powers bestowed by some one property of my coffee cup?  Or all coffee cups at the café, for that matter?  Plausibly not.  But why should we privilege the set of causal powers that include the power to make a round impression in clay and the power to appear cylindrical to normal viewers in normal circumstances?  Why pick out just this subset as defining a legitimate property?


One might argue that these considerations are besides the point: the sciences tell us what properties there are, and (if the subset view is the correct metaphysical view) it will turn out that whatever the sciences say our mental properties are, those will turn out to be subset properties.  This seems to me to be broadly correct.  But then we cannot claim that properties are individuated by their causal powers—there must be additional criteria for determining whether a given subset defines a scientific property.  But this seems to be contrary to our views as to how scientific properties are individuated in the first place.  Take, for example, this statement from Kim:

Kinds in science are individuated on the basis of causal powers; that is, objects and events fall under a kind, or share in a property, insofar as they have similar causal powers. (1993, p. 326)

Jerry Fodor seems to endorse this thesis as well:

We want science to give causal explanations of such things (events, whatever) in nature as can be causally explained.  Giving such explanations essentially involves projecting and confirming causal generalizations.  And causal generalizations subsume the things they apply to in virtue of the causal properties of the things they apply to.  Of course.


In short, what you need in order to do science is a taxonomic apparatus that distinguishes between things insofar as they have different causal properties and that groups things together insofar as they have the same causal properties. (Fodor 1998; original footnote excluded).


Now we can see the problem more clearly.  Any given causal power could theoretically be bestowed by a physical property and by a large number of subset properties.  But, in practice, our scientific practice focuses only on some subset properties to the exclusion of others.


That this is so can be illustrated by considering the relation between properties and kinds.  One might plausibly think that many of our scientific kinds are individuated by the properties that define those kinds.
  If this is the case, then our practices in individuating kinds should serve as a rough-and-ready way of picking out properties, and vice-versa.  But we can find sets of objects that share sets of causal powers, but which do not therefore fall under some one single scientific kind that includes all and only those objects.  And, if such objects do not fall under a single kind, they must not co-instantiate and property had by only those objects.  Here are two examples: 

Salt-sugar:  Consider first common sugar (sucrose) and table salt (NaCl).  Both substances appear to have some superficial properties in common: both are white, crystalline powders; both dissolve in water; both are used in cooking, etc.  For ease of exposition, I will focus on one causal power here: dissolving when immersed in water.  Both sugar and salt have this causal power.  But salt and sugar are very different substances in the eyes of our best science.


Salt is a crystal formed by strong ionic bonds between sodium ions (Na+) and chlorine ions (Cl-), which usually arise when chlorine atoms strip sodium of its outermost electrons.  When this crystal is placed in water, the charged dipoles of the water molecules pull the ions apart, which can now “swim freely” in the water, separate from each other.  On the other hand sugar (sucrose specifically) is formed by weaker covalent bonds between carbon and oxygen atoms in a tight ring; two such rings link together by means of a glycosidic bond between two extended oxygen atoms, a process which releases a molecule of water (aptly named ‘dehydration synthesis’).  Sugar crystals form when these double-ring molecules of sugar pack together tightly; when placed in water, these crystals form hydrogen bonds with the water and separate from each other.  The sugar molecules themselves do not break down, unless the water is allowed to hydrolize the glycosidic bond.


When we consider the causal powers of sugar and salt, we see that both can dissolve in water.  But our sciences—be it chemistry, biology, or physics—do not classify these two substances together as one kind: there is no kind ‘salt-sugar’ that features in scientific explanations.  (This is not to say that they cannot fall under some more general kind—solids, or crystals, or something along those lines.  But they do not form a kind qua their ability to dissolve in water.  Thus their sharing the causal power to dissolve in water is irrelevant to falling under a scientific kind defined by this specific causal power.)  In fact, the way in which both these substances dissolve in water is substantially different.  Each takes place by way of a different mechanism governed by its own set of laws.  The superficial similarity here is a coincidence.

Green stuff:  For the second example, take two objects that appear to be the same shade of green—a holly leaf and a glass bottle.  Both have the causal power to appear green to normal viewers under normal conditions.  But again, the appearance of green in each case is due to the operation of different mechanisms.  In the case of the holly leaf, the leaf (or rather, the two compounds of chlorophyll in the leaf) absorbs most visible wavelengths of light save green, which it reflects.  Thus, it is green light that reaches our retinas from the leaf.  Green glass, however, blocks (or reflects) all but green light, which passes through the glass.  A holly leaf possesses quite different properties from green glass, although these different properties have the same effect of allowing green light to reach our retinas. 


Again, in this case we have evidence that the causal power of each kind here arises from a different mechanism according to different laws.  Accordingly, there is no scientific kind corresponding to this set of green objects.  Rather, the superficial similarity is a mere coincidence, rather than the possession of some one property by all instances falling under the predicate.


Classes of objects such as salt-sugar and holly-leaves-and-green-glass are what I call ‘Spurious Kinds’.  Sugar and salt belong to exclusive scientific kinds, as do holly leaves and green glass—in fact, these examples were chosen because their “spurious nature” would be obvious.  While there are some superficial similarities between the objects in each spurious kind, there are also a number of dissimilarities.  And where we do have similarities, we also have evidence that the causal powers present in each case are manifest because of the exercise of completely different mechanisms according to different sets of laws.  The properties and laws that explain this similarity are found again and again in chemistry and physics, whereas the spurious kinds are limited to special cases.  The fact that these objects share some causal powers is a coincidence.


One might object to these examples along the following lines: of course salt and sugar do not fall under some unique kind even though they share some causal powers, because they also differ in many of their causal powers, including the causal powers that differentiate NaCl from sucrose in laboratory tests.  We should not expect every shared set of causal powers to determine a kind (or a property, for that matter).  Rather, we expect to have a kind when there is a cluster of causal powers that, for example, features in our explanations again and again.


But this response simply restates the earlier problem.  What would be nice to have is a clear theory as to why some such clusters should count as definitive for a property or kind, and why others do not.  It is not adequate that a cluster simply appear in a number of explanations—after all, phlogiston and ether appeared in a number of explanations, but these turned out not to be real kinds.  Indeed, green stuff could appear in numerous explanations without thereby being a kind.


It appears that the solution to this problem depends on our solution to the previous problem, because we do not care about just an arbitrary subset of causal powers.  Rather, the sciences attempt to find projectible clusters of causal powers: causal powers that tend to “travel together”, or are found together across a number of samples.  If the subset {A,B,C} defines a legitimate property, it is because these causal powers are often found together in a number of objects such that the presence of one of these powers provides good evidence that the others will be present as well.  For example, if we have evidence that a given object appears spherical (to normal viewers in normal conditions), we also have good evidence to expect that the object will make a round impression in clay, that it will roll down an incline, etc.  The clustering need not be tight—we should not require that all of the causal powers always accompany each other.  But the tighter the clustering, the better evidence we have for the presence of a single underlying property.


The subsets that define “real” properties, then, are projectible clusters of powers (and not just any old subset we can come up with).  But then we are left with this question: how can it be that there are projectible clusters of causal powers that are not due to some one underlying physical property?  Or, put slightly differently, how can it be that physically heterogeneous systems nevertheless instantiate legitimate, projectible properties?


I admit that the answers to these questions is beyond the scope of the current paper.  But I can over a very brief sketch of how I think an answer could go.  It seems that there are two assumptions underlying the problem of spurious kinds: that objects must 1) share causal powers and 2) co-instantiate an underlying internal physical property.  But it is not clear that (2) is necessary.  As long as we have a story as to why a set of objects share a given set of causal powers, we know enough to say that there is a projectible cluster of such powers.  Of course, sharing some internal physical property is sufficient as an explanation as to why a set of objects share some given causal power.  But it is not the only way.  For example, consider a set of phenotypic traits that has evolved in a lineage but that differ to varying degrees in the species in that lineage.  Though the traits might be physically different in a number of ways, they could all manifest the same causal power because natural selection (and some principles of engineering) have guaranteed that those traits have that causal power.  Thus, the wings of several species of birds might have similar causal powers because natural selection has favored wings with those causal powers, and the laws of aerodynamics further constrain the causal powers that could possibly be present.


For another example, consider a set of neural networks “trained up” to perform a particular task.  Any two networks will likely differ along a number of dimensions: their constitutions, number of nodes and connections, their arrangement, etc.  These networks will obviously differ in some of their causal powers.  But suppose that these networks have all been constrained in similar ways—for example, perhaps they are all attached to the same sort of input and output machinery, or perhaps they have all been manufactured using a similar engineering process.  We might reasonably expect there to be many similarities in the causal powers of these networks in virtue of the similarity of the constraints operating on these networks (despite their gross physical differences).  Such networks, then, would show physical dissimilarity accompanied by over-arching similarity due to these constraints.  Indeed, human brains seem to be such networks: populations of neurons maintain a high degree of similarity in the information they carry despite numerous differences in the “fine grained” details of such networks.  But brains have this high degree of similarity because of the similarity in their developmental course and their connections to other brain areas, and not because they instantiate any one given physical property.


Again, this is only meant to be a brief sketch of just one possible solution.  My main goal in this section has been to show how the Problem of Projectibility and the Problem of Spurious Kinds are bound up with one another.  And I contend that it is these problems that form the most serious threat to the subset view.  A fully articulated version of the view, then, needs to say what is needed for property individuation in addition to the sharing of a subset of causal powers.  Until further criteria are offered, the subset view is vulnerable to various eliminative arguments.
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A note:
In an earlier version of this paper, I had left off Wilson’s name as an early articulator and defender of the subset view. She drew my attention to this recently, and I was happy to include her name. Her (1999) certainly puts her in the same circle as Shoemaker and Clapp.

But, beyond simply adding her name to the opening paragraph and citing her papers, I wanted to add this note as well. When Wilson brought this to my attention, I was a little embarrassed that I did not duly credit her work. Indeed, I admitted to myself that this was an innocent omission. I had run across her (1999) well after Shoemaker’s and Clapp’s pieces, and indeed after I had begun drafting this article. And though it was relevant to the topic, I felt it best to drudge ahead with the article as I had begun it and save responding to her work for a later article.

These are all true— but that’s not the point. The fact is that there is a problem in the field—even now, in 2015—with both the representation of women and their participation. I would like to think that I’m enlightened enough to recognize this problem and to adjust, and to believe in the important contributions women have made so far and to encourage more participation, conducting my professional life in a way that is inclusive and fair to everyone. But part of that “enlightenment” is—must be— the honest recognition that this is not always the case. Implicit bias is a real thing. And so is systemic/institutional bias.

For example: Why is it that I ran across Wilson’s work well after Shoemaker and Clapp’s, even though all the pieces were published within a short span of each other? Why didn’t any of my advisors or colleagues point out the lacuna in the literature? Why did I feel, once I did run across it, that it was not important to cite or engage with now, versus later? Why did it take me so long to fix? Why did the author herself have to contact me about this? Why didn’t any of her colleagues also note the omission and point it out on her behalf?

These are questions the answers to which are both difficult and embarrassing. But I am willing to open myself up to a little embarrassment, if only to ask those very questions and bring these issues to light. No academic should have to patrol the literature to make sure that they are adequately recognized for their published work. That women and minorities might have to do this as a matter of course simply to keep up their professional standing is just adding insult to injury.

I hope that this note can help start to change a few habits, or at least begin a few discussions. I also hope that it serves as an adequate apology to Dr. Wilson. I hope her exemplary work continues—and is properly cited (
BNT 2015

Notes

� Here I am glossing over the issue of what the relata of the causal relation are—events, facts, properties, etc.  I do not wish to imply that properties themselves are causal; but we can construe such claims as shorthand for ‘having such-and-so a property is sufficient for causal power C, which, when manifest, produces effects of such-and-so a kind’.


� (Heil 1999, 2003; Hofman 2007 (he calls it the ‘piling problem’).  Gillett and Rives (2005) raise a parallel worry for determinable and determinate properties).


� In his 2007 book, Shoemaker avoids the terms 'part' and 'whole', but it is clear that he still has such a relation in mind (see especially pp.23-26).


� Pereboom (2002) holds something like this view; he cashes out the realization relation in terms of constitution.


� Similar arguments have been given by Gillett and Rives (2005).


� C.f. Mackie 1965.


� Fodor (1974, 1989); Horgan (1994, 1996).


� For a similar theory about the difference between multiply-realized mental kinds and ‘merely disjunctive kinds’, see Fodor (1997).


� Shoemaker (2007, pp.2-26) offers one possible solution based on powers being conditional upon other properties.  The solution offered here is different, though both solutions might well be consistent with each other.


�  Of course, not everything that we wish to taxonomize in the sciences will be kinds in the sense under discussion.  Biology, for example, builds taxonomies of things like species and traits, which themselves are individuated (at least partly) by their histories (for a similar point, see Post 1995).  But for the present discussion, I will be considering kinds that are not individuated by anything like a history, but rather are individuated by possession of one or more genuine internal properties.


� A similar argument is made in AUTHOR (2009).







