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Abstract. Philosophers working on the value of truth typically assume that truth is an instrumentally valuable property of beliefs, and that the interesting questions concern whether truth is also non-instrumentally valuable. Stephen Stich challenged this orthodoxy in The Fragmentation of Reason, but his argument there gives little support to its conclusion. This paper borrows an insight from Stich and applies it in a new way. The insight is that there are truthlike semantic properties other than truth and falsity. Among them, I argue, are some that screen the truth of a belief off from causal relevance to the accomplishment of one’s ends. To be instrumentally valuable with respect to an end, though, a property must be causally relevant to the accomplishment of that end. Truth is always screened off from such relevance, so it is not instrumentally valuable. If truth is valuable, it is non-instrumentally valuable.
1. Introduction

Truth is presumably worth caring about: The goal of believing what is true and not what is false is a goal worth having. But what makes it worth having? Philosophers often say that part of what makes truth worth caring about is its instrumental value, though they debate whether truth has additional, non-instrumental value as well. In my view, the consensus that truth is instrumentally valuable is mistaken. Truth is not instrumentally valuable, at least not in the way philosophers standardly assume.

The argument to be offered here applies an insight due to Stephen Stich. As he points out in The Fragmentation of Reason, truth is only one member of a very large family of truthlike semantic properties. He argues that we would be better off with beliefs that have some of those properties than we would be beliefs that are true. So, Stich concludes, having true beliefs is not the best way to pursue our ends, and truth’s instrumental value is considerably less than we usually suppose.
 Stich’s argument has persuaded few philosophers, and, in my view, its premises do not lend much support to its conclusion. Nevertheless, Stich’s observation that there are alternative truthlike semantic properties is important, and it grounds my own, different argument against the instrumental value of truth.

For a property to be instrumentally valuable, it must be causally relevant to the accomplishment of good ends. To a first approximation, this is because being instrumentally good is being good as a means to an end, and being a means to an end (rather than, say, a reliable symptom of a means) requires playing a causal role in bringing the end about. I argue that other members of the family of truthlike properties screen truth off from the sort of causal relevance it needs in order to be instrumentally valuable: When we act on a true belief and get what we want, the truth of the belief is not causally relevant to our success. Consequently, truth is not instrumentally valuable.

The following section outlines some considerations about instrumental value, with the upshot that a property’s instrumental value with respect to a given end depends on its potential causal relevance to the accomplishment of that end. Section 3 concerns what has become the standard argument for truth’s instrumental value. Although I think the argument fails, it also sheds light on the particular way in which philosophers tend to suppose truth is instrumentally valuable: The truth of a means-end belief is supposedly instrumentally valuable with respect to the end it specifies, and the truth of other beliefs is instrumentally valuable in virtue of their roles as potential premises from which we might infer true means-end beliefs. Section 4 discusses Stich’s unsuccessful argument against truth’s instrumental value, but Section 5 applies Stich’s key insight to show that truth is not causally relevant in the way the standard argument for its instrumental value requires. Thus, I argue, truth is not instrumentally valuable after all. Section 6 responds to some likely objections.

A note on terminology: When I use expressions such as ‘the value of truth’, ‘the instrumental value of truth’, ‘the value of true belief’, and ‘the instrumental value of true belief’, I mean only the value of truth as a property of beliefs. I do not mean the value of truth as a property of utterances or propositions, nor do I mean the value a true belief might have in virtue of possessing some property other than truth. It is also worth pointing out the important distinction between the claim I endorse, that truth is not an instrumentally valuable property of beliefs, and a claim I do not endorse, that true beliefs are not often instrumentally valuable. I think many (maybe even most) instrumentally valuable beliefs are true, but I deny that their truth is what makes them instrumentally valuable.

2. Instrumental Value and Causal Relevance

To be instrumentally valuable is to be valuable “as a means” to some other, valuable end. The core idea of instrumental value is thus relative. What is instrumentally good for driving nails might be instrumentally bad for fluffing pillows.

Relative to a given end, something’s instrumental value depends on how good a means it is for accomplishing that end. Part of what makes something a good means to an end is the efficiency and reliability with which it is capable of bringing the end about. Efficient and reliable means are better the inefficient and unreliable means.

The bearers of instrumental value might be actions, objects, or properties. It is easy to think of actions as “means” to ends; they are the things we do in order to get what we want. The above description of instrumental value readily applies to actions. Actions are instrumentally better with respect to an end the more efficiently and reliably they bring that end about. We can extend this notion of instrumental value from actions to objects by equating the instrumental value of a tool (relative to an end) with the instrumental value of its use (to bring about that end). A tool is more or less instrumentally valuable relative to an end the more or less efficiently or reliably its use brings the end about.

Just as the instrumental value of a tool depends on the instrumental value of its use, the instrumental value of a property depends on the instrumental value its bearers have in virtue of bearing that property. Thus the instrumental value of a property of a tool, relative to a given end, derives from its contribution to the efficiency and reliability with which uses of that tool cause that end to be realized.

Even if a property is correlated with the production of a good end, it might not be instrumentally valuable with respect to that end. Suppose, for example, that Unterhammer brand claw hammers are fragile and yellow, while Uberhammer brand claw hammers are sturdy and blue. Uberhammer hammers are better than Unterhammer hammers for driving nails, partly because Uberhammer hammers are sturdy. The color of the hammers is irrelevant to their performance, though. Blueness is correlated with greater efficiency and reliability, but it is causally irrelevant to the driving of nails. Because it is causally irrelevant, blueness is not instrumentally valuable with respect to driving nails. Sturdiness, on the other hand, does play a causal role in the efficient and reliable driving of nails, and it is instrumentally valuable with respect to that end.

We can generalize the notion of instrumental value from the case of value as a means to a given end to a broader sort of value. We are sometimes willing to give up some efficiency or reliability in our tools for the sake of versatility. Many Swiss army knives, for example, do several jobs passably well but no particular job particularly well. At least in the case of a tool, we can say that it is instrumentally valuable full stop if it is instrumentally valuable with respect to some good end or other, and that its overall instrumental value depends on (a) the number of ends relative to which it is instrumentally valuable, (b) how instrumentally valuable it is relative to those ends, and (c) how valuable those ends are. We can identify the instrumental value of a property with the instrumental value its bearers have in virtue of the powers the property bestows on them.

Whether borne by actions, tools, or properties, instrumental value depends on the causal connection between means and ends. If something cannot be used to cause a good end, it is not instrumentally valuable with respect to that end. If a property makes no causal contribution to the realization of a good end, it is not instrumentally valuable relative to that end. Being a prime number is not instrumentally valuable relative to the elimination of world hunger, and being blue is not instrumentally valuable relative to the driving of nails.

3. The Standard Argument

Let us now consider the question of whether truth is instrumentally valuable. More specifically, is truth an instrumentally valuable property of our beliefs? It is important to bear in mind that this is a different question from whether truth is an instrumentally valuable property of things other than beliefs (e.g., utterances, propositions, sentences), and from whether true beliefs themselves are ever or even usually instrumentally valuable. Remember the hammers: blue ones are good for driving nails, but their blueness is not.

What has become a more or less standard argument for truth’s value has two parts. The first part makes the following obvious point:

If (a) you believe that doing A will accomplish E, (b) that belief of yours is true, and (c) you do A, then you will accomplish E.

A belief that says doing some particular thing will accomplish some particular end is a “means-end” belief. I call what the belief says to do its “specified means,” and the end the belief refers to is the “specified end.” The usual claim is that, thanks to the obvious point, the truth of a means-end belief is instrumentally valuable relative to the belief’s specified end. So, whatever else I happen to value or whatever ends I happen to embrace, truth is instrumentally valuable in my beliefs about how to accomplish those ends.

The obvious point concerns only the truth of means-end beliefs; it tells us nothing about truth as a property of beliefs in general. The second part of the standard argument aims to show that truth is instrumentally valuable in our non-means-end beliefs as well. It draws on a trivial point about inference:

If you infer a means-end belief from a set of beliefs that are all true, and your inference is truth preserving, then the resulting means-end belief is true.

Pretty much anything we believe might figure as a premise in an inference whose conclusion is a means-end belief, or in an inference whose conclusion might be a premise in an inference to a means-end belief. So, the truth of our non-means-end beliefs is instrumentally valuable  relative to the end of having true means-end beliefs. And since the truth of means-end beliefs is instrumentally valuable relative to whatever ends we happen to have, it then turns out that the truth of our beliefs in general is instrumentally valuable relative to whatever ends we have.

The standard argument could thus be summarized as follows: (1) Thanks to the obvious point, truth is instrumentally valuable as a property of means-end beliefs. (2) Thanks to the trivial point, truth is instrumentally valuable as a property of non-means-end beliefs. (3) Therefore, since all beliefs are either means-end beliefs or non-means-end beliefs, truth is an instrumentally valuable property of beliefs in general.

Though the standard argument is clearly an attractive line of thought, it relies on some assumptions that are worth drawing out. First, for truth to be a valuable property of means-end beliefs in the way the first premise claims, those beliefs must be poised to cause one to undertake the specified means. If your true belief that doing A would accomplish E is not poised to cause you to do A, its truth is irrelevant to your success or failure. So, the argument depends on the assumption that means-end beliefs cause one to implement the specified means. 

Second, the argument’s second premise relies on the assumption that our actual inferential mechanisms are truth preserving. The trivial point supports, at most, the claim that there is instrumental value in the combination of having true background beliefs and having truth preserving inferential mechanisms. It supports the claim that truth is instrumentally valuable in our non-means-end beliefs only if we suppose that our actual inferences tend to preserve truth.

Both assumptions are false. When one acts on the belief that doing A will accomplish E, one tries to do A. Usually, one’s effort to do A succeeds, but failure is possible in any case other than one in which A is a basic action we can perform infallibly whenever we try to perform it. In the usual case of believing truly that A will accomplish E, A is not such a basic action. 

Here are two examples that can help to illustrate the point. First, suppose you have a headache and you have the true belief that taking aspirin will relieve it. That belief might cause you to take one of the pills in the bottle labeled “aspirin.” But if a prankster has replaced the aspirin pills with sugar pills, you will have acted on a true means-end belief but failed to accomplish the specified end because you failed to implement the specified means.

Here is another example. Suppose you are playing darts, and you believe that throwing a bull’s-eye will cause the gathered crowd to cheer. When you act on that belief, you aim for the bull’s-eye, but there is no guarantee of success. You cannot infallibly throw a bull’s-eye at will. If you miss, you will have acted on a true means-end belief but failed to implement the specified means.

It is false that means-end beliefs always cause us to implement their specified means. It is also false that our actual inferential mechanisms are perfectly truth preserving. Even on the unlikely hypothesis that the mechanisms implement a perfectly truth preserving inferential competence, performance errors are inevitable. Furthermore, our actual inferential mechanisms operate under a set of constraints very different from those of an idealized deduction machine. They must, in real time, produce conclusions that interact with the rest of our beliefs, with our cognitive mechanisms, and, via those mechanisms, with the external world in ways that promote (or at least that do not hinder) our overall biological fitness, and they have to be robust enough to do that reliably when their inputs are not all true, because, in a great many cases, their inputs are not all true.

There is a gap between the way our minds actually work and the idealization involved in the standard argument. One might narrow the gap by weakening the idealization: We reliably enough implement the plans we try to implement, and we reliably enough make truth preserving inferences. With or without such a weakening, though, the question of truth’s causal relevance looms. Even if we usually get what we want when we act on true means-end beliefs, and even if we usually infer true means-end beliefs from true background beliefs, is truth playing the right causal role to bear instrumental value?

4. Stich’s Insight

Stephen Stich does not directly address the standard argument in The Fragmentation of Reason.
 Instead, he considers the instrumental value of truth relative to that of its competitors, and he concludes that truth’s value is neither as obvious nor as great as philosophers often assume. His key insight is that truth’s competition is not only falsehood, but many other truthlike semantic properties as well.

The truth of a belief depends on both its content and the way the world is. A belief with the content that p is true if and only if p. For a belief to have the content that p is for the intuitively sanctioned interpretation function to map that belief to the proposition that p. Philosophers have offered many theories about the nature of that interpretation function, and those theories are answerable to our intuitions about the contents of people’s beliefs. We test the theories by seeing if the interpretation functions they describe give the right answers to questions about the contents of belief states, and the right answers are the ones sanctioned by our intuitions about belief ascription. Cases in which we intuitively assign contents different from those a theory assigns are treated as counterexamples to the theory, not to our intuitions.

The intuitively sanctioned interpretation function is but one of many possible mappings from belief states to propositions, Stich observes (1990: 114, 125). Consider the mapping f, whose value at a given belief happens to be the negation of the belief’s content. So, if the intuitively sanctioned interpretation function maps a belief to 〈p〉, f maps it to 〈not-p〉. Just as the intuitively sanctioned interpretation function gives the contents of beliefs, f gives their “contentsf.” We can define truthf as follows:

A belief with the contentf that p is truef if and only if p.

It turns out that a belief with the content that p has the contentf that not-p, and so it is truef if and only if not-p. Truthf is falsehood (assuming, naturally, that p is false iff not-p).

The function f is but one of many possible interpretation functions other than the intuitively sanctioned one. For each, we can define a truthlike semantic property in the way truthf was defined above.
 For example, let g be an interpretation function that agrees with the intuitively sanctioned function with the following exception: beliefs with the content that snow is white have the contentg that the sun is located 45 miles above Antarctica. For the most part, beliefs that are true are also trueg, but there is one important exception. The belief that snow is white is true, but it is not trueg. Likewise, beliefs with the content that the U.S. is south of Mexico might have the contenth that 5 + 5 = 10. The belief that the U.S. is south of Mexico would be trueh but not true.

Even if we are generally better off with true beliefs than with false ones, Stich thinks, this does not tell us how truth fares against its other competition, the truthsx for values of x other than the intuitively sanctioned function or f. Moreover, for some values of x, we would clearly be better off with truex beliefs than true ones.

Stich’s (1990: 123) example involves a man, Harry, whose plane will crash in the mountains. Harry would be better off with the false belief that his plane takes off at 8:45 a.m. than the true belief that it takes off at 7:45 a.m. With the false belief, Harry would miss the flight and survive. With the true belief, Harry would get on the flight and die. But now consider an interpretation function, a, that agrees with the intuitively sanctioned function on all beliefs except those whose contents are that the plane takes off at 7:45 a.m. or that the plane takes off at 8:45 a.m. The former have the contentsa that the plane takes off at 8:45 a.m., and the latter have the contentsa that it takes off at 7:45 a.m. If Harry’s beliefs were true, he would believe his plane took off at 7:45 a.m., and he would die. But if his beliefs were truea, he would believe his plane took off at 8:45 a.m. and live. (Beliefs with the contenta that the plane takes off at 7:45 a.m. have the content that the plane takes off at 8:45 a.m.) Trutha appears to be better for Harry than truth. Almost all truea beliefs are true, and almost all true beliefs are truea. But having truea beliefs looks like a slightly better way of getting what we want than having true beliefs. Other truthsx are sure to diverge in extension from truth still more, and to be even better for us than trutha.

Stich seems to think the existence of all these alternatives to truth, and the fact that we would often be better off with truex beliefs than true ones, casts doubt on the idea that truth is instrumentally valuable. He insists that, in light of all this competition, we need an argument not only that truth is instrumentally better than falsehood, but that it is better than all the truthsx, lest our concern for truth’s instrumental value be arbitrary and parochial. It is not clear, though, why the mere existence of the truthsx should have that consequence. There are many ways, in principle, I might get to work apart from riding a moped, and many of them are more reliable and efficient. In light of them, my moped may not be optimal for getting me to work, but it could still be pretty good. Even if some truthx serves us better than truth, truth could be instrumentally valuable.

As I argue in the following section, though, Stich’s insight does help to undermine the standard argument and the view that truth is instrumentally valuable. The truthsx matter, not because they are instrumentally better than truth, but because they screen truth off from being causally relevant in the way the standard argument requires.

5. Truth’s Causal Irrelevance
The standard argument requires that the truth of means-end beliefs be causally relevant to the accomplishment their specified ends.  That would make truth instrumentally valuable as a property of means-end beliefs, and it is the ultimate basis of the claim that truth is instrumentally valuable in non-means-end beliefs as well. The instrumental value of the latter derives from their potential connection to the truth of one’s means-end beliefs. Thus, it ultimately depends on the instrumental value of truth as a property of means-end beliefs.

The standard argument relies on the supposed correlation between acting on true means-end beliefs and accomplishing the ends they specify. Given the correlation, the truth of a means-end belief would be statistically relevant to the accomplishment of the end it specifies. But correlation is not causation, statistical relevance is not causal relevance, and instrumental value requires causal relevance. The standard argument commits a fallacy in inferring the instrumental value of truth from its statistical relevance to the accomplishment of our ends.

Given that X is statistically relevant to Y (meaning that P(Y | X) ≠ P(Y)), X is causally relevant only if it is not “screened off” by any other factor. There are two ways to describe the relevant sort of screening off.

One analysis of screening off is counterfactual: x’s F-ness screens x’s G-ness off from relevance to the occurrence of E if and only if x could have been F without being G and, in that case, E still would have occurred (Yablo, 2003). To say that F screens off G from E in general is to say that, whenever something is G and E occurs, that thing’s F-ness screens its G-ness off from relevance to the occurrence of E.

Another analysis is statistical. When X and Y are statistically relevant to Z, P(Z | X) ≠ P(Z) and P(Z | Y) ≠ P(Z). For Y to screen X off from Z is for Y to render X statistically irrelevant to Z (Salmon, 1994). That is, P(Z | X & Y) = P(Z | Y). A formulation more explicitly in terms of property instances is this: x’s F-ness screens its G-ness off from relevance to E if and only if P(E | x has F & x has G) = P(E | x has F). The generalization from instances to properties is the same as above: F-ness screens off G-ness from E if, whenever something has G and E occurs, that thing’s F-ness screens off its G-ness from relevance to E.

There is a property, which I call truthn, that screens off the truth of means-end beliefs from relevance to the accomplishment of the goals they specify. The official definition of truthn is that a belief with a contentn that p is truen if and only if p, where the contentn of a belief is the proposition to which interpretation function n maps the belief. This definition presupposes a prior identification of n, though, and I do not have one ready to hand. So, I will describe truthn by describing some features of its extension.

Consider the class of means-end beliefs such that, if one were to act on them, one would accomplish the ends they specify. Many (perhaps most) of these beliefs are true, but not all of them are. There are some false means-end beliefs such that, in trying and failing to implement the specified means, one would wind up accomplishing the end. There are also some true means-end beliefs that are not in this class. Despite their truth, acting on these beliefs would not accomplish the specified ends because one would implement the specified means imperfectly. Call the beliefs in this class “helpful.”

We can expand the class of helpful beliefs by adding those non-means-end beliefs such that, if one held them and made inferences from them, one’s conclusion would be a helpful means-end belief. We can expand the class further by including all and only those beliefs such that, if one were to hold them and make inferences from them, the conclusions of the inferences would be helpful.

Because our actual inferential mechanisms are not perfectly truth preserving, and because we do not always implement the plans we try to implement, truth and helpfulness are not the same. They have overlapping, but nonidentical extensions. The class of helpful beliefs is the extension of truthn.

If you act on a true means-end belief, your success is not guaranteed. But if you act on a truen means-end belief, it is guaranteed. And there is no guarantee that an actual inference from true non-means-end beliefs will have a true conclusion, but an actual inference from truen beliefs is guaranteed to have a truen conclusion. If you act on a means-end belief inferred from truen background beliefs, you will accomplish your goal.

Now consider a case in which you act on a true means-end belief. If you accomplish the specified end, then your belief was not only true but truen. It could have been truen without being true, though, and still you would have succeeded. The probability of success given that the belief is true and truen is the same as its probability given only that the belief is truen (namely, 1). So, by either account of screening off, the belief’s truthn screens its truth off from relevance to the accomplishment of the specified end.

This is enough to show that truth is not an instrumentally valuable property of means-end beliefs (at least not in the way the standard argument requires). It is also enough to show that truth is not instrumentally valuable in non-means-end beliefs. Truth’s instrumental value in those beliefs is supposed to derive from its instrumental value in means-end beliefs, but truth is not an instrumentally valuable property of means-end beliefs. Truth is not causally relevant in the way the standard argument requires, and so it is not instrumentally valuable in the way the argument says it is.

There is more to say about our non-means-end beliefs. The standard argument says they are instrumentally valuable with respect to the acquisition of true means-end beliefs. But our actual inferential mechanisms are neither perfectly truth preserving nor perfectly falsehood preserving. Call a set of beliefs truth implicating if and only if, were one to make an inference with one’s actual inferential mechanisms employing that set as premises, the conclusion would be true. Any case in which one infers something true from true beliefs is a case in which one infers something true from beliefs that are members of a truth implicating set. Being a member of a truth implicating set will screen off the truth of premise beliefs from relevance to the truth of the conclusion. So, the truth of our non-means-end belief is not instrumentally valuable relative to the particular end of inferring other true beliefs.

Given that the truthn of means-end beliefs screens their truth off from relevance to the accomplishment of one’s ends, it might seem that what should matter for non-means-end beliefs is their propensity to lead one to helpful means-end beliefs. Any case in which one infers a helpful means-end belief from true premises, though, is either a case in which all the premises are truen or it is not. In the former case, the truthn of the premises screens truth off from relevance to the helpfulness of the conclusion. In the latter, the property of being a member of a helpfulness implicating set will screen truth off. (A set of beliefs is “helpfulness implicating” if and only if, were one to make an inference taking the members of that set as premises and using one’s actual inferential mechanisms, the conclusion would be helpful.) Either way, the truth of non-means-end beliefs is screened off from the sort of causal relevance the standard argument requires, and truth turns out not to be an instrumentally valuable property of them in the way the standard argument says it is.

The standard argument does get something right, though. For truth to be instrumentally valuable as a property of beliefs, there must be some connection between our use of true beliefs and the accomplishment of our ends. There are only two ways in which a belief could be used, though: by making inferences with it, and by acting on it. The standard argument is an effort to show that truth is instrumentally valuable in beliefs because of the difference it makes to our inferences and to the success of our actions. For truth to be instrumentally valuable in any interesting sense, it needs to be causally relevant in the ways the standard argument supposes it is. But truth is not causally relevant in those ways, and so it is not instrumentally valuable.

6. Objections and Replies

I have argued that truth is not instrumentally valuable because it is not causally relevant in the way the standard argument requires it to be. I now turn to some likely objections to the argument I have given.

Objection 1: The argument errs by presupposing a property cannot be instrumentally valuable without conferring causal powers on its bearer, thereby ignoring the instrumental value of external circumstances.
The idea behind this objection is that a property’s instrumental value can depend on the circumstances in which it is instantiated. In a world without hammers, nails are not as useful as they are when hammers are readily available. Being in a world with hammers is thus an instrumentally valuable property for nails, despite conferring no causal powers on them.

Similarly, for a belief that p to be true is for one to hold it while p. We could consider truth to be an external circumstance that makes beliefs more instrumentally valuable without conferring causal powers on them. Truth might then qualify as an instrumentally valuable property of beliefs.

Even if we allow for external circumstances to bear instrumental value in this way, we must acknowledge that they are instrumentally valuable only if their obtaining can be causally relevant to the realization of good ends. While intrinsic properties are causally relevant by conferring powers, extrinsic properties or circumstances are relevant by triggering or enabling those powers. To be causally relevant, though, the external circumstances still must not be screened off. If they are screened off from the accomplishment of an end, then they are not instrumentally valuable relative to that end.

We might construe the truth of a belief as an external circumstance or an extrinsic property of it, but we should then also think of truthn in the same way. Truthn would still screen truth off from the sort of causal relevance the standard argument requires, and the argument against truth’s instrumental value would stand.

Objection 2: We could not pursue truthn directly, but only by way of pursuing truth. So, there is no point in positing truthn as something more valuable than truth.

This objection involves a fundamental, and important, misunderstanding of the role that truthn plays in the argument. The important respect in which my argument differs from Stich’s is that I do not claim that truthn is more valuable than truth, that we should pursue truthn instead of truth, or even that truthn is instrumentally valuable at all. Instead, I have argued that truthn screens truth off from the sort of causal relevance the standard argument requires. Consequently, truth is not instrumentally valuable. This point holds regardless of any considerations about the instrumental value (or causal relevance) of truthn.

This response might seem paradoxical at first. After all, I have pointed out that the success of our actions is logically guaranteed when they derive from truen beliefs, and that there are no such guarantees when our beliefs are true. It would be hasty to conclude that truthn is therefore instrumentally valuable at all, or that it is instrumentally better than truth. It shows that truthn screens truth off from causal relevance, but it does not show that truthn is causally relevant.
 To show that truthn is instrumentally valuable, though, we would need to show that it is causally relevant to the accomplishment of our goals.

Objection 3: The best way to get truen beliefs is to get true beliefs, so truth is instrumentally valuable after all.
There are two important responses to this objection. First, it is not at all clear that getting true beliefs really is the best way to get truen beliefs. That is an empirical hypothesis, and testing it would require identifying the interpretation function that determines the contentsn of beliefs, which is something no one has done. It is an open question whether the hypothesis holds.

Second, let it be granted that true beliefs often are truen. That is not enough to make truth instrumentally valuable. Blue hammers are often sturdy, but that does not make blueness instrumentally valuable with respect to driving nails. Instead, it makes blueness a reliable indicator of instrumental value. Such indicators can be important. It might be easier to determine whether a hammer is blue or yellow than to determine how sturdy it is. Hammer-shoppers would then have a reason to look for blue hammers rather than yellow ones, but their reason would not be the instrumental value of blueness. It would be the instrumental value of sturdiness, which happens to be more common among blue hammers than yellow ones.

If truth is a good sign of truthn, and if truth is easier to detect than truthn, we might indeed have reason to look for truth over falsehood in our beliefs. But the reason would not be truth’s instrumental value. It would be the instrumental value of something else, of which truth is a symptom.

All of that is compatible with claiming that we benefit from pursuing truth, or that we bring about good ends by pursuing the truth. We might even think of truth as having a sort of value derived from the benefits of pursuing it. My point is only that that value is not instrumental value.

Objection 4: The screening-off argument presupposes we can make sense of truthn, but we cannot do that without knowing the function that assigns contentsn to beliefs. We do not know that function, and so the argument fails.

The problem with this objection is that it just is not true that we must know in any detail how to assign contentsn to beliefs in order to run the screening-off argument. At no stage does the screening-off argument rely on the assignment of any particular contentsn to any beliefs, and it makes no use of any peculiarities of interpretation function n or of the intuitively sanctioned interpretation function.

The argument works by identifying a class of beliefs (the helpful ones) and by noting that there must be some interpretation function with an associated truthlike property that has that extension. That requires only the benign assumption that, for any class of beliefs b, there is an interpretation function x such that truthx has b for its extension.

Objection 5: Truthn is a gerrymandered, unnatural, and ad hoc. The fact that it screens truth off from causal relevance is thus neither surprising nor significant.
This objection turns on the idea that truthn is somehow defective as a candidate to screen truth off from causal relevance. If we allow such unnatural “properties” as truthn to count, then we could argue against the causal relevance of almost anything.

I am sympathetic with the idea that we should not allow for ad hoc constructed properties to screen genuine properties off from causal relevance. Truthn, however, is not a property constructed ad hoc to the purpose; it is no less genuine a property than truth is.

A belief with the content that p is true if and only if p. Likewise, a belief with the contentn that p is truen if and only if p.
 The interpretation function that gives the contents of our beliefs comprises a heterogeneous lot of relationships between brain states and the external world. For example, I believe that water is a transparent liquid at 20 degrees Celsius, and I believe that there are prime numbers greater than 7, and I believe that philosophers have not yet formulated an adequate theory of content (see also Stich 1990: 102). The intuitively sanctioned interpretation function maps these belief states of mine to their contents, but we should expect no substantial way in which one of them is to 〈Water is a clear liquid at 20 degrees Celsius〉 as another of them is to 〈There are prime numbers greater than 7〉. Stich, who supposes that the content-fixing relations are reference-fixing causal chains connecting beliefs to the objects and properties they are about, puts the point in this way:
[A]ny plausible elaboration of the causal story will specify lots of allowable causal patterns. The causal chains linking my mental tokens of the names of children to the appropriate young people are very different from the causal chain linking my mental token of ‘Socrates’ to Socrates. And both of these chains are notably different from the one linking my token of ‘water’ with water and from the one linking my token of ‘quark’ with quarks. What ties all these causal chains together is not any substantive property that they all share. Rather, what ties them together is that commonsense intuition counts them all as reference-fixing chains. (1990: 155)

Truth is only as natural and un-gerrymandered as the intuitively sanctioned interpretation function. But the intuitively sanctioned interpretation function is no less messy and heterogeneous mapping of beliefs to propositions than n is, and so truthn is no more unnatural and gerrymandered than truth. If we consider truth to be a genuine property, then we should likewise consider all the truthsx, including truthn, to be genuine properties.

7. Conclusion
I have argued that truth is not instrumentally valuable. To be instrumentally valuable, the truth of our beliefs would have to be causally relevant to the accomplishment of our ends. Even if the truth of our beliefs is statistically relevant to the accomplishment of our ends, causal relevance requires that it not be screened off by other factors.

Stich’s insight in The Fragmentation of Reason is that there are many truthlike semantic properties. For truth to be causally relevant to the accomplishment of our ends, it needs not to be screened off by any of those other properties. There are truthlike properties that screen truth off from causal relevance, though, and so truth is not instrumentally valuable.

Despite its lack of instrumental value, truth might be valuable in some other way. It might be intrinsically valuable, or it might have some other form of derived value. My aim has not been to undermine the claim that truth is valuable at all, or even that truth is valuable because of its relationship to other things that are valuable. It has been to show that truth’s value, if it has any, is not instrumental value.
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� See Stich (1990: Ch. 5)


� There are cases of “bringing about” that involve non-causal necessitation. For example, an assassin can end the Prime Minister’s term of office by killing the PM, but killing the PM does not cause her term to end. Rather, the PM’s death constitutes the end of her term. (This is a variation on an example suggested to me by Cory Wright.) For the purposes of this paper, we can set such cases aside for two reasons. First, the notion of screening off to be deployed below readily applies to non-causal bringings about as well as causal ones. For example, we can say that being G screens being F off from bringing about E if, whenever E occurs and something has both F and G, E would still have occurred (or would have been just as probable) if that thing had had G but not F. Second, the idea that truth is an instrumentally valuable property of beliefs goes beyond the trivialities that having true beliefs is a good way of accomplishing ends that might be non-causally brought about by having true beliefs, such as being wise, being knowledgeable, having a lot of true beliefs, or believing many things that are not false. The usual idea is that truth is instrumentally valuable with respect to the accomplishment of our non-doxastic goals, because of the role truth plays in guiding our actions toward success. For truth to be instrumentally valuable in that way, it needs to play a causal role.


� Alvin Goldman (1992: 164; 1999: 73–4) argues from the instrumental value of true means-end beliefs to the instrumental value of truth in general. Hilary Kornblith (1993) argues that our interest in believing the truth about whether our plans will succeed, and in believing the truth about the state of the world and our goals as we frame our plans, gives us an interest in truth no matter what else we might value. Paul Horwich (1998) makes similar moves in arguing that deflationists can accommodate the view that the truth of our beliefs plays a role in the success of our actions. Michael Lynch (2004: 16) probably has the standard argument in mind when he says that truth is instrumentally valuable because we need to believe the truth in order to make the right decisions about what to do.


� This is not an oversight on his part. The argument seems to have become popular only after The Fragmentation of Reason’s publication.


� These properties are “truthlike” in the sense that they are definable disquotationally by appeal to a mapping of beliefs to propositions. Where x is a mapping function that maps beliefs to propositions, a belief with the contentx that p is truex if and only if p.


� For F to screen G off from E, it is not necessary that F be causally relevant to G either. This is a useful feature of the accounts of screening off, as it gives us an easy way to show (for example) that my having an office on the third floor is causally irrelevant to the election of Barack Obama in 2008, without our needing to know what did cause his election. My having an office on the third floor is screened off by my having two arms.


� The assumption is benign because there is a way to construct x for an arbitrary b: the contentx of any belief in b is that 1 + 1 = 2, and the contentx for any other belief is 1 + 1 = 3. The extension of truthx is b.


� A belief with the contentn that p might or might not have the content that p. But just as truth depends on contents, truthn depends on contentsn.


� I owe thanks to Stuart Rachels and Cory Wright for comments and discussion helpful in the development of this paper. I also owe a special debt of gratitude to Michael Lynch for extensive and detailed discussion of the screening off argument and the instrumental value of truth.






